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Abstract 

Corpus-based methods are now dominant in Natural Language Processing (NLP) .
Creating big corpora is no longer difficult and the technology to analyze them is 

growing faster, more robust and more accurate. However, when an NLP application 

performs well on one corpus, it is unclear whether this level of performance would 

be maintained on others. To make progress on these questions, we need methods 

for comparing corpora. This thesis investigates comparison methods based on the 

notions of corpus homogeneity and similarity. 

We provide definitions for corpus homogeneity and similarity, expressed not in 

terms of language varieties, but in terms of performance on application tasks. Since 

performance is quantifiable through accuracy, the accuracy values can be used as a 

gold standard for the evaluation of any homogeneity and similarity measures. The 

applications of interest are ones that use a corpus as training data. Other things 

being equal, we can expect performance to be optimal if the application is trained 

on text that is very similar to the text used for evaluation, and for performance to

degrade as the disparity between the two text types increases. 

We build on earlier work on corpus similarity by proposing two easily computed 

measures, one for homogeneity and one for similarity, based on frequency lists of 

document-internal features and an inter-document similarity measure. We evalu

ate the measures by calculating the homogeneity and similarity for several corpora, 

comparing these values against the accuracy levels obtained by two NLP applica

tions, a text classifier and a part of speech tagger, which use those corpora. Results 

show that our measures give fairly good estimates of the homogeneity and similar

ity of corpora, especially for the tagging task. 
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Chapter 1 

Introduct ion 

Does an NLP application perform better when trained and tested on corpora which 

are homogeneous? Does it perform better when trained on corpus A and tested 

on corpus B, if A and B are similar? These are the two main research questions 

addressed in this thesis. 

In the literature several authors have pointed out that there is a connection between 

the performance of NLP applications and the homogeneity and similarity of.corpora 

(Biber, 1993; Sekine, 1997; Roland and Jurafsky, 1998 ; Illouz, 2000; Gildea, 2001;  

Kilgarriff, 2001) .  But up to now the notions of corpus homogeneity and similarity 

have not been clearly defined. 

The first aim of this thesis is the automatic creation of corpus profiles. 1 The pro

files, which represent corpora through their internal features, support comparisons 

between corpora and quantification of corpus homogeneity and similarity. With 

corpus profiles, proposing measures for corpus homogeneity and similarity becomes 

relatively easy. So the second aim of this thesis is to propose measures which are 

easy and quick to compute, and domain and language-independent, so that they 

can be applied to corpora of any genre, language and size. The third and final aim 

of the thesis is to identify a method for the validation of the proposed measures that 

can be equally employed for the evaluation of other measures for homogeneity and 

similarity. A proper evaluation method requires finding independent gold-standard 

judgements against which to compare the measures. 

The availability of methods for corpus profiles and effective measures for corpus 

1Even though corpora can contain non-textual information (e.g., images, sounds), this thesis 
restricts the information used to build corpus profiles just to the textual. 
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homogeneity and similarity will support the corpus design process, the development 

of NLP resources and the assessment of the costs of porting a language technology 

application from one domain with one corpus to another (with a different corpus) . 

1 . 1  Thesis overview 

Chapter 2 surveys the various kinds of text corpora and their main applications 

in language studies. It also points out that the spread of corpus-based methods 

constrasts markedly with the lack of methods to describe corpora and quantify 

their properties (corpus profiling) . Corpus homogeneity and similarity represent 

the basic step in corpus comparison and can provide important contribution to the 

process of corpus profiling. 

Chapter 3 describes some areas of natural language processing (NLP) which involve 

classification of documents. Out of the literature review comes the outline of 

a general algorithm for producing document profiles and quantifying document 

similarity which represents the starting point for the development of corpus profiles 

and homogeneity and similarity measures. 

Chapter 4 presents previous work on measuring corpus homogeneity, similarity 

and, generally, corpus comparison. This second literature review confirms the 

applicability of the general algorithm used for the study of document similarity to 

corpora. It also presents two methods for the evaluation of corpus homogeneity 

and similarity measures. 

The work of Kilgarriff (2001) represents the starting point for the development of 

the two measures for corpus homogeneity and similarity presented in this thesis, 

while Sekine ( 1997) describes a method for the evaluation of corpus similarity 

measures using a parser which inspired the method proposed in this thesis of a 

method for the evaluation of both homogeneity and similarity measures using any 

supervised NLP application. 

Chapter 5 describes in detail each step of the general algorithm, identified in 

chapter 3, which profiles documents and quantifies their similarity. It describes 

how the technique is applied on corpora instead of documents. 

Chapter 6 presents the main contribution of the thesis . Firstly, it provides new 

definitions of homogeneity and similarity which, unlike the notions accepted in the 

2 



literature: are not affected by circularity. Secondly, on the basis of these definitions 

two measures which are convenient to compute are proposed based on previous 

work by Kilgarriff. Finally, a generalization of Sekine's method for the evaluation 

of the measures is proposed. 

Chapters 7 and 8 present two experiments to apply and validate the measure for 

homogeneity and similarity proposed in chapter 6. The first experiment uses as 

gold standard judgements the performance values obtained on different subcorpora 

of the BNC using a text classifier . The second experiment uses the BNC Sampler 

to produce subcorpora and a POS tagger as application. 

Chapter 9 presents a preliminary experiment in which the web, a search engine 

and a downloading program are used to build homogeneous corpora. The purpose 

of the experiment is to show the measures proposed "in use" . 

Chapter 10 is a summary of the contributions of the thesis and the directions for 

future research. 
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Chapter 2 

Language corp ora 

Language corpora are collections of  texts, where a text is  a unit of  information 

in natural language; it can be a complete logical unit (e.g., an article) or a part 

of it (e.g. , a chapter or some paragraphs of a book) . In this thesis texts do not 

include other media such as images and sounds, and "corpora" will be used to refer 

to "language corporan. 

Corpora are used in language studies as samples of data. The first attempts to 

exploit linguistic information from corpora and to develop corpus-based method

ologies date back to the '40s. At that time the term "corpus linguistics" was 

created to identify all the corpus-based methodologies used in many areas of lan

guage study. In the '50s, Chomsky cast doubt upon corpora as sources of linguistic 

evidence for two main reasons . First: corpora represent language performance and 

not competence, which is what linguists "should'' model in their studies, while 

performance is just a "poor mirrorn of competence, full of noise and mistakes. 

Secondly, corpora have finite size, while language is infinite. Chomsky's conclu

sion is that corpora broadly fail in representing language. Beyond Chomsky's 

criticisms, there were practical problems with corpus linguistics, which requires 

data processing abilities that were not available at that time. Since corpora were 

in paper form, any sort of analysis had to be manually performed. As a result of 

these criticisms, corpus linguistics was largely, but not completely, abandoned. 1 
During that period of recession, computers developed and began to be seen as 

the unavoidable tools for corpus linguistic studies. In the '80s the term 'corpus: 

became a synonym of machine-readable corpus thanks to the availability of 

1 E.g. in ·1961 Francis and Kucera began to work on the 'Brown' corpus (Francis and Kucera, 
1979). 
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an ever-growing amount of texts in machine-readable form. In parallel, there was 

constant progress in availability of storage space and better techniques to analyse 

corpora. The tight link between computers, corpora and linguistics comes from 

the ability of the computers to carry out various processes that humans would 

find time-consuming, error-prone, and extremely expensive (such as searching and 

counting the occurrences of words, sequence of words and parts of speech, ex

tracting a word and its surrounding context or retrieving documents that contain 

it) .  

2.1 The use of corpora in language research 

The results achieved, in terms of corpus availability and corpus-based methodolo

gies since the '80s, and especially in the past 10 years, have made corpora the basic 

resources for many areas of language research. Up to now, the main areas in which 

corpora have been used are: 

• Lexicography: lexicographers require massive amounts of data reflecting a 

wide range of language phenomena in order to collect all the different kinds 

of information needed to produce a dictionary (Atkins and Zampolli, 1993). 

• Linguistics: corpora provide data for describing, explaining and theorising 

linguistic phenomena. They can be used in two main ways: for ·acquisition 

of information and for testing of analysis (Bod, Hay, and Jannedy, 2003) . 

• Information Retrieval (IR): the goal of IR systems is to retrieve only 

documents which are relevant to a user's query among all the ones that form 

the corpus. Search engines are examples of IR systems (Baeza-Yates and 

Ribeiro-Neto, 1999). 

• Natural Language Processing (NLP):  corpora are used for training sta

tistical models of natural language and speech (Machine Learning techniques) 

in order to acquire information and build resources, for example, ontologies 

and grammars. They are also used for evaluating components of NLP systems 

and as input for real-life applications. Some of the main NLP sub-areas that 

use corpora are: Information Extraction, Text Summarization, Generation, 

Machine Translation, Speech Recognition and Spelling/Grammar Correction 

(Manning and Schutze, 1999). 
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• Psycholinguistics and Sociolinguistics: corpora are mostly used for pro

viding word frequency information for data for experiments (Stubbs, 1996) .  

• Language Teaching: learner corpora are a powerful tool in second language 

learning research (Second Language Acquisition or SLA). Corpora for SLA 

have to be of considerable size and well balanced. They involve problems 

that are not usually encountered in the compilation of corpora by native 

speakers like, for example, the analysis of errors that can feed into remedial 

teaching/learning strategies (Granger, Hung, and Petch-Tyson, 2003) .  

An overview of corpus-based methodologies used in language studies is  beyond 

the scope of this thesis. Nevertheless, in corpus linguistics it is possible to iden

tify two broad types of analysis , qualitative and quantitative, which contribute 

to corpus studies in opposite ways. The aim of qualitative analysis is to pro

duce a description of the linguistic phenomena contained in the corpus. Common 

and rare phenomena are studied with the same precision, because the interest in 

the frequency of the phenomena is minimal. Qualitative analysis may produce 

fine-grained results, but usually without frequency information. 

By contrast, quantitative analysis is based on the counting of linguistic phenom

ena and on the production of statistical models . Its results can be generalised to 

larger populations and directly compared. Quantitative analysis allows us to dis

cover which phenomena are reflections of a particular langua.ge variety, and which 

are simply due to chance. The main disadvantage of quantitative analysis is that 

its results are less rich and precise than those obtained from a qualitat�ve process. 

The work presented in this thesis is an example of quantitative analysis. 

2 . 2  Corpus representativeness 

From what has been said about corpus linguistics and in particular about Chom

sky's criticism and quantitative analysis , corpus representativeness emerges as a 

crucial issue. 

Representativeness is the guarantee required for extending the results from a 

study performed on a particular sample to the entire population, without making 

mistakes that can invalidate any generalization. It follows that, for a sample corpus 

to be representative of a population, a rigorous definition of the entire population 
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from which it is taken is required. Unfortunately, these kinds of definitions are not 

always possible and, when they are, they are quite expensive to apply. 

So corpus representativeness and sampling methods are still far from being solved 

problems. However, several studies have focussed on aspects related to represen

tativeness: 

• more accurate design process: choosing which documents will be part of 

a corpus and which not is a fundamental aspect of corpus development. 

This kind of attention has been clearly shown during the development of 

corpora such as the Brown Corpus (Francis and Kucera, 1979), the Lancaster

Oslo-Bergen Corpus (Johansson, Leech, and Goodluck, 1978) and the British 

National Corpus (Aston and Burnard, 1998). 

• increase of corpus size: the ever-growing availability of machine-readable 

documents and technologies - which allow the storage and analysis of large 

quantities of data - made corpus collections and analyses more affordable 2• 

The size of 'very large corpora' is a moving issue. The order of magnitude in 

number of words has changed almost every ten years: in the 70's the Brown 

and LOB corpora with 1 million words each, in the 80's the Cobuild corpus 

with 10 millions words, in the 90's the BNC with 100 million words, in.the 

2000 the LDC's Gigaword corpora with 1000 million words. 

2 . 3  Heterogeneous, balanced and homogeneous 

corpora 

According to their representativeness it is possible to roughly divide corpora into 

three main classes: heterogeneous, balanced and homogeneous. 

Heterogeneous have been created with little attention to the range of language 

varieties they represent. They are big in size (hundreds of millions words) , on 

the assumption that size can compensate for the lack of care in the design of the 

corpus (Biber, 1993; Kilgarriff, 1997). The need for very large corpora is generally 

motivated by the Zipfian frequency distribution of words in a language (Zipf, 1949): 

while a small number of very common words makes up a great part of the entire 

2In the past it was a long and expensive task, carried out by hand, with the result that the 
finished corpus had to be of a manageable size for hand analysis. 
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text, a large number of low frequency words makes up the rest. Therefore: in order 

to study this second group of words and the aspects they represent: an adequate 

amount of data is required. Banko and Brill (2001) present a study of the positive 

effects of data size on machine learning for an NLP task. 

Balanced corpora are made up with the explicit purpose of being a representa

tive sample of a "declared population': (i.e., an entire language) . These corpora 

contain texts that represent different language varieties (genres, domains, regis

ters . . .  ) ; the size of each language variety slice depends on the relevance of that 

particular variety within the represented language (Aston and Burnard, 1998). 

The Brown Corpus (about a million words) represents American English, while 

the Lancaster-Oslo-Bergen (about a million words) and the British National Cor

pus (BNC, about 100 million words) represent British English. Biber (1993) argues 

that to be able to generalise their results to the whole language without making 

any "bias errorsi : , lexicographic and linguistic studies should be performed using 

only balanced corpora: 

. . . analyses must be based on a diversified corpus representing a wide 

range of registers in order to be appropriately generalised to the lan

guage as a whole, as in a dictionary or grammar of English, or a general 

purpose-tagging program for English. In fact, global generalizations are 

often not accurate at all, because there is no adequate overall linguistic 

characterization of the entire language; rather, there are marked lin

guistic differences across registers. Thus a complete description of the 

language often entails a composite analysis of features as they function 

in various registers. Such analyses must be based on corpora represent

ing the range of registers (Biber, 1993). 

Homogeneous corpora are made of texts that represent only one language vari

ety (Kittredge and Lehrberger, 1982; Kilgarriff and Salkie, 1996). An example of 

a corpus representing only one language variety is the Patient Information Leaflets 

Corpus (Scott et al. ,  2001), a collection of the instructions usually enclosed in 

drug boxes. Representing a single language variety, homogeneous corpora are 

characterised by a reduced variety of linguistic features. A proper definition of 

homogeneity in term of language variety is presented in section 4.4. 

Balanced and homogeneous corpora are the types of corpora that are usually used 

in language studies to achieve more reliable results. Section 2.6 and 2.7 will show 
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that they are also the ones that require a more accurate design process. 

2.4 Corpus profiling 

Almost every area in language studies that uses corpora does so in a different way, 

for different purposes, and for extracting different kinds of linguistic information� 

The types of linguistic information that are usually extracted from corpora are lex

ical, semantic and syntactic information. So people who use corpus-based methods 

mainly consider corpora as repositories of information to be exploited; they use 

corpora and do not consider them as objects in their own right, but just as entities 

from which they can derive some kind of information. The consequence is that not 

much effort has been put into determining the characteristics of documents and 

corpora, i .e. in producing corpus profiles. 

People do not know how to produce corpus profiles for two main reasons. Firstly 

because corpora are not specifically produced for human use: people do not read 

them from end to end and, consequently, they do not have any particular intu

ition about corpus characteristics. Secondly because, containing different types of 

linguistic information, corpora are multi-dimensional objects, so they should be 

analysed according to different dimensions to produce reliable and useful descrip

tions. 

The necessity of corpus profiling arises both from theoretical and practical points 

of view. Theoretically, each discipline should he able to describe its objects and 

produce a taxonomy, by making the relations among sub-species explicit. A dis

cipline should also -develop measures to quantify their properties and allow the 

direct comparison of its objects. Since corpora are multi-dimensional objects, peo

ple cannot expect that a unique taxonomy can represent all the different relations 

among them, or that a single measure can quantify their different aspects. 

Practically, as sections 2.5 ,  2 . 6 and 2 . 7  will show, corpus profiling can support 

corpus design, resource development and the portability of language technology 

applications across different domains. Without an accurate description of the 

information contained in a text, deciding if a text can be inserted into a corpus 

designed for a particular purpose is arbitrary. Moreover, a better description of 

corpora would also help researchers estimate better the amount of effort (in terms 

of time and relative costs) required to port an NLP application, developed for a 
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particular language variety, represented by a given corpus, to a new one. 

This thesis will produce software for corpus profiling and prove its usefulness for 

comparing corpora, and in particular to measure corpus homogeneity and similar

ity. 

2.5 Corpus design process and external/internal 

criteria 

Nowadays, creating big corpora is no longer difficult , owing to the availability of 

ever-growing amount of texts in machine-readable form, ever-increasing storage 

capability, and faster techniques for analysis. The Web, for example, provides a 

huge amount of text. However, as the experiment in chapter 9 . 1  shows, corpora 

produced from the Web can be quite heterogeneous, while language studies require 

homogeneous or balanced corpora to achieve reliable results . Producing homoge

neous and balanced corpora is a more difficult task than producing heterogeneous 

ones, because a deeper understanding of the relations between documents and 

language varieties is required. 

To design a homogeneous or balanced corpus, i.e. to select documents which belong 

to a particular language variety, someone might use external or internal criteria. 

External criteria are essentially non-linguistic, and therefore not present in the 

document itself. They depend on external features (e.g., origin of the document, 

genre, and topic) and are standardly assigned by people. By contrast, internal cri

teria are based on linguistic features, which are more or less directly present inside 

a text (e.g. , words are directly present in a text, while POS tags can be exploited 

only after further analysis) and so they are easily quantifiable in automatic ways. 

External and internal criteria might also be used to describe corpora. Section 3.2 

presents the document features related to internal and external criteria. 

Corpus descriptions and corpus design techniques are almost always based on ex

ternal criteria (e.g. , the 'Wall Street Journal corpus') .  To produce the PILLs 

corpus a set of documents produced by some pharmaceutical companies was col

lected. The main problem with external criteria is that the features they use are 

not always available and, when they are, not always reliable (e.g. , you cannot al

ways use the title of a text to identify its topic). Moreover, external features are 

not quantifiable so they cannot be used in automatic processing. A corpus based 
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entirely on external criteria would also be prone to misrepresent the language va

rieties it claims to be a sample of, because its documents are only chosen on the 

basis of contextual factors (external features) and not by textual-linguistic ones, 

which are equally important. So corpora produced using solely external features 

can contain wide variations in internal features. The choice of producing corpora 

in which documents are selected only on the basis of external criteria is motivated 

when the users are human beings, who can cope without any problem with dif-
· 

ferences in linguistic features (e.g. , ambiguities, change of style or register) . But 

when the user is an automatic system, as in NLP, the performance of any task can 

be degraded by the presence of different linguistic features. 

The TypTex project (Illouz et al., 2000) presents a methodology and a set of tools 

for text profiling with the aim of "calibrating" different parts of a corpus in terms 

of linguistic features based on the internal properties of each text . It is a super

vised approach, similar to Biber's work on genre detection. They work on French 

and use a corpus of 14 million words from the "Le Monde'' newspaper. Articles 

are taken from six sections (art-media-entertainment, economy, education-health

society, foreign affairs, general information-sports-current affairs and politics) and 

only articles comprising 1 ,000 and 2,000 words have been used to avoid comparing 

articles whose size is too dissimilar. The first step of the method is to perform 

queries to extract a subset of texts relevant to a particular domain. The sub cor

pus obtained is then tagged using a morpho-syntactic tagger and a parser; then a 

typological marking is used to replace the information generated frorri the morpho

syntactic tags by higher level categories, according to which features they want to 

study (stems, part of speech tags other morpho-syntactic information) 3. They use 

an initial set of 200 features, reduced to 40 after a feature selection process. Then, 

for each text, a list containing the feature frequencies is generated. The resulting 

matrix, containing all the frequency lists, is then analysed by a statistical software 

program using multivariate analysis. The program produces descriptive statistics 

(feature correlation, over and under use of features in a given section in relation 

to its distribution in all 6 sections and to the length of the whole corpus, standard 

deviation) and text classification (Folch et al. ,  2000) .  

The main reason internal features were not used in the past is  that the technology 

at the base of automatic text analysis and the availability of corpora are quite 

3They experience the fact that, when the morpho-syntactic tagging is too fine-grained, it can 
lead to a scattering of occurrences, which makes contrast imperceptible. So, the possibility of 
summing features to create "super features" is part of the methodology. 
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recent . Internal features are now considered useful features for corpus design and 

their use is recommended. Atkins, Clear, and Ostler ( 1992) say: "it is impossible to 

balance a corpus on the basis of extra-linguistic features alone" but also "a corpus 

selected entirely on internal criteria would yield no information about the rela

tion between language and its context of situation" . Researchers on the EAGLES 

project say that we should see progress in corpus compilation and text typology as 

a cyclical process: "The internal linguistic criteria of the text [are] analysed subse-
· 

quently to the initial selection based on external criteria. The linguistic criteria are 

subsequently upheld as particular to the genre [ . . . Thus] classification begins with 

external classification and subsequently focuses on linguistic criteria. If the linguis

tic criteria are then related back to the external classification and the categories 

adjusted accordingly, a sort of cyclical process ensues until a level of stability is es

tablished" . They continue: " this process is one of frequent cross-checking between 

internal and external criteria so that each established a framework of relevance for 

the other" . But they also point out that "the classification of texts based purely 

on internal criteria does not give prominence to the sociological environment of 

the text; thus obscuring the relationship between the linguistic and non linguistic 

criteria" (EAGLES, 1996). 

The prospect of using both internal and external features for corpus design leads 

to the question of the relation between the two types of features . There are several 

areas in NLP which indirectly exploit this relationship. These areas, whose aim is 

document automatic classification, group documents according to external features 

on the basis of internal ones. Chapter 3 presents a brief overview of these areas. 

2 . 6  Automatically built resources and corpus ho

mogeneity 

Sophisticated NLP applications, such as IE and NLG systems , are heavily language 

and domain dependent. This means they require linguistic and domain knowledge 

to carry out their tasks. Producing resources containing these kinds of knowledge 

in a machine readable form is a time-consuming process; if developed by hand 

(this is usually called the "resource bottleneck'T So, lately, many corpus-based 

methods have been developed to extract from a corpus, in a semi or fully automatic 

way, the linguistic and domain knowledge required by a system. 
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But linguistic and domain resources for a particular task cannot be built from any 

corpus. Useful resources can be built only from corpora that contain the same type 

of information required by the system and in a (statistically) significant quantity. 

The phase in which a NLP application analyses a corpus to build the resources 

it needs is called "training'' , while the phase related to laboratory experiments 

and "real'' use is called "testing" . A popular paradigm is that a corpus used in 

NLP is divided into two parts: a training part, which is used during the training 

phase to build the resource, and a testing part, for which results are produced. 

Such applications are corpus dependent: they can successfully handle the types of 

information which are present in the corpus and used for the resource development, 

but they need to be trained again, on different corpora, if other types of information 

need to be used. 

This thesis explores the hypothesis that systems that use a corpus as input data (i.e. 

IE, IR and Machine Learning systems) can reach good results when a homogeneous 

corpus is used, i.e. a corpus that represents just a single language variety. That is 

because the types of information extracted from the training corpus have to be as 

similar as possible to the ones contained in the test corpus, and this is only assured 

when a homogeneous corpus has been used. In contrast, if a corpus was made up 

of different kinds of text, which express different language varieties (balanced and 

above all heterogeneous) ,  the performance of the same system can be reduced. 

Several authors have pointed out that the performance of NLP syst.ems depends 

directly on corpus homogeneity: 

• Biber ( 1993) has shown that different distributions of linguistic features in 

different language varieties (spoken vs. written) influence the performance 

of tools which are based on accurate estimates of the relative likelihood of 

syntactic categories , such as POS taggers and syntactic parsers. 

• Illouz (2000) studied the performance variations of a POS tagger over 4 

different subsets of the Brown corpus (Press, Miscellaneous, Fiction and Non

fiction) . He showed that the subsets which intuitively are more homogeneous 

(Press and Fiction) also have a lower performance variance. 

• Sekine ( 1997) has shown that the performance of a parser is dependent on the 

domain and that the use of a domain specific grammar can produce better 

results than a domain independent one. He also points out that there is no 

need for a very large corpus to achieve good quality parsing results. 
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• Gildea (2001) also worked with a parser and set separate experiments using 

WSJ data, Brown data and a combination of the two as training sets. All 

the performance values obtained with the Brown corpus are lower than the 

ones obtained using the WSJ:  confirming the general intuition that the WSJ 

is more homogeneous than the Brown corpus. Results also showed that a 

small matched training set (WSJ) is more useful than a larger unmatched 

set (WSJ+Brown) . 

• Roland and Jurafsky (1998) have pointed out that verb subcategorization fre

quencies depend on corpora. They have shown as well that these differences 

are caused by variation in word sense, genre and discourse type. 

But very little work has been done on measuring corpus homogeneity. Again the 

main reasons are the multi-dimensionality of corpora, since a corpus can be homo

geneous according to a particular aspect but not for others, and the consequent 

lack of unequivocal human judgement to use as gold standard judgements for the 

evaluation. 

2 .  7 Portability of NLP applications and corpus 

similarity 

Besides contributing to the corpus design process and the development of resources 

for NLP applications, corpus profiles help portability of NLP applications as well. 

Porting an NLP application from the domain it was built for to another one can 

be expensive and time consuming, even if the two domains and the associated 

corpora are homogeneous in themselves but represent different language varieties. 

The assessment of how difficult it might be to port an application from one domain 

to another is highly linked to the ability to compare corpora and determine their 

similarity. Moving an application from the domain it was developed with to a 

similar one should be quicker than moving it to a different domain. 

Again corpus multidimensionality and the lack of gold standard judgements com

plicate the study of corpus similarity. Chapter 4, together with an overview of 

work on corpus homogeneity, presents an overview of corpus similarity measures 

and studies on corpus comparison. 
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2.8 Summary 

This chapter has briefly introduced what a corpus is and mentioned the main 

applications of corpora in language studies. 

Then, the three main types of language corpora have been presented. Balanced and 

homogeneous corpora are the corpus types that language studies, and especially 

supervised NLP application, use to achieve more reliable results. They are the 

corpora which require a more accurate design process. 

The spread of corpus-based methods contrasts with the lack of methods to describe 

corpora (corpus profiling) and quantify their properties by allowing their direct 

comparison. The chapter has shown that the standard type of corpus description 

based on external features is not always adequate when the corpora are used by 

NLP applications. 

Corpus homogeneity and similarity represent the basic step in any attempt to com

pare corpora; therefore they may make an important contribution to the process 

of corpus profiling. Other tasks which could benefit most from the production 

of measures for corpus homogeneity and similarity are: the development of NLP 

resources and the assessment of how difficult it might be to port a language tech

nology application from one domain with one corpus to another. 
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Chapter 3 

D ocument similarity and the 

classification task 

There is an important assumption in the thesis: the notions of corpus homogeneity 

and similarity are based on the notion of document similarity. This dependency 

suggests that there might be an interesting relation between measures developed for 

document similarity and measures for studying corpus homogeneity and similarity. 

The aim of the thesis becomes checking whether it is possible to adapt measures 

created for quantifying document similarity to corpora in order to study their 

homogeneity and similarity. 

The importance of document similarity in this thesis is the reason why this first 

part of the literary review describes the wide range of methods already developed 

for measuring similarity between documents. The aim of the chapter is to explore 

whether there is a consensus view about how to measure document similarity. The 

general algorithm extracted will then be adapted to be used as a basis for corpus 

homogeneity and similarity measures . 

The chapter starts with a general description of the document classification task 

(section 3 .1 )  and the document external and internal features (section 3 .2) : Then 

it presents the main NLP areas based on the document classification task which 

are: 

• Language identification: produces a classification according to the language 

or dialect a document is written in (section 3 .3) ;  

• Automatic author attribution or stylometry: classifies according to document 
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author (section 3 .4) ; 

• Text Classification: groups documents either according to content/topic or 

genre or sentiment (section 3 .  5) ;  

• Information Retrieval (IR) : identifies which documents are relevant for a 

query (section 3.6) . 

These areas differ in the type of ex�ernal features used for the classification, m 

the internal features chosen to represent documents and in the learning techniques 

employed to perform the classification task. Each area is presented in a separate 

section: language identification is presented in section 3 .3 ,  stylometry in section 

3 .4,  text classification in section 3 .5 ,  and IR is presented in section 3 .6 .  The goal of 

these four sections is to identify the relation between internal and external features 

for the purpose of document classification. 

Chapter 5 proposes a way to adapt this general algorithm to corpora for the purpose 

of measuring corpus homogeneity and similarity. 

3 . 1  The classification task 

An important task in NLP based on document similarity is automatic document 

classification (or categorization) . This is the task of assigning documents from 

a collection to classes on the basis of similarity in document characteristics. 

The ba.Sic NLP classification method 1 is supervised. A supervised method 

is composed of two successive phases. The first, the training phase, requires a 

training corpus in which documents have been manually classified by assigning 

to each of them a class label. During this phase the information in the training 

corpus is encoded in a model. The second is the actual classification phase: the 

raw documents from a test corpus are automatically labelled by the system, using 

the same class labels present in the training corpus. 

There are two types of information, generically called features, contained in the 

training corpus that have to be encoded in the model as they are essential for the 

1 Document classification is just one type of classification. The objects that can be classified 
in NLP are several. This chapter focuses on documents, but also words and clauses are classified 
in NLP: tagging and word sense disambiguation a.re examples of word classification tasks and 
prepositional phrase attachment is an example of clause classification.  
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classification task. The class labels represent the first type of information: they 

are called 'external features' because they are not present in the raw documents, 

but manually associated with each document of the corpus. The second type of 

information, 'internal features' ,  is present in the raw documents and represents the 

linguistic information in the documents. 

Documents in the test corpus contain only internal features. The goal of the 

classification task is exactly that of assigning the most relevant external feature 

(class label) , among the ones present in the training corpus, to each document of 

the test corpus, on the basis of the internal features contained in the document 

itself. 

The model, which encodes the information contained in the training corpus, asso

ciates external features with the internal features (and their weight) that occur in 

each document of the corpus. In the vector space model, for example, each docu

ment is represented in the form (x, c) , where x is a vector of the document internal 

features, and c is the class label. The vector space is one widely used model in 

many applications requiring document classification, because of its computational 

simplicity (counting items) and the appealing idea of likening document similarity 

to spatial distance. 

Classification accuracy is related both to the internal features chosen for the rep

resentation of documents and to the size of the training corpus used. As far as 

internal features are concerned, not all the types of internal features are equally 

easy to extract from a corpus. It mainly depends _on the characteristics of language 

and the NLP technologies available for each particular language. As far as corpus 

dimensions are concerned, generally the larger the training set, the better a clas

sifier performs. But producing training sets can be an expensive task; moreover, 

there are techniques which are computationally expensive and, at least for these, 

a training set of reduced size would be more appropriate. The relation between 

classification accuracy and training size is an important factor for the study of 

the relation between internal and external features and the evaluation of learning 

techniques. 
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3 . 2  Document features 

As mentioned earlier, document characteristics can be broadly divided into two 

groups: external and internal features. External features are used as criteria to 

classify documents, while internal features are the elements used to represent doc

uments and compute their similarity. 

External features are essentially non-linguistic; they are assigned on the basis 

of social, situational or functional evidence such as, for example, subject-matter, 

purpose, rhetorical structure, but also the relation with the target (expected) audi

ence, the external context, or the background of the speaker or writer. Thus they 

are not present in the document itself, but are assigned by people, and usually 

stored in the header of each document as metadata. Some of the external features 

frequently used are: 

• mode: mode of delivery of the original content of the text (i .e. , written vs. 

spoken) ; 

• medium: medium of the original content of the text (i .e. , book, periodical, 

miscellaneous published material, unpublished written material and written 

material to be spoken) ; 

• genre: division based on historical, socio-cultural, philosophical and occu

pational details; 

• topic: text subject matter; 

• date: date of publication; 

• language: especially important for dialects; 

• size: number of words and extent (start and end points) of a document; 

• author information such as name, age, gender, region of origin, and domi

cile; 

• target audience information such as: age, gender and level (a subjective 

measure of the text's technicality or difficulty) . 

Attempts to identify .. a complete list of external features have been made (Atkins, 

Clear, and Ostler, 1992), but the list of external features is almost endless . In fact , 

as some researchers have pointed out : 
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. . . there is no requirement of linguistic relevance to help us distin

guish the external features which are likely to be of value for the user, 

and those which are only of archival interest. Almost any conceivable 

feature may come into relevance on a future occasion, but that is not 

sufficient reason for investing in the cost of ascertaining and record

ing such a feature in respect of each text in the corpus. (EAGLES, 

1996) . [page number] 

By contrast , internal features are linguistic features, more or less directly present 

inside documents. They can be divided into three main classes: 

• surface features, which can be recovered directly from the character se

quence. These can be subdivided into two classes depending on which ele

ment is considered as a unit: 

- character features, when the unit is a single character. Examples 

of surface features at character level are: punctuation marks, upper 

and lower case, white space, and other non-alphanumerical characters. 

Character features can also be analysed in sequence, forming what are 

called "n-grams" ; 

lexical features, when the unit is a word, i.e. a sequence of characters 

bounded by delimiters. The tool which converts a stream of characters 

into a stream of words is called a 'tokeniser'. For European languages 

the tokenization task is relatively simple because words are delimited 

by special characters that are easily recognizable, like white space or 

punctuation marks 2. Features at the lexical level are the words that 

occur in the text. They can be divided into two further classes : 

* function words, which are all the words that belong to closed 

classes like articles, prepositions, pronouns. Function words occur 

in every document; 

* content words, which are nouns, verbs, adjectives and adverbs 

(all open classes) ;  they can be single words but also segments (mul

tiword terms or collocations) and quasi segments (segment that are 

slightly altered, e.g. by the introduction of an adjective) ; 

2In some non European languages like Chinese, for example, words a.re not separated by 
white space so the process of identifying words is a much more complex task. As a result the 
identification of lexical features cannot be considered superficial in every language. 
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• derivative features, which are linear combinations of surface features such 

as the type/token ratio, sentence length, and mean and variance of word 

length. These are not directly present in the text, but can be easily computed 

without the need of further text analysis. An important class of derivative 

features is represented by the vocabulary richness measure (see section 3 .4) ;  

• structural features, which are not directly present in the document and 

need further text analysis to be made explicit. Structural features are labels 

automatically assigned to words which make explicit the linguistic informa

tion contained in the raw text. Before the annotation process, the corpus is 

said to be 'unannotated' and its documents are in plain form. When enriched 

with labels, corpora are called 'annotated' and labels are usually expressed 

in a markup language 3. Various types of linguistic information can be auto

matically identified, and each of them produces a particular type of structural 

feature: morpho-syntactic information produces lemma and part of speech 

tags (the tools are lerru.natiser and part-of-speech tagger) ; semantic informa

tion produces word senses (word sense disambiguation (WSD)) .  The previous 

examples of structural information are associated with individual words but 

structural information can also tag sequences of words such as parse trees. 

Kingsbury and Palmer (2002) are creating a corpus of text annotated with 

information about basic semantic propositions using sense tags and argu

ment labels based on lexicon entries. This annotation represents an example 

of complex semantic structural features. 

3 . 3  Language Identification 

Language identification recognises the language that a document of unknown origin 

is written in. Since language-specific pre-processing should be avoided, language 

attribution studies assume that documents are sequences of characters or words, 

and use surface features to produce language models. Not requiring any language 

understanding, language attribution is not as difficult as other classification tasks 

and can reach very high performance even on documents of small size (i.e . ,  a few 

sentences) .  

a A markup language i s  a predefined way t o  insert extra textual syntax that can b e  used to 
describe formatting actions, structural information and text semantics. The marks, usually called 
tags, are explicit (pieces of) information that can be easily spotted and processed by a program. 
Examples of the most common markup languages are SGML, XML and HTML 



Probably the most problematic aspect in language identification is that not all 

languages use the same writing system. The accuracy and complexity of a language 

identification system depend on the set of languages it distinguishes. Many systems 

only handle ASCII text; others handle different subsets of Unicode (e.g., Latin 

subset ) ,  others work on document images. Writing systems are beyond the scope 

of this thesis so they have been mentioned just to underline an important aspect 

of this area which we will not take further here. 

Other features that determines the performance and complexity of a system, and 

influences the decision about what type of features and statistical methods the 

system should use, are the size of the training and test data, and the number of 

languages the system has to distinguish. 

The types of internal features most often used in language attribution have been 

at character level: unique letter combinations, diacritics , special characters, and 

character n-grams. Unique letter combinations are short sequences of characters, 

unique to a particular language. In the literature they have proved to be unreliable 

(Dunning, 1994) . In fact the presence of loanwords in a language can be responsible 

for mistakes in the identification process when unique letter combinations are used 

for representing documents. Moreover, since these combinations are quite rare, a 

lot of data is required for this type of analysis .  The analysis based on diacritics and 

special characters has also produced poor results, for the same reasons. Instead 

of using just special sets of combinations which a.re language-speci:fi�, all possible 

strings present in a document can be used for the representation. N-grams are 

sequences of n characters that can be identified automatically by jus� skimming 

through the text. N-grams are superficial and language independent features. 

Moreover, they occur in great quantity in documents - in fact, in any given 

document , there are more n-gram tokens than word tokens. This type of analysis, 

and especially work that employ the frequency of character n-grams, has produced 

very good results even using very small documents 4 (Cavnar and Trenkle, 1994; 

Dunning, 1994; Souter et al. ,  1 994) . 

Lexical features, such as common and function words, have also been used in 

language identification studies. If enough text is provided, the lexical approach 

works as well as the n-gram approach. But the need for bigger training corpora, a 

tokeniser, and lists of common and function words (one for each of the languages 

4Dunn.ing (1994) and Souter et al. (1994) reported results specific to text of one line or less 
(approximately 50 characters) . 
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to be distinguished) makes the n-gram approach preferable. For a language like 

Chinese, the possibility of avoiding the tokenization phase is attractive. 

Several statistical methods have been used for language identification: Markov 

models (Dunning, 1994) , neural networks (Batchelder, 1992), discriminant analysis 

(Sibun and Spitz, 1994) , and also simple techniques based on feature frequencies 

(Cavnar and Trenkle, 1994; Sibun and Reynar, 1996) . 

3 . 4  Stylometry or computer-assisted authorship 

attribution 

Authorship attribution is a discipline which has its origins at least as far back the 

middle of the nineteenth century. The aim of this section is to present an overview 

not of the entire discipline but only of a particular sub area called stylometry. 

Stylometry, or 'computer-assisted/non-traditional authorship attribution\ is the 

application of statistical and computational methods to problems of authorship 

attribution. The aim of stylometric studies is not only the identification of the 

authors of disputed works but also the identification of anonymous authors and 

the study of changes in the style of a particular author over time. 

The main assumption underlying stylometric studies is that authors 

have an unconscious as well as a conscious aspect to their style. Every 

author's style is thought to have certain features that are indepei;ident 

of the author's will, and since these features cannot be consciously 

manipulated by the author, they are considered to provide the most 

reliable data for a stylometric study. (Holmes, 1994) 

But because there is no clear evidence of such features, stylometry - and in general 

authorship attribution - is far from mature as an area of study. What is true 

is that some authors have a recognizable style, and for those, stylometry can be 

applied with useful results. 

Another important aspect of stylometry is that many features used as discrimi

nant factors for the analysis are author dependent. Features that can successfully 

discriminate between author A and B may not be useful at all for author C and 

D .  This explains why stylometric studies can justifiably differ according to the 
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type and the number of features analysed, and the techniques used to determine 

document similarity. Moreover, it explains why the production of a reusable piece 

of software for author identification has not been the primary goal of stylometric 

works (McEnery and Oakes, 2000, page. 548) . 

The most common approach into authorship attribution is based on lexical mea

sures. It is possible to distinguish three main types of lexical features: 

• the average length of words (number of characters) ,  sentences (number of 

words) and paragraphs (number of sentences) or the distribution of word 

and sentence length; 

• vocabulary richness; 

• vocabulary distribution. 

Word and sentence lengths were the features used in the first attempts at au

thorship attribution, since they are possible to use without computers. But their 

discriminative power is not very strong and they are easy to control consciously 

(especially the sentence length measure) , so they are now dismissed. 

Several methods for studying the richness of the vocabulary have been proposed: 

some are very simple, like the type-token ratio; others use elements of the frequency 

spectrum, such as hapax legomena and dis-legomena 5 ;  others, even 1?-ore complex 

approaches, make use of probabilistic models. Tweedie and Baayen ( 1998) have 

compared 21  measures of vocabulary richness. All the analysed measures have 

captured "aspects of authorial structure" even if a complete separation has not 

been obtained. These types of measure are dependent on document size; so, for a 

correct comparison, it is necessary to level the document length or to consider the 

distribution over the entire document. 

Another type of feature, function words, has proved extremely useful for authorship 

attribution. The pioneering work of Mosteller and Wallace (Mosteller and Wallace, 

1984) has pointed out the discriminatory potential of function words. Tweedie and 

Baayen ( 1998) have shown that the frequencies of the 100 most common function 

words produce results that generally outperform those obtained with vocabulary 

richness measures. 

5Hapax legomena are the types with frequency 1 in a corpus, while dis-legomena are the types 
observed twice. 
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Rudman (1998) , surveying authorship attribution studies, has pointed out that a 

vast number of (lexical) style markers have been identified, but none on its own 

may be an indicator of a particular style. It is their combined use that constitutes 

style. For this reason "Authorship studies must not fall into the trap of discarding 

style markers from their stylistic autoradiogram because they didn't work in some 

other study. Until the study is done, it is not known which style markers will be 

the discriminators" (Rudman, pg.361) . Of course, this has raised the problem of 

finding good ways to select features on the basis of their discriminative power (see 

section 5.3) and techniques that allow the simultaneous analysis of various features 

(multivariate analysis) . 

Apart from lexic;tl features there are two other feature types that have been used 

in the context of stylometry: features at character level, and structural features 

such as part of speech tags. 

Character-based features are not easily controlled by authors (so are author inde

pendent) and can be extracted by a very shallow text analysis. These characteris

tics make the use of character-based features a plausible approach, at least from a 

theoretical point of view. Kjell ( 1994) has used frequencies of letter pairs within 

documents and worked on the Federalist Papers. Unfortunately, the results have 

obtained with this approach were poor in comparison to applications that used 

lexical features. Kjell's method has worked on English, a language which does 

not contain particularly rnrely-used characters. For languages other _than English 

letter based approaches may produce better results. 

As far as structural features are concerned, Baayen, van Halteren, and Tweedie 

( 1996) have been the first to use a syntactically annotated corpus and "syntactic 

rewrite rules" as structural features. Their results have shown that within a single 

genre syntactic rules are more robust than any lexical feature. Moreover, the 

authors have stressed that function words seem to be an imperfect approximation 

to syntactic features. They have concluded that structural features are less prone 

to both conscious and intra textual variations than lexical ones: "as a textual 

property becomes more abstract and less directly manipulable, it is more likely to 

be uniformly (randomly) distributed. And if it is more uniformly distributed, it is 

a more reliable clue for authorship attribution" . 

As several different types of document features can be used as discriminant factors, 

several statistical techniques have been used in stylometric studies. McEnery and 

Oakes (2000) have presented an overview of stylometry and in particular of the 
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main statistical techniques used, including obsolete or infrequent techniques like 

univariate analysis, cumulative sum charts and generative algorithms, as well as 

techniques still used giving interesting results such as multivariate analysis, neural 

networks and Bayesian probability. 

Stylometric studies have focused mainly on literary texts: the Federalist Papers, 

Shakespeare and Marlowe's plays, and religious writings - i.e. ,  documents of no., 

table size and in accurate format. Nowadays, stylometrk analysis has also been 

tested on real-world documents such as Modern Greek weekly newspapers (Sta

matatos, Fakotakis, and Kokkinakis , 1999; Stamatatos, Fakotakis, and Kokkinakis, 

2001) . 

3 . 5  Text classification 

Text classification is another area of NLP in which the goal consists of assigning a 

class label to a document . Originally, labels indicated the topic/domain discussed 

in the document , but since the late '80s the document genre too has become a 

criterion for categorization. The derivation of genre classification studies from 

content classification studies is quite natural since some domains have developed 

their own specific genres, so that for some domains and genres there is a one to one 

relation. For the sake of clarity in this thesis the term content classification will 

be used to refer to text classification studies, which aim to categoiise according 

to document topic, and genre classification for studies that categorise according 

to genre. Since the late '90s a new criterion for categorization has · been used: 

the overall sentiment of the documents. The purpose of this new area of text 

classification, which is generally known as sentiment classification, is determining 

whether a review is positive or negative. 

3.5 .1  Content classification 

Typically, the document features used for content classification are content words 

(lexical features) . The number of content words that occur in a corpus is usually 

very large (tens or hundreds of thousands of content words) ,  but not all content 

words have the same discriminative power. Moreover, some statistical classification 

techniques have problems in dealing with large quantities of data. As a result, 

techniques for weighting and selecting features are commonly used. Sections 5.2 
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and 5 .3 present an overview of the main techniques for feature weighting and 

selection. 

Various statistical techniques 6 have been used for content classification. Learning 

techniques which look at all the features simultaneously, like maximum entropy 

modelling, neural networks and k-nearest neighbour classification, have usually 

been preferred. On the contrary, Naive Bayes and logistic regression have typically 

been used in cases of binary classification, while decision trees have the advantage 

of ease of interpretation. 

If the Federalist Papers are the most popular benchmark used for evaluating au

thor attribution research, in content classification this role is played by the Reuters 

corpus (Lewis et al. ,  2004) , a collection of articles from the Reuters newswire man

ually classified according to more than 100 topics. The availability of a benchmark 

leads to the development of comparative evaluations of various classifiers. Yang 

and Liu ( 1999) have reported a controlled evaluation study on five text categoriza

tion methods: support vector machines, k-nearest neighbor, linear least squared 

fit, neural network, and Naive Bayes probabilistic classifiers . Their results have 

shown that all methods perform similarly when the number of positive training 

documents is large (over 300 documents per class) , while support vector machines, 

k-nearest neighbor and linear least squares fit outperform neural network and Naive 

Bayse classifiers when the training set has less than 10  documents per class. Yang 

( 1999) has compared the performance of twelve methods (learning and not learning 

methods, binary and n-ary classifiers) using both previously published results and 

results from a new experiment. His result has confirmed that k-neare�t neighbor 

and linear least squared fit are the best classifiers ,  while Naive Bayes classifiers 

often give the worst performance. The others perform equally well. 

Content classification is a relatively mature area as evidenced by the availabil

ity of several classification tools (e.g. Rainbow (McCallum, 1996) and Autoclass 

(Cheeseman et al. ,  1998)) .  

6 Some non-statistical methods have also been used in text classification, e.g. the Reuters 
system uses finely-tuned manually crafted rules and gets good accuracy. But this brief overview 
focuses on the statistical methods. 
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3.5 .2 Genre classification 

"Genren , "style" and "register" are the terms most commonly used in the study of 

social, situational or functional variations in documents (i .e. language variations) 
such as purpose, rhetorical structure, the relation with the target (expected) au

dience, the external context, and the background of the speaker or writer. These 

terms have been used since the late '50s not only by linguists but also in related 

disciplines like sociology, communication, rhetoric, education and anthropology. In 

spite of this long tradition there is no general consensus on their definition and, 

consequently, there is no agreed taxonomy connecting them. Biber ( 1988) , Swales 

(1990) , Eggins and Martin (1997) and Lee (2001) have presented overviews of the 

positions taken by scholars of various disciplines regarding the nature of genre, 

style and register, and how they are related to each other. 

In this thesis, for the sake of simplicity, the term 'genre' will be used because it 

is the term usually preferred in text classification research not based on content. 

Throughout the thesis it will be used in a general way, to indicate any language 

variety associated with situational and social context or purpose. 

Douglas Biber was an early and probably the best-known scholar to work on corpus

based automatic language variation identification. He has pointed out that there 

is a close connection between document internal features and genres. The aim of 

his most famous book (Biber, 1988) was not genre classification but genre detec

tion: his goal was to show that from an analysis of frequencies of particular sets 

of document-internal features it was possible to detect 'dimensions' along which 

genres can vary. He used a manually tagged version of the LOB corpus and ex

tracted a set of 67 superficial and structural features. Using classic factor analysis, 

he revealed five dimensions along which English genres vary. 

Much work in genre classification is more or less directly derived from Biber's 

(1988) : many scholars have used predefined sets of features and types of multi

variate analysis (discriminant analysis (Karlgren and Douglass, 1994; Stamatatos, 

Fakotakis, and Kokkinakis, 2000b) , principal component analysis (Sigley, 1997) to 

perform classification. Multivariate analysis has been used to study several lan

guages other than English (Greek (Tambouratzis et al. ,  2000) , French (Folch et al. ,  

2000) , and several non European languages (Biber, 1993)) .  As well as multivari

ate analysis, classifiers used in traditional topic classification have been employed: 

e.g. neural network (Kessler, Nunberg, and Schutze, 1997), k-nearest neighbor 
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(Wolters and Kirsten, 1999) ,  decision tree (Karlgren, 1999) ,  Naive Bayes classifier 

and support vector machines (Dewdney, VanEss-Dykema, and MacMillan; 2001) . 

As far as document features are concerned, in genre classification almost all types 

of features have been used, either alone or in combination with others. Lexical 

features have been used by Dewdney et at . (2001) , who have employed content 

words; and by Wolters and Kirsten ( 1999) , who have used function words. Kessler. 

et al. ( 1997) have employed some lexical features in conjunction with character 

and derivative features, selected on the base of pre-existing knowledge. The results 

of these studies are both language and task dependent. An alternative way to use 

lexical features for genre classification is represented by studies that use sets of 

common high-frequency words ('the N most frequent words' ) .  These approaches 

are language and task independent since the set of high frequency words is auto

matically computed at the beginning of the analysis (Stamatatos, Fakotakis, and 

Kokkinakis, 2000b). 

Besides lexical features, many approaches for genre classification have used struc

tural features. The NLP tool most commonly used is a part-of-speech tagger (Karl

gren and Douglass, 1994; Wolters and Kirsten, 1999; Dewdney, VanEss-Dykema, 

and MacMillan, 2001) ,  since nowadays pre-processing analysis is robust and reli

able on unrestricted text. But recently, parsers have been used as well (Karlgren; 

1999) . There are also lexical methods which require the employment of robust and 

accurate NLP tools like the methods based on structural features. In fact. when . . 

proper names have to be removed from a high frequency word list or homographic 

forms have to be separated, the use of complex pre-processing tools is 
.
required. 

Usually the NLP tools used for the production of structural features are treated as 

black boxes; and no tool-specific knowledge is required; the important thing is the 

tool output which represents the data for the analysis. Stamatatos et al. (2000a; 

2001) have proposed an approach that employs a NLP tool that detects sentence 

and chunk boundaries and uses as features "measures that represent the way in 

which the input text has been analysed" by the tool. These features are related 

to the tool specific methodology used, but each tool can provide 'analysis-level' 

features. 

Two research efforts in this area expressly compare the performance of genre clas

sification systems when they use surface or structural features , to see whether one 

(or some) feature type(s) is/are better than the others in distinguishing among 

genres. 
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Kessler et al. ( 1997) have used a set of 55 features, which includes surface and 

derivative features, comparing them against the set of structural features employed 

in Karlgren and Douglass (1994) . For their experiment they have used the Brown 

corpus 7 and a neural network classifier. Their experiment has shows only a small 

difference between the surface and structural features in favour of the structural 

ones, either when all features or only a selection are used. 

Dewdney et al. (2001)  have compared word features 8 to what they have called 

"presentational" features, a set of 89 features, including structural features, but 

also character features, such as line spacing, tabulation and non-alphanumeric 

characters. They have experimented with the use of these two types of features 

with three different classifiers (Naive Bayes, decision trees and support vector ma

chines) to investigate whether a particular classifier works better with a particular 

type of feature. For the experiment they have employed a corpus which includes 

text from seven different genres (advertisement , bulletin board, frequently asked 

question, message board, radio news, Reuters newswire and television news) . The 

experiment has shows that the use of presentational features with suitable clas

sifiers (decision tree and support vector machine) yields better results, allowing 

good genre classification and without the need of word features. How�ver the 

combination of the two types of features always increases classification accuracy. 

Stylometry and genre classification appear to be very similar areas. They have used 

the same types of features, and achieved almost the same outcome: structural 

features, when available, produce the best performance. The relation between 

genres and authors emerges as a particularly complex and interesting .one. Some 

researchers reflect on this relation: 

"Differences in genre seem to be more pronounced than differences 

in author. The type of work that Biber has been doing is a little 

like stylometry, except that he has been using a range of quantitative 

features to distinguish genre of text. It seems that in doing so he 

has been following stronger distinctions than between authoring styles, 

because where genre changes, differences in authorship often become 

suppressed, because the shift in style between genres is so pronounced 

7They classify according to three set of external features, which they call "brown" (popular, 
middle, upper middle and high) , "narrative" (narrative/non-narrative) and "genre" (reportage, 
editorial, science and technology, legal, non-fiction and fiction) . 

8Single words were weighted and reduced to a smaller and more effective. 
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that the subtle differences in authorship become blocked out by the 

gross differences in genre style." (McEnery and Oakes; 2000) 

and also 

"( . . .  ) register variation masks author-specific variation on the most 

important principal components . Nevertheless; after register variation 

has been partialed out ; author-specific variation emerges with surpris

ing clarity." (Baayen; van Halteren; and Tweedie: 1996) 

Several papers in this area have pointed out that one of the main applications of 

automatic genre identification studies is in IR, to increase performance when the 

set of retrieved documents is too large and does not allow for easy manipulation 

or browsing. 

3.5 .3 Sentiment classification 

A further type of text classification is sentiment classification: which categorises 

documents according to the overall opinion toward the subject matter (or senti

ment) they express. 

Sentiment classification is typically employed for categorizing reviews for example 

of books or movies. By contrast with content and genre classification: sentiment 

classification is binary. 

Since sentiments can be expressed in indirect ways as in: "How could anyone 

sit through this movie?" ,  the task seems to require more "understanding" than 

content classification. 

The complexity of the task means that many researches have been at least partially 

knowledge based, involving the use of models derived by cognitive linguistics, or 

pre-selected sets of discriminant words. The general difficulty of classifying ac

cording to sentiments is increased by the fact that people alone may not always 

identify the best set of discriminant words. 

In the literature there are two fully statistical approaches that are briefly described 

in the remainder of the section. 

Turney (2002) has classified a corpus of 410 reviews from Epinions, a web site 
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which collects reviews written by non professional writers about different argu

ments. He has collected review about cars; banks, movies and travel destinations 

for his experiment. Turney's approach involves three steps. In the first one a POS 

tagger has been used to identify in each review the phrases containing adjectives or 

adverbs. The second step estimates the " semantic orientation" of each extracted 

phase by calculating the mutual information between it and the words "excellent" 

(positive association) and "poor" (negative association) .  The mutual information 

is computed using frequencies taken from the web the Alta Vista search engine. Fi

nally, the third step assigns each review to the recommended or not recommended 

class on the basis of the average semantic orientation of all the phrases extracted 

from that particular review. The results have shown an accuracy of about 663 on 

movie reviews and an accuracy between 803 and 84 3 for banks and cars. Travel 

destination reviews have scored an intermediate accuracy. Movie reviews seem 

more difficult to classify since the whole semantic orientation is not necessarily the 

sum of the parts. The main limitation of this work is the time required by the 

search engine for computing the mutual information scores. 

Pang et al. (2002) have used a corpus of movie reviews made of 752 negative and 

1301 positive reviews written by 144 different writers; and compared the three 

machine learning methods most often employed for content classification: Naive 

Bayes; maximum entropy and support vectors classifiers. In the experiments they 

have employed various types of document features and some of their combinations: 

all words; word bigrams, POS tags and word position. They have also created and 

used an unconventional feature type, with the purpose of modelling the effect of 

negation on context; by adding the tag "..NOT" to every word between· a negation 

(e.g. "not" , "isn't" , "didn't': , etc. )  and the first punctuation mark which follows 

the negation. In this study they have experimented with either the feature frequen

cies or the simple feature presence. The results have shown that the information 

carried by the presence of all words is the most effective for sentiment classifica

tion and achieves an accuracy of over 80%. This finding is in direct opposition 

to the observation of McCallum and Nigarn (1998) with respect to Naive Bayes 

for content classification. Results have also shown that a support vector classi

fier outperforms maximum entropy and Naive Bayes, although the differences are 

small. 

32 



3 . 6  Information Retrieval 

Although IR is an area which is not always considered part of NLP, it also performs 

a text classification task, so it can be included in this overview. IR is concerned 

with retrieving documents from a document collection. It is a classification task for 

which texts are classified as either relevant or irrelevant to a topic, as represented 

by a query. 

The main difference between IR and text classification lies in the degree of language 

analysis that is performed. In IR the classes are made for human use, while in text 

classification the classes are expected to be processed by a system; thus in IR the 

language analysis performed is generally quite shallow compared to that of a text 

classification tool because humans can cope with differences in language varieties. 

In IR the meaning of a document is expressed through a set of keywords, or terms, 

directly present in documents. Of course this is an over simplification, so it is 

not surprising that users judge many of the documents retrieved in response to a 

particular query to be irrelevant. Nevertheless IR has achieved useful results, and 

many applications of IR are now heavily used, e.g . ,  Web search engines. 

A keyword is a word, or a group of related words, whose semantics helps in repre

senting the subject matter of the document. The keywords of a document form a 

vector which represents the document in further steps of the process 9 .  

There are various ways in  which words can compete to  be considered keywords 

and used to represent the semantics of a document. Some systems simply index 

all the words in a text , while others prefer to reduce the number of keywords 

and perform text preprocessing analysis . Indexing all words is a simple full text 

search, very intuitive for users, but it can lead to an imprecise representation of 

the documents. Moreover, full text search may not be the right option for large 

document repositories� because vector size can influence the search speed (the 

bigger the vector dimension, the slower the search process) . 

A reduction in noise and improvement in search speed can be obtained by reducing 

the number of keywords used for the representation. Typically, the preprocessing 

analysis applied in IR to reduce the vector's dimensions is tokenization 10 and a 

9The vector model used in NLP was originally developed in the area of IR. 
10The tokenisation phase is in common with the full text indexing. 
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subsequent removal of stop words 11 •  In some systems there is a further (and final) 
preprocessing phase usually called 'index term selection' and based on the common 

knowledge that most meaning is carried by noun groups. Through it verbs, adverbs 

and some adjectives are eliminated. 

Because not all the remaining index terms identified as representing semantics are 

equally useful, on top of preprocessing, a numerical weight is also assigned to each 

index term in a document. The weight quantifies the importance of the index term 

for describing the documents semantic content. 

Once keywords have been weighted, they are organised in vectors and then used to 

compute the degree of similarity between documents and queries; this is the core 

of the retrieval process. Queries are represented as keyword vectors as well. There 

are several ways to compute document-query similarity and, again, the decision of 

which measure to use depends on the IR model. The cosine function (the cosine 

of the angle between two vectors) is the most common measure of similarity in IR; 

it varies between 0 and 1 .  Being a distance measure, a zero value means complete 

similarity and 1 complete dissimilarity. So, the smaller the cosine value, the more 

similar the document is to the query. 

The document-query similarity value is calculated for each document of the col

lection available for the search, and the documents scoring the highest value are 

considered relevant for the query. By sorting the retrieved documents (in decreas

ing order of similarity) , it is also possible to take into account documents which 

match the query partially. 

Since IR technologies have been applied to the web, which is a huge collection of 

heterogeneous documents, a traditional search alone is often not effective enough 

to present a manually tractable set of 'good' answers to user queries . Usually 

the documents retrieved as relevant for a query are too many for a person to 

analyse. As a result, new operations on documents, focusing on their likelihood, 

have been developed, with the aim of improving the results of the retrieval task. 

The clustering of documents judged as relevant for a query is an example of such 

an operation. 

11 A third preprocessing phase can be represented by stemming. A stem is the portion of a 
word which is left after its prefix and suffix are removed. Stemming reduce variants of the same 
word (e.g., plays, playing, played to a common form play) and can be considered a soft/light 
version of a lemmatiser. There is a controversy in the [literature] (where?) about the benefit of 
stemming, with the consequence that many search engines do not adopt it. 
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Clustering in IR 

Clustering is a technique used in many different disciplines; its aim is to group 

similar objects from a collection into sets or clusters. There is no space in this 

thesis for a general introduction to this technique, which can be found in Everitt 

(1993) . 

The general assumption behind the use of document clustering in IR is that similar 

documents tend to be relevant for the same queries . So automatic identification 

of document groups can improve the recall of IR systems. 

Early attempts to use clustering to improve retrieval results (see Willett (1988) for 

a general review) have built a partition of the entire corpus and then matched the 

query to the cluster representative documents (centroids) . Hierarchical techniques 

have usually been used, but they were quite slow, and therefore not applicable 

as an on-line procedure when the document collection was large. Moreover: for 

a query that has not strongly matched any particular cluster: there was no way 

to improve the results. In such cases, the clustering techniques have been quite 

inefficient and, in general, they have never outperformed classical search methods. 

As a result : clustering in IR fell out of favour. 

At the beginning of the 1990s improvements in text analysis and the development 

of new clustering algorithms , which can handle many objects with many features 

in a reasonable time, allowed clustering to be reconsidered as a possible way of 

improving IR, especially in human-computer interfaces. Clustering has proved 

an alternative to ranking documents for the organization and viewing .of retrieval 

results . 

A relatively recent application of clustering to IR is Scatter/Gather (Cutting et al. ,  

1992) , a " browsing method" that clusters the retrieved documents into topically

coherent groups, and also presents the user with a description (summary) of each 

cluster identified in the form of a list of topical terms and typical titles. The main 

idea behind this system is that the user may choose, from the clusters initially 

presented, a subset of those that seem more interesting. This is the scatter phase. 

The system then re-clusters the documents of the clusters selected (gather phase) 

producing a more fine-grained partition. The process can be repeated until a 

manageable number of documents remains. 

Two papers (Pirolli et al. , 1996; Hearst and Pedersen: 1996) have shown that 
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Scatter/Gather can be successfully applied to a large collection of texts only in 

combination with a search engine: the clustering technique can be applied to the 

output of a query to organise the retrieved documents into topical groups. 

3 . 7  Summary 

Documents are classified according to different criteria - such as language, au

thor, topic genre and sentiment - and represented through (some of) their internal 

features. Until now different methods for studying similarity between documents 

have been used, most of which performed well in the presence of large amount of 

training data. 

On the assumption that document similarity is the basis of both corpus homo

geneity and similarity and the use of internal features for document profiling can 

be adapted to corpora; the main purpose of the overview presented in this chapter 

has been to identify the main steps used by each method to extract - if possible 

- a consensus view for computing document similarity. This algorithm represents 

the starting point for the development of measures for corpus homogeneity and 

similarity. The algorithm is made of four steps which are: 

• collect the feature type and their weights: it consists of making explicit 

and counting the document internal features that occur in each document; 

• apply normalization and smoothing techniques: in the vector space 

model, which is a reliable and simple way to encode document information, 

features occur together with a weight which is computed on the basis of the 

frequency of each feature in the document and/or in the corpus. Normal

ization and smoothing techniques help in reducing the problems caused by 

differences in document size; 

• apply feature selection techniques: this third step consists of the re

duction of the feature space. It reduces the noise encoded in the model and 

improves the speed of the classifier; 

• measure similarity: the fourth step uses a statistical measure for calculat

ing the degree of similarity between document pairs. In the next chapter the 

most widely used similarity measures are described. 
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Chapter 5 will show how this four-step algorithm can be adapted to corpora and 

chapter 6 how to employ it for quantifying their homogeneity and similarity. 

An interesting aspect which also emerges from the overview of the many different 

types of document classification task is the relation between document internal and 

external features. There is not a one-to-one relation between internal and external 

features : i .e. in order to classify a set of documents in relation to a particular type 

of external feature it is not trivial to decide which type of internal feature will 

produce the best classi£cation, excluding maybe the couple language/n-gram. 12 

Moreover, in the literature there were cases in which the use of a task specific set 

of features did not increase the accuracy of a classifier. 

The conclusion that can be drawn from this evidence is pragmatic: there are several 

factors that should be taken into consideration when choosing the features to be 

used for a particular classification task, such as the type of annotation available, 

the size and the heterogeneity of the corpora being used. 

12Language/n-gram is the only relation between internal and external features that appears 
to be really stable thanks to the nature of n-grams which are very easy to obtain in statistically 
reliable quantities even for small portions of text. 
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Chapter 4 

Comparing corpora 

People who use corpus resources as an aid to performing a linguistic analysis are 

aware of differences among corpora. A linguist has to study the differences between 

two corpora if he/she wants to evaluate whether results based on the first corpus 

can be extended to the second and to what extent . A grammar or parser developer 

has to identify the differences in order to judge if his/her tool is appropriate for a 

corpus which is not the one used for development . Also the difficulty of porting 

an NLP application (e.g., in IE) from a particular domain to another is, to some 

extent, dependent on corpus differences. Anyone who has used corpora has some 

intuitive knowledge about the differences among the corpora he/she has used, and 

would benefit from work that allows such differences to be described or quantified 

in an easier and better-defined way. 

The first part of the literature review presented in the thesis (chapter 3) has de

scribed the wide range of methods already developed for measuring similarity be

tween documents, on the assumption that those methods represents the basis for 

the measurements of corpus homogeneity and similarity. This second part describes 

the much smaller literature on comparing corpora and measuring their homogeneity 

and similarity. In fact, despite an increase of interest among the NLP community 

(see for example the workshop on comparing corpora held in conjunction with 

ACL 2000 (Kilgarriff, 2000))  only a few studies have focused directly on corpus 

comparison, and a clear understanding of the problem has not been obtained. 

The chapter starts with section 4.1 which describes two issues that play an impor

tant role in the comparison of corpora: corpus size and representativeness. The 

following two sections (section 4.2 and 4.3) describe work which aims to compare 
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corpora: the former describes work which uses surface features, while the latter 

presents attempts to employ structural features. Section 4.4 presents the defini

tion of homogeneity that emerges from the literature on sublanguage analysis. The 

defining of corpus homogeneity in terms of linguistic restrictions is then extended 

to the definition of corpus similarity as well. The weakness of both the defini

tions is presented and linked to the difficulties for humans of developing proper 

gold standard judgement for the evaluation of corpus homogeneity and similarity 

measures. 

Since the task of automatic sublanguage identification can be considered as ad

dressing the problem of measuring corpus homogeneity, section 4.5 presents an 

overview of work in this area. Finally section 4.6 describes work which directly 

aims to measure corpus homogeneity and similarity. This section is particularly 

interesting for the thesis not only for the identification of possible methods for 

quantifying homogeneity and similarity but especially for gathering suggestions 

about how any proposed measure of corpus homogeneity and similarity should be 

evaluated. 

4.1 Corpus size , representativeness and aspect 

There are three key issues that need to be carefully considered whenever a com

parison between corpora is attempted. These are corpus size, representativeness 

and {linguistic) aspect. 

As far as size is concerned, it is possible to compare corpora of the same size, 

or corpora of different sizes. The second possibility is more complex because the 

reliability of statistical tests and measures depends on corpus dimensions. As 

Baayen (2001) has pointed out , normalization and smoothing methods are not 

enough to compensate for size differences. As a result , statistical techniques and 

measures are affected by corpus size differences, e.g. vocabulary richness measures 

are not constant. Kilgarriff and Rose (1998) have proposed a practical way to 

overcome the problem: chunking each corpus into segments of the same size, 'slices' ,  

and then producing new sub corpora by randomly selecting a number of slices. This 

thesis takes Kilgarriff's suggestion: in all the experiments described (chapter 7, 8 

and 9) all the corpora used have been chunked in slices. 

Representativeness is a much more complex issue than size since it covers several 
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aspects like time, language, domain, etc . ,  so for a comparison to be effective it 

should consider many features. Representativeness introduces in the comparison 

the problematic issue of corpus multidimensionality. Every comparison has to focus 

on a unique aspect each time, but for a comparison to be effective it should consider 

many aspects. Two corpora can be similar from one perspective but dissimilar for 

another. 

As far as representativeness is concerned, it is possible to compare a sample corpus 

against a normative corpus or two corpora against each other without considering 

one of them as normative. The main problem related to the first option is the 

difficulty of deciding what to use as a normative corpus, since different normative 

corpora can produce different results. The main problem related to the second 

option is that the comparison of two corpora without previous knowledge of their 

representativeness can be misleading. How is it possible to judge differences be

tween a homogeneous and a heterogeneous corpus? Are they directly comparable? 

Section 4.6 will show how the study of corpus homogeneity can help when such 

comparisons are attempted. 

A corpus contains several types of linguistic information (lexical, syntactic, seman

tic, layout) . In order to produce useful descriptions and comparisons of ·corpora 

each type - or aspect - has to be analysed separately. This thesis is mainly in

terested in textual information, so only the analyses from a lexical, syntactic and 

semantic point of view will be covered. Until the beginning of the 1�90s the only 

aspect that had been studied was the lexical one. Recently, the syntactic aspect too 

has been analysed with interesting results. The reason is mainly con!!-ected with 

the availability of robust NLP tools for the automatic identification of lexical and 

syntactic features in documents. Lexical features are directly present in texts, and 

they can be extracted just with the help of a tokeniser, a relatively simple process 

for European languages such as English. As far as syntactic features are concerned, 

robust and domain-independent part of speech taggers and parsers were developed 

during the 1990s. It is only recently that attempts to compare corpora from a syn

tactic point of view were undertaken. Attempts to compare corpora at a semantic 

level are still very few (Roland et al. ,  2000) . At the moment, in fact, corpora which 

have been semantically tagged are few, small in size and the present technology 

for word sense disambiguation is not sufficiently robust or domain independent to 

be used for the production of reliable automatic annotations. 
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4.2 Comparing corpora using surface features 

The majority of studies on corpus comparison focus on finding words which are par

ticularly characteristic of a document (or a corpus) . Reviews of these approaches 

have been presented by Daille (1995) and Kilgarriff (1996) . 

There are two pieces of work which compare corpora using character n-grams 

instead of words. 

Cavnar and Trenkle ( 1994) have extracted n-grams (bi- , tri- and quad-grams) from 

a corpus of mail taken from newsgroups in eight European languages. For each 

category sample, they have generated a profile by ranking the n-grams according 

to their frequencies, i.e. producing n-gram frequency list. Then a similar profile 

has been generated for each new document to be classified. Finally, the document 

profile has been compared with each category profile, using a measure called 'out

of-place' ,  which calculates "how far out of place an n-gram in one profile is from its 

place in the other profile" (Cavnar and Trenkle, 1994) . The sum of all n-gram out

of-place values represents the profile distance measure. The out-of-place measure 

is a very simple and intuitive measure that focuses only on the feature ranking and 

similar in its aim to the better known Wilcoxon rank sum test and Spearman's rho 

test. As reported by Sibun and Reynar (1996) "two languages may have similar 

rankings, but different absolute frequencies" and in these cases the 'out-of-place' 

measure might fail to distinguish the two languages. 

Each of the newsgroups chosen by Cavnar and Trenkle (1994) has its own domain, 

and the goal of the research was not only to identify the language of the mails but 

also the newsgroup they belong to. In doing so the authors have reached interesting 

conclusions on the relation between n-gram frequencies: i .e. the frequencies of 

internal features, and external features: i .e . language and topic. They have found 

that the most frequent n-grams are highly correlated to the language whereas 

lower-ranked n-grams are more specific to the subject-matter of the document. 

They have also pointed out that the shift between language specific n-grams and 

subject specific n-grams depends on document size: the longer the documents, the 

later the shift appears in the rank. 

The already mentioned work of Sibun and Reynar (1996) is another study which 

uses n-gram profiles for language identification. They have used a corpus contain

ing documents in 18 Roman alphabet languages and computed profiles using uni-, 

bi- and tri-grams. In order not to discard important information like absolute 
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frequency they have applied the Kullback Leibler distance or relative entropy to 

calculate profile distance. The results have shown that this simple technique suc

ceeds in discriminating a large number of Roman-alphabet languages using small 

texts and that special characters contribute little to the system performance. 

4 . 3  Comparing corpora using structural features· 

Rayson and Garside (2000) have also worked on discovering key items that differ

entiate one corpus from another, but they did not use only lexical features. They 

have compared a collection of ethnographic studies at an air centre traffic control 

cen�re and used a part of the BNC as a normative corpus. The method was applied 

at the word, part of speech tag, and semantic tag levels. For semantic tagging they 

have employed an analyser that assigns to words their semantic field using a lexi

con and an idiom list. The tool, which does not perform a completely automatic 

analysis, provides a group of key items ranked in decreasing order of significance 

which distinguishes one corpus from another. Basically, they have produced a fre

quency list for each corpus and, for each item in the two frequency lists, they have 

calculated a distance value using log-likelihood. Log-likelihood is used to calculate 

the deviation of the second corpus from the normative one. The resulting values 

have formed a new frequency list which was then sorted, so that the items most 

indicative of the corpus, as compared to the normative, were at the top of the 

list . The items with similar relative frequencies in the two corpora are lower down 

the list . Because they produce a single frequency list for each corpus, in order for 

the method to be reliable the two corpora must be homogeneous, otherwise the 

frequency lists are not representative of the characteristics of the corpus 1 . So, for 

this method to be applicable some previous knowledge about the corpora has to 

be available. 

Roland et al. (2000) have also compared corpora from a syntactic and a semantic 

point of view. They have explored the difference in verb subcategorization frequen

cies across three different corpora: the BNC (British English) , the Brown corpus 

(American English) and the Wall Street corpus (business domain) . They have cho

sen 64 verbs which have a predominant sense and, for each corpus, they randomly 

1 For example if the corpus is heterogeneous it may happen that a feature that has a very high 
frequency in the corpus occurs extremely often in a small number of documents and does not 
occur at all in the other documents. 
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selected 100 examples for each verb, which represent the data for the experiment . 

They have studied not only single verb frequencies but also frequency of transi

tive/intransitive use, active/passive use and subcategorization frames. For each 

frequency type and verb they have applied the chi square measure to test whether 

the difference in frequency was significant for each corpus pairing. The results 

have shown that differences in transitivity and subcategorization frames depend 

basically on differences of verb senses and that interesting differences can only be 

spotted between broad balanced vs. homogeneous corpora (BNC or Brown vs. 

WSJ) and not between British and American English corpora (BNC vs. Brown) . 

4.4 Corpus homogeneity and similarity: a defi

nition 

The term 'corpus homogeneity' was used for the first time by llichard Kittredge 

(Kittredge and Lehrberger, 1982 pg. 129) : sublanguage analysis can be performed 

only using "a large corpus of homogeneous texts,: , which shows a certain degree of 

convergence, especially with respect to lexicon and grammar. So a homogeneous 

corpus is a corpus which shows a high degree of restriction at various (linguis

tic) levels and the sublanguage is a constrained subset of the natural language 

represented in it. 

A number of theoretical studies have been devoted to the definition and analysis 

of sublanguages (Kittredge and Lehrberger, 1982 ; Grishman and Kittr�dge, 1986; 

McEnery and Wilson, 1996) .  The linguistic restrictions which can characterise a 

sublanguage and, consequently, a homogeneous corpus are: 

• lexical restrictions: specialist domains are usually characterised by the 

presence of words that lexicalise concepts which are specific to that domain, 

and by the absence of words which lexicalise concepts related to different 

domains. For example, a medical domain can be characterised by such words 

as endocrine, injection, thorax, while words such as parsley, violin and pencil 

case might not occur at all. Vocabulary restrictions do not apply to the 

same extent in all categories: open class words, particularly nouns, are the 

most limited while most closed class (function) words may be found in most 

sublanguages; 
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• semantic restrictions: many word senses that occur in the whole language 

do not occur in sublanguages. They can therefore be weeded out when a 

homogeneous corpus is used. Sometime this even implies a reduction in the 

syntactic classes of a word. This type of semantic restriction has been called 

the "one sense per discourse" constraint (Gale, Church, and Yarowsky, 1992) :  

in 'well written coherent discourse\ there is  a tendency for occurrences of a 

word to be used in only one of its senses. Attempts to exploit this relationship 

between sense inventory and sublanguage corpora are called "Lexical tuning" ; 

• syntactic restrictions: sublanguages can differ also with respect to syntac

tic features such as the presence of direct questions, tag questions, passives, 

different kinds of relative clauses, and nominalizations. Syntactic features 

can be distributed differently across sublanguages and, moreover, the same 

linguistic feature can have different functions in different sublanguages; 

• text structure restrictions: a sublanguage can be characterised by a par

ticular textual organization. Patient information leaflets texts, for example, 

have a clear sequence of paragraphs, with certain elements obligatory and 

others optional, according to an underlying organization into which each 

subpart has to fit. Text structure aspects have been recently studied from 

the different perspective of automatic summarization (Teufel, Carletta, and 

Moens, 1999), generation (Power and Scott, 1999) ,  and information extrac

tion; 

• other restrictions: some specialist domains can also be characterised by 

the presence of specific symbols, like for example logical and mathematical 

symbols. 

In light of what has been just said, the definitions of corpus homogeneity and 

similarity in terms of language varieties can be characterised as: 

• a corpus is homogeneous, if all its documents belong to the same 

language variety; 

• two corpora are similar, if they represent the same language variety. 

Both the definitions are weak because of the difficulty in determining what a lan

guage variety (or a linguistic restriction) is. Defining corpora in terms of language 

varieties means only to shift the attention from the object to the notion represented 
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by that particular object . But it does not add any information for determining 

their characteristics. 

The circularity in the definition of corpus homogeneity and similarity is confirmed 

from the fact that people can not use those definitions to judge the homogeneity 

and similarity of corpora according to precise and accurate rules. It follows the 

difficulty for people to develop proper gold standard judgement for the evaluation 

of corpus homogeneity and similarity measure. 

In light of what has been just said, the main purpose of this thesis becomes to pro

pose new definitions for corpus homogeneity and similarity which are not affected 

by circularity and can be used to identify gold standard judgements to use in the 

evaluation of the measures. 

4 . 5  Automatic sublanguage identification 

The definition of corpus homogeneity in term of language varieties or sublanguages 

points out that work on automatic sublanguage identification can be considered as 

addressing the problem of measuring corpus homogeneity. This section presents a 

brief overview of the attempts to automatically identify sublanguages. 

The first studies into computational sublanguage identification are Walker and 

Amsler ( 1986) and Slocum (1986) . The methods used exploit the observation that 

some words are associated with a particular sublanguage, and the occurrence of 

these words in a text identify it as belonging to that particular sublanguage. This 

can be also true for polysemous words; in fact each sense of these words can be 

specialised for a different sublanguage. This is a semiautomatic method based 

on the use of a dictionary, in which each word sense has been enriched with tags 

representing its associated sublanguages. To identify the sublanguage of a given 

text : (a) each word is checked against the dictionary to determine the sublanguage 

tag ( "semantic code'� ) associated with it , then (b) the sublanguage is determined 

by accumulating the frequency of the tags of each word. This method, which 

continues to be used (Wilks and Stevenson, 1998; Magnini and Cavaglia, 2000) ,  

depends on the availability of dictionaries that contain sublanguage tags and so it 

suffers from the resource bottleneck problem (Artale et al. ,  1998) . 

An automatic sublanguage identification method has been proposed by Sekine 

( 1994b; 1994a) . He has exploited the defining aspects of sublanguage - lexical, 

45 



syntactic and semantic restrictions - for automatic sublanguage identification. 

However: in practice, he has performed only lexical analysis, using word tokens .  

For his experiments he has used a corpus of newspaper articles: the San Jose 

Mercury corpus, composed of 2 147 articles . Firstly,· he has clustered texts using, 

as similarity measure, the logarithm of inverse document frequency (IDF) . Tokens 

which occur more than 200 times or less than 2 were not considered. Secondly, 

for each cluster: he has calculated the perplexity. Because, roughly speaking, 

perplexity indicates the amount of information in the source, a text with larger 

perplexity has a greater variety of tokens while a text with smaller perplexity has 

a sublanguage tendency. As far as evaluation is concerned, the perplexity of each 

cluster was compared against that of a random text of the same size as the cluster. 

Perplexity depends on the size of the corpus it has been calculated from, so only 

corpora of the same size can be compared. The random texts were obtained by 

selecting tokens at random from the entire corpus and the expected perplexity 

values used as a baseline were the average of three of these trials. In the paper, 

perplexity has not only been used to decide whether a cluster has a sublanguage 

tendency but also to decide for a new text which cluster the new text would be 

more similar to. In this second experiment, the evaluation has been performed 

by comparing the perplexity values against values calculated on the basis of the 

number of overlapping tokens between the article and the closest cluster . 

4 . 6  Measuring corpus homogeneity and similar

ity 

There are only four articles which explicitly aim to measure corpus homogeneity 

and similarity, and all of them follow in a more or less evident way the algorithm 

described at the end of the previous chapter . Among them Kilgarriff (2001) 's and 

Sekine ( 1997)'s work is the most closely related to this thesis. The other two 

articles find a place in this section for completeness sake, since they study corpus 

homogeneity and similarity from different perspectives: speech recognition (Rose, 

Haddock, and Tucker, 1997) and bilingual corpora (Besan<_;on and Rajman, 2002) . 

Kilgarriff (200l) 's  work on measuring corpus similarity and his suggestion about 

how such measures should be used for the study of corpus homogeneity represent 

the starting point of this thesis. 
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He has tested the validity of three similarity measures, the Spearman Rank Cor

relation Coefficient, the chi-square test, and cross entropy, using a set of Known

Similarity Corpora he has produced using part of the BNC. The procedure for 

creating a set of Known-Similarity corpora starts with the identification of two 

distinct text types, A and B, from the original corpus. Then eleven sub-corpora 

are produced so that corpus 1 comprises 1003 of text type A, corpus 2 comprises 

903 of text type A and 103 of B, corpus 3 comprises 803 of text type A and 203 

of B, and so on until corpus 10 that is made of 1003 of text type B. The eleven 

Known-Similarity corpora form the gold standard judgement for the evaluation of 

the similarity measures. He has measures corpus similarity as follows: 

• each of the eleven known-similarity corpora is divided into slices to create 

sub-corpora of the same size by randomly allocating the same number of 

slices to each; 

• a word frequency list is produced from each sub-corpus; 

• for each pair of frequency lists a similarity value is computed (either using 

the Spearman Rank Correlation Coefficient or the chi-square test or cross 

entropy); 

• the procedure is iterated with different random allocations of the slices ini

tially created; 

• the mean and the standard deviation is calculated among all the iterations. 

The results have shown that both the Spearman and the chi-square measures 

outperform cross entropy. In contrast with the other two measures, cross entropy 

requires a much bigger effort in terms of computation as well. Chi-square, in turn, 

is significantly better than the Spearman. 

In the same paper Kilgarriff has presented corpus homogeneity as an essential and 

preliminary step to any quantitative study of corpus similarity, but he has not 

proceeded in the computation of a specific measure. His claim is that without 

knowledge of corpus homogeneity it is not clear if it would be appropriate to 

measure similarity between, for example, a homogeneous corpus like the PILLs 

corpus of patient information leaflets (Scott et al . ,  2001) and a balanced one like 

the Brown corpus. He has analysed the interaction between homogeneity and 

similarity; the results of his analysis are summarised in table 4 .1: 
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Corpus 1 Corpus 2 Distance Interpretation 
low low low same language variety 
low low high different language varieties 
high low low corpus 2 falls within the range of corpus 1 
high low high corpus 2 falls outside the range of corpus 1 
high high low impossible 
high high slightly higher share of same varieties 

Table 4 .1 :  Interactions between homogeneity and similarity 

He has also stated that ideally the measure proposed for corpus similarity can be 

used for corpus homogeneity as well. 

This thesis explores the validity of this claim. As will be explained more in detail in 

the next two chapters Kilgarriff's low-tech method for measuring corpus similarity 

is adapted for quantifying corpus homogeneity. Since he has shown that chi-square 

outperforms both cross entropy and the Spearman correlation this thesis analyses 

two other inter-document similarity measure: the Log-likelihood and the relative 

entropy, using the chi-square measure as baseline. Moreover, besides content word 

the thesis experiments with the use of other feature types like function words, pos 

tags and pos tag bigrams. 

The importance of Sekine ( 1997) 's work is neither represented by the inter-document 

measure proposed for the quantification of similarity nor for the results obtained 

which are affected by the small sampling problem. This article is particularly 

interesting because it proposes a proper method for addressing the e-yaluation of 

corpus similarity. In this thesis Sekine's method will be generalised so that it will 

be possible to apply it to other NLP applications. Moreover, it will be adapted 

to the evaluation of corpus homogeneity. The identification of a proper method 

for the evaluation will also provide important suggestions for the development of 

a new definition of corpus homogeneity and similarity which is not affected by 

circularity. 

Sekine (1997) aimed to measure corpus similarity using the accuracy values of an 

NLP application as gold standard judgements instead of corpora of known similar

ity. He has parsed 8 sub-corpora of the Brown corpus, characterised by different 

domains ( 4 fiction and 4 non-fiction domains) but similar in size (around 2000 

words) , using four different types of grammar. These grammars were acquired 

48 



from corpora of the same domain, all domain, non-fiction domain and fiction do

main using the same size training corpus (24 samples) .  Then he has produced a 

frequency list of the syntactic trees with depth one that corresponds to rules of the 

grammar for each domain and each grammar. Only the partial trees which satisfy 

the two following condition have been used for the computation of the similarity 

values: 

• the frequency of the partial tree in a domain should be 5 times greater than 

in the entire corpus; 

• the partial tree occurs more than 5 times in the domain 2 •  

Finally, for each pair of  frequency lists he  has calculated cross entropy. The matrix 

containing the similarity values was compared, for the evaluation, with a matrix 

containing the parser accuracy values measured in the form of recall/precision. 

The results have shown that smaller cross entropy values are obtained when the 

grammar is acquired from either the same domain or domains of the same class, 

i .e. when the corpora more similar to the one used for the test are used to produce 

the grammar. The reason why in some cases the best results were acquir�d using 

the grammar of the same class rather than the same domain is the small size of the 

training corpora used to build the grammars. "Because only 24 samples are used, 

a single domain grammar tends to cover a relatively small part of the language 

phenomena. On the other hand, a corpus of similar domains could provide wider 

coverage for the grammar." (Sekine, 1997) 

In the same paper a second experiment more related to homogeneity is also pre

sented. The aim of this second experiment was to find out whether it is better 

to use a grammar built using a smaller corpus of the same domain or a grammar 

trained on a larger corpus. Two sub-corpora have been parsed with several gram

mars acquired from different domains� classes (fiction vs. non-fiction) , and using 

different sizes of training corpus. The graph relating training corpus size to parser 

accuracy is generally an increasing curve which gradually flattens as the corpus 

size increases. As far as the order of performance is concerned, for one of the two 

corpora the best results have been obtained using the same domain, followed by the 

best class, all domains the other class and the other domain. For the other corpus 

the results were not so clear-cut, but the same tendency could be observed. The 

2This condition deletes the noise. 
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author has judged that the small sampling problem might have been responsible 

for the unclear result of this second experiment. 

This thesis borrows Sekine's idea of using the accuracy of an NLP application to 

evaluate both homogeneity and similarity measures. Trying to avoid the small 

sample problem, the BNC was chosen as the corpus on which to conduct the 

experiments that are described in chapter 7 and 8.  

Among the four articles described in this section the work of Rose, Haddock, and 

Tucker (1997) is the only one which aims to measure corpus homogeneity. They 

have studied homogeneity as described in a previous version of Kilgarriff's article 

to explore how performance of a speech recognition system varies with the size and 

homogeneity of the training data used to build the language model. First, they have 

collected a small corpus - almost 2 million words - of email messages, the target 

language type. Then they have applied a homogeneity measure to acquire further 

training documents of the same text type from a larger, more general corpus. The 

new similar documents were finally added to the seed corpus and the augmented 

corpus was used to build a new language model for the email domain. Spearman 

and Log-likelihood were the measures chosen to compute corpus homogeneity and 

the BNC was the general corpus used to extract email-like documents. As far as 

evaluation is concerned, they have applied two methods. Firstly, they have used 

perplexity which is the standard measure for language model quality. They have 

measured the homogeneity and the perplexity respectively for the email corpus 

and the BNC and the two associated language models. The results for perplexity 

have confirmed the intuition that homogeneity is correlated w
'
ith low perplexity 

and heterogeneity with high perplexity. The email corpus has appeared to be 

more heterogeneous than the BNC.  For the second evaluation method they have 

integrated the language model built with the email corpus with a speech recogniser 

and then tested the combined system with the two corpora measuring the word 

error rate using two standard metrics: percentage correct and accuracy. These 

second results have showed that the email corpus produced the highest percentage 

correct despite its poor homogeneity and small size, underlining the importance of 

data quality over quantity. 

Like Kilgarriff (2001 ) , Besanc;on and Rajman (2002) 's work has proposed a corpus 

similarity measure and applied it to corpora for which the similarities were already 

known. Besarn;on and Rajman (2002) have evaluated the cosine function as a doc

ument similarity measure, and the vector space model for document representation 
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by using an aligned bilingual corpus: a subset of the JOC corpus (questions and 

answers of the Official Journal of the European Community) . They have used 6729 

documents for each of the two languages considered in the experiments: English 

and French. In the first experiment they have pre-processed the aligned corpus to 

extract from each sub-corpus (the English and the French) a set of indexing terms. 

The sub-corpora were lemmatised and tagged. The combination of the three ele

ments formed a linguistic unit. Then the linguistic units have been filtered using 

their document frequency and only the ones whose frequencies were in a particular 

interval were used as indexing terms. It is important to note that the two indexing 

sets were not aligned, i .e . ,  the term associated with the ith position in one of the 

vectors did not necessarily correspond to the translation of that term in the same 

position in the second vector. They have calculated the similarity of each pair 

of documents in the same sub-corpus using the cosine function. Then they have 

compared the "shapen of the two matrices using the Mantel test, which measures 

"the association between the elements in two matrices by a statistic r, and then 

assessed the significance of this measure by comparing it with the distribution of 

the values found by randomly reallocating the order of the elements in one of the 

matrices ." The result has confirmed a positive correlation between the two similar

ity matrices . The authors have also set up a second experiment to check whether 

the closest element to a document in the source language was its translation in 

the target language. Firstly, they have divided each sub-corpus into a test and 

reference set maintaining the alignment so that the first cloc.ument in the test set 

of the English sub-corpus was the translation of the first document in the test set 

in the French sub-corpus. Secondly, each document in the test and refe,rence set of 

the two sub-corpora has been represented in the vector space, using the indexing 

terms previously obtained for each language independently. Then, each document 

from the test set has been represented as a vector of similarity values calculated 

between the document itself and each of the documents of the reference set of the 

same language. 

If: 

di with i = ( 1 ,  n) are the documents in the test set of the source language and 

Di with i = ( 1 ,  N) are the documents in the reference set of the source language, 

and 

d;, with i = ( 1 ,  n) are the documents in the test set of the target language and 
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D� with i = ( 1 ,  N) are the documents in the reference set of the source language 

the similarity vectors are: 

V,(di) = (sim(di, D1 ) ,  sim(di, D2) ,  . . .  sim(di, DN ) )  

V, (�) = (sim(�, D�) , sim(�,  n;) ,  . . . sim(�, D�) )  

A similarity vector V,(di) represents the relative position of the document di with 

respect to the document in the reference set, and since the reference sets are 

aligned, the similarity vectors for the two languages are comparable. So, finally, 

the cosine function can also be used to measure the distance between the similarity 

vectors, i .e. the proximity between a document and its translation. The cosine 

measure has been employed to verify if the invariance by translation -is maintained. 

The results have supported the hypothesis that the relative positions of the docu

ments do not vary significantly when translated, even if the words which make the 

vectors have been selected independently for each language. 

As far as this thesis is concerned, Besarn;on and Rajman (2002) 's work represents a 

further confirmation that the simple algorithm presented at the end of the previous 

chapter can be easily adapted to corpora with noteworthy results . 

4 . 7  Summary 

This chapter has presented the literature on comparing corpora and measuring 

their homogeneity and similarity. The overview has generally confirme� the results 

of the previous chapter: 

• there are several inter-document measures that can be adapted and applied 

to corpora for identifying their differences and quantifying homogeneity and 

similarity; 

• there are several aspects that can be analysed to give a clear idea of corpus 

characteristics and the similarities between corpora. 

The work presented in this chapter has also confirmed that it is not difficult to 

adapt the four step algorithm to corpora obtaining significant results. Chapter 5 

resumes and analyses both these two points showing in detail the solutions chosen 

and applied in this thesis for measuring corpus homogeneity and similarity in the 

experiments described in chapter 7 and 8. 
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However, the most important contribution of this chapter to the thesis is related to 

the issue of evaluation. Proposing a measure for quantifying corpus homogeneity 

and similarity is not difficult , due to the availability of several document similarity 

measures that can be quite easily adapted to corpora. On the contrary, the process 

of establishing the validity of a proposed measure is much more difficult , owing to 

the lack of gold standard judgements. 

This chapter has shown that, in the literature, two different evaluation methods 

have been proposed. The first method makes use of corpora of known homogene

ity and similarity. Thus it compares the measures with what is known about the 

corpora, and not with independent gold standard judgements. Up to now, this 

method has been used for evaluating similarity measures only (Kilgarriff, 2001 ;  

Besani;on and Rajman, 2002) , but it could be used for homogeneity as well. Cor

pus homogeneity and similarity are quantified with the measures to be evaluated 

and then the measurements are compared with the knowledge we have about the 

corpora. This method is simple and straightforward but applying it requires the 

availability of special corpora, i .e . corpora of which the homogeneity and similarity 

are known. Since both homogeneity and similarity are notions for which there is 

not a proper definition, it is not clear how one should proceed in order to compile 

corpora of known homogeneity and similarity. Moreover, the use of such "artifi

cial" data does not clarify the robustness of the measures in presence of noisier 

data. 

The second method, proposed by Sekine ( 1997) and in a less evident way by Rose, 

Haddock, and Tucker ( 1997) exploits the correlation between the performance of 

an NLP application and corpus homogeneity and similarity. It can be considered a 

proper evaluation method since it produces independent gold standard judgements 

against which the measures can be compared. As previously mentioned, Sekine 

( 1997) used a domain-dependent parser and corpora derived from the Brown corpus 

for his experiments. The small size of the treebank affected the results of the 

experiment, and since then the approach has not been used again. However, I 

believe in the validity of the approach, so the thesis takes up Sekine's process and, 

trying to avoid the small sample problem, in the experiments uses systems for 

which a bigger corpus correctly annotated is available. The necessity of having 

corpora correctly annotated, which are expensive to produce and not always freely 

available, imply that the method cannot be easily applied to every corpus using 

whatever application. 
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In section 4.6 (Kilgarriff, 2001)  and (Sekine, 1997) have been presented as the two 

works which are most related with this thesis. Kilgarriff (200l ) 's work represents 

the starting point of this thesis as far as measuring homogeneity and similarity 

is concerned. Following his intuition this thesis explores the validity of his claim 

about the fact that the measure for corpus similarity can be used for quantifying 

corpus homogeneity. Chapter 6 describes how to use the same corpus profile and 

document similarity measure to quantify both corpus homogeneity and similarity. 

Sekine ( 1997) 's work presents the starting point for developing a general method 

for the evaluation of any homogeneity and similarity measure. 
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Chapter 5 

The document similarity 

algorithm 

This chapter describes in detail each of the four steps which make up the algorithm 

identified in chapter 3 as the consensus method for measuring document similarity. 

As confirmed by chapter 4 this method can be successfully adapted to a range of 

situations. In this chapter, each step is described in a single section: 

• step one "collecting feature types and weights" is described in section 5 . 1 ;  

• step two "applying normalization and smoothing techniques" is described in 

section 5 .2 ;  

• step three "applying feature selection techniques': is described in section 5 .3 ;  

• step four "measure similarity" is described in section 5 .4 .  

Each section is also structured in  a similar way: it starts with the general de

scription of the step's aim and then it presents a brief overview of the techniques 

generally used for carrying out the task. It ends with the description of the tech

nique applied in the experiments performed in the thesis and described in chapters 

7, 8 and 9.  

The point of each section is not to give a full overview of the main techniques: 

but just to point out their relevance for the similarity detection process (between 

documents or corpora) and to show the multitude of techniques that can be applied. 

In this thesis, the criteria used to choose among the various techniques have been 

simplicity and ease of computation: since the thesis proposes measures that can 
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be applied to corpora of any size and form. So it is important that the data can 

be collected and processed quickly. 

5 . 1  Step one :  collecting feature types and weights 

Generally, an object 's profile is a description of the object's main characteristics. 

Document characteristics are external and internal features. As argued in chapter 

2 ,  corpus descriptions used in corpus linguistics at present give accounts only of 

external features (e.g. the mode of delivery of the texts - "transcription of business 

meetings" -, the origin of the texts - "Wall Street Journal" -, or author information 

- "foreign learners' essay" -) . But many external features of interest may be quite 

subjective and, above all, are not quantifiable. So document profiles based on 

external features alone are not appropriate as criteria for corpus design and they 

do not allow the direct comparison of corpora. 

An alternative way to describe corpora, which is based only on the quantification of 

internal features, is through the vector space model. Chapter 3 has shown that 

the vector space model is a simple way to compute document profiles using internal 

features alone. The features that occur in the vector space are associated with a 

weight which represents how salient each feature is in the particular document it 

occurs in. 

The efficiency and usefulness of vector representations for documents has been am

ply proven in information retrieval and automatic document classification. Chapter 

4 has shown that the benefits of the vector space model carry across from docu

ments to corpora confirming its validity in the computation of corpus homogeneity 

and similarity as well. 

There are two substeps for the realization of a vector: 

• choose the feature type for representing the corpus; 

• extract and count all the features of that particular type. 

Typically the simplest way to compute a feature weight is to count how many 

times a feature occurs in a document (sample frequency) . The vectors which use 

the sample frequency as weights are called frequency lists. 
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5 .1 .1  Deciding aspect and features 

In the vector space model internal features are used for representing the linguistic 

information that is present in documents and corpora. The feature types most 

frequently employed to represent the lexicon of a text are words, content words 

or lemmas, while the feature types rnost frequently employed for representing the 

syntax are either function words or POS tags. Since the features related to other 

aspects are not easily available - i.e. , words senses for the semantic aspect - these 

aspects are not frequently analysed. 

The decision about which type of feature should be used often depends on prac

tical reasons like the annotation present in the corpus or the availability of an 

accurate and robust annotation tool to pre-process the whole corpus and extract 

the features. This thesis focuses mainly on the lexical and the syntactic aspect 

since, for English, they are the aspects for which the technology is reliable. The 

software developed for the thesis analyses six types of features: words, content 

words and lemmas to study the lexical aspect; function words, POS tags and POS 

tag bigrams for the syntactic aspect. In the software the decision about which 

feature type should be used for the representation is one of the parameters to set 

at the beginning of the analysis. 

Analysis Features Tools and Resources 
Lexical analysis words tokeniser 

content words function word list 
lemmas lemmatiser 

Syntactic analysis function words function word list 
POS tags POS tagger 
POS bi-grams POS tagger 

Table 5 . 1 :  Types of analysis and features for profiles 

Table 5 . 1  summarises the feature types used in this thesis. It also indicates the 

tools or resources required to annotate each type of feature. 

5 .1 .2  Frequency list 

Once the feature type for representing the corpus is chosen, all the features of that 

particular type can be extracted and counted. 
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A frequency list is a list of the internal features that occur in a text , presented 

together with a weight computed on the basis of the feature frequency. It is usually 

represented as a list of tuples (x, f (x)) in which x is a feature instance, e.g. the 

function word "with" , or the lemma "to cut'' , and f (x) is the frequency of the 

feature x in the document (the number of occurrences of "with" or "to cut'' in the 

document) . 

In this thesis the frequency lists are made of all the document internal features. 

There are several reasons for this. First , frequency lists (and, more generally, vec

tors) prove effective in representing some of the linguistic information contained in 

documents.  Second, the use of all the features in the computation of the frequency 

lists does not require any theory of language. This is in contrast with Biber's 

approach which is based on the use of a special sub-set of features. The use of 

the whole set of features also makes the methodology applicable without major 

changes to corpora of languages other than English. Third, frequency lists are 

easy and quick to produce, so they can be computed for documents and corpora 

of any size. 

Appendix A gives an example of a frequency list of a small text. 

5 . 2  Step two: normalization and smoothing 

Documents in a corpus can be, and often are, of different sizes. This can cause 

problems when statistical methods are applied. Methods for computing document 

similarity often do not work properly when applied to documents which are differ

ent in size. To avoid scaling errors, instead of using the sample frequency directly, 

it is common to normalise, i.e. , to integrate the weight, which is a function of the 

feature frequency in the document, with a factor that depends on the document 

length. A simple normalization process transforms a frequency f(x), which is an 

integer in the interval 0-N (where N is the length of the text) , into a probability 

p(x) , a real number which varies from 0 to 1 whatever the size of the document. 

The probability of features that do not occur in the corpus is zero, while the sum 

of the probabilities of all the features that occur in the corpus is 1 .  

It follows that normalization techniques tend to underestimate the probability of 

unseen features and, by contrast , overestimate the frequencies that actually occur 
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in the documents. In order to limit this problem it is possible to apply a smooth

ing technique which performs a more accurate computation of probabilities by 

assigning a non-zero probability to the unseen features as well. 

Section 5 .2 . 1  and section 5 .2 .2  present the most common technique respectively 

for normalization and smoothing. They also describe the techniques used for the 

experiments in this thesis. 

The application of a normalization technique, with or without smoothing, trans

forms frequency lists in probability distributions of features since the following 

conditions are satisfied: 

• 0 ::;  p(x) ::; 1 

• L:p(x) = 1 

Appendix A also presents the probability distribution, with and without smooth

ing, of the previous example. 

In this chapter, and in the rest of the thesis, we prefer to use the term "frequency 

list" instead of "vector" or "distribution" to refer to document or corpus profiles . 

But , as far as section 5 .4 is concerned, the equivalence of these three terms is 

fundamental for understanding why different statistical measures employed for the 

comparison of documents can be adapted and applied to corpora for the compu

tation of their homogeneity and ::;imilarity. 

5 .2 .1  Normalization techniques 

The normalization process is essential in many weighting methods. The most 

common weighting methods which use normalization are: 

• term frequency (tfi,j) ,  the simplest weight that can be associated with a 

feature, is the number of occurrences of feature Wi in document di . Because 

the salience of a word that occurs eight times is higher than a word that 

occurs just once, but not eight times as important. To mitigate the effect 

of term frequency a function such as square root or logarithm is used when 

computing term frequency; 

• document frequency (dfi) is the number of documents in the collection that 

the feature wi occurs in. It is an indicator of "informativeness" . In fact , a 
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semantically focussed word will often occur several times in a document if 

it occurs at all, while semantically unfocussed words are spread out over all 

documents; 

• tf.idf weighing schemes (tj.idfi,j ) ,  a large family of weighting procedures fre

quently used in IR. It allows the combination of term and document frequency 

values in a single weight. 

Functions like information gain (IG), mutual information (MI) , and the chi squared 

test (x2)  are also frequently used as normalization methods, especially in content 

classification. 

In the experiments described in chapter 7, 8 and 9 the Maximum Likelihood 

estimation (MLE) is used as normalization technique. This simply divides the 

sample frequency f(x) of each feature x in the document by the document size N 

(number of words in the document) .  

p(x) = f(x) 
N 

As mentioned in the previous section (section 5 .2) this phase transforms a fre

quency list , in which 1 < f(x) < N and "E, f(x) = N, into a probability distribu

tion, in which 0 < p(x) < 1 and "E,p(x) = 1 .  

5 .2 .2  Smoothing techniques 

The use of training corpora to calculate the probabilities of features has an un

avoidable problem: how to calculate the probabilities of features that do not occur 

in the training corpus, but are perfectly acceptable and could indeed occur in 

a bigger corpus? Smoothing techniques tackle exactly the problem of assigning 

non-zero probabilities to features that do not occur in the training corpus. 

We can think about smoothing algorithms also as "discounting" procedures which 

decrease some non-zero counts in order to assign the remaining probability mass 

to unseen features. 

Some of the most widely used smoothing algorithms are as follows: 

• Add-one smoothing is the simplest technique. It works by adding one to each 
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of the feature counts, then normalizing as usual to transform the counts into 

probabilities. It often does not perform particularly well, but being so simple 

gives a useful baseline; 

• Witten-Bell discounting is a slightly more complex technique, frequently used 

in speech recognition. It is based on the idea of considering a zero frequency 

feature as a feature that will occur for the first time. In this way the probabil

ity of the features seen only once will be used for forecasting the probability 

of the features not seen yet; 

• Good- Turing discounting is a relatively complex technique which computes 

the probability mass assigned to zero-count features on the basis of the fea

tures with higher counts; 

In this thesis we have presented only the general insight of the three smoothing 

techniques but Church and Gale ( 1991) and Witten and Bell ( 1991 )  are good 

references for a clear and detailed explanation of the last two techniques, especially 

how they distribute the probability mass among the unseen features. 

Simple Good-Turing estimation (SGTE) 

Since MLE underestimates the probability of unseen features overestimating the 

frequencies that actually occur in the documents I also experimented with a smooth

ing technique which performs a more accurate computation of probabilities by 

assigning a non-zero probability to the unseen features as well - Simple Good

Turing estimation (SGTE) (Gale and Sampson, 1995) . SGTE is a member of 

the family of Good-Turing estimates . It is easier to use than the other members 

previously described in the literature (Good, 1953; Church and Gale, 1991) , but 

equally accurate in the calculation of smoothed probabilities. 

The idea behind the Good-Turing techniques is to yield estimates for the frequen

cies for seen features ( r*) and an estimate for the total probability of all the unseen 

features (P0) .  r" and Po are calculated as follows: 

r* = (r + l) E(nr+1 )  
E(nr) 
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Po = E(n1 ) 
N 

In the formulas above, N is the document size, nr the number of different features 

that occur r times in the document 1 and E(nr) is the expected frequency of 

the features which occur r times in the document. The expected frequencies are 

calculated as: 

8 
E(nr) = L(PiY(l - Pi)N-r 

i==l 

The list of observed frequencies r is characterised by having many gaps. For 

example, there can be one or more features which occur 624 times in a document 

but none which occur 623. It follows that r .. can not be always calculated. So there 

arises the need for a technique to transform nr into a regular and continuous series. 

Each Good-Turing estimate uses a different way to do that. Gale and Sampson 

(1995) have presented, step by step, the Simple Good-Turing estimator which we 

implemented and used in the experiments. 

5 . 2 . 3  Producing corpus profiles 

At the end of this second step a frequency list has been produced and normalised, 

with or without smoothing, for each single document in a corpus. It represents 

the document profile. It is now possible to create the corpus profile simply by 

aggregating all the document profiles of its documents. The resulting corpus profile 

is the set of the probability distributions which represents the documents in the 

corpus. It is represented in table 5 .2 as a matrix where Ti represents a corpus 

document and fj a feature in the corpus; n is the total number of documents in 

the corpus and m the total number of features in the corpus. 

In each cell of the matrix a value Pi,J is stored which represents the probability 

of feature fj of occurring in document 7i,. Being probabilities, each value p varies 

between 0 and 1 .  When MLE is used, some of the p values in the matrix may 

contain a zero value. This happens when a feature in the corpus fj does not occur 

1nr is a 'frequency of frequency distributions' .  
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Ti T2 Ti Tn 
h P1 ,1 P1,2 Pt,i P1,n 
h P2,1 P2,2 P2,i P2,n 
fa Ps,1 Ps,2 Ps,i Ps,n 

fj Pi,1 Pi,2 Pi,i Pi,n 

fm-1 Pm-1,1 Pm-1,2 Pm-1,i Pm-1,n 
f m Pm,1 Pm,2 Pm,i Pm,n 

Table 5 .2 :  Corpus Matrix 

in every single document of the corpus at least once. In that case the cell (fj ,  Ti) ,  
where Ti i s  the document in  which the feature does not occur at all, contains a zero 

probability. The application of SGTE does not change this fact either. In fact, 

SGTE does not tell us how to share the P0 estimate either between the unseen 

features or between the number of unseen species. The probability distributions 

generated with the MLE differ from those produced with MLE plus SGTE in that 

the sum of the probability of the former distribution is equal to 1 ('Lp(x) = 1 ) ,  

while the latter is smaller than 1 ('Lp(x) < 1 ) .  It follows that the sum of all the 

values in each column of the matrix is equal to 1 when the frequency lists have 

been normalised. In case the smoothing has been applied the sum of the values in 

each column is slightly smaller. 

5 . 3  Step three: feature selection 

Some machine learning techniques such as neural networks have difficulty handling 

huge amounts of data, and the accuracy of every classification technique can be 

degraded if the training data contains noise. So, it becomes desirable to reduce 

the initial feature space, without losing classification accuracy. 

Feature selection is a method that both removes non-informative features and 

combines lower level features into higher level ones. Typically it is applied in areas 

that prefer the use of content words as features to represent documents such as, 

for example, content classification and IR. In fact, the set of content words differ 

from sets of other types of features - such as structural, derivative and superficial 

at character level - in size; while POS tags, characters, function or stop words 
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are relatively small feature sets, usually with less than 1000 items, content words 

form a much bigger set : in a million word corpus there will be many thousands 

of content words. It follows that for content words the need to reduce the initial 

representation space is even stronger. 

The simplest approach to feature selection is the filtering or thresholding approach. 

This uses the weight associated with each feature in the vector. The features are 

sorted according to their weights, and only the ones whose weights exceed a fixed 

threshold are kept. The threshold is fixed experimentally. 

Two papers have described and compared several filtering approaches (Yang and 

Pedersen, 1997; Mladenic and Grobelnik, 1998) .  The results have suggested that 

2% to 53 of features should be selected to get the best performance; this is in 

contrast with findings in IR where common terms are considered less distinctive 

and useful for the retrieval process. 

A more complex way to perform feature selection is the wrapper approach. While in 

the filtering approach the function used to compute the feature score is independent 

of the classifier used, the wrapper approach bases the selection of the features on 

a function that also produces the classification. In this case, the reduction of 

the feature space occurs at the same time as the classification process and not 

before, causing a slackening of the entire process . Some wrapper approaches used 

for document classification are latent semantic analysis (Deerwester et al. ,  1990) ,  

class-based clustering (Brown et al. ,  1992) ,  and distributional clustering (Baker 

and McCallum, 1998) . 

5.3. 1 "The K most frequent features" technique 

The probability distributions obtained from the frequency lists through the appli

cation of Maximum Likelihood Estimation or Simple Good Turing Estimation are 

characterised by a large number of rare features. The presence of rare features 

characterises the feature distribution of texts of any size. A characteristic of rare 

features is that their frequencies are not fully reliable for estimating the population 

probabilities 2 . But the presence of rare features interferes with the computation 

2Baayen (2001) presents an overview of statistical techniques for the analysis of distributions 
with large numbers of rare features. 
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of inter-document similarity especially when some inter-document similarity mea

sures are used. 3 

Another problem that can affect the computation of inter-document similarity is 

represented by features that do not occur in all the documents of the corpus; i.e. 

they occur in some columns of the matrix with a zero probability. As it will be 

shown in section 5 .4; many inter-document similarity measures compute a partial 

value for each feature in the distribution on the basis of the probabilities of that 

feature in the documents. But when a feature does not occur in both distributions 

it is not always obvious how to proceed (see section 5.4 .4 for details) . 

Therefore: a simple feature selection method based on document frequencies has 

been applied. I refer to it as 'the K most frequent features; technique where 

K is a positive integer to fix as a parameter at the beginning of the analysis. 

It selects the K most frequent features in the entire corpus: first it computes the 

frequency list of the whole corpus considered as one single document, then it orders 

the corpus frequency list in descending order so that the most frequent features 

appear at the beginning of the list and, finally, it selects the first K elements of 

the list . We choose this method because is extremely simple, yet has been shown 

to work well even in comparison with more complex techniques, especially in text 

classification (Yang and Pedersen, 1997; Mladenic and Grobelnik, 1998) . 

The feature selection technique is applied independently of the type of feature 

analysed. However, the percentage feature reduction - i.e. ,  the number of features 

eliminated as a consequence of applying the technique - depends on feature types. 

Function words and POS tags, which tend to be relative small sets (a few hundred 

elements) , and are independent of document and corpus size; are ·only marginally 

affected by feature reduction. On the contrary, other feature types - such as words, 

content words and lemma - tend to be much bigger sets which grow with text size 

and might undergo a severe reduction. For example, in the experiment described 

in chapter 8 and 9, I have used corpora of 1 ,400,000 words and fixed K to 500. 

Since the total number of function words used in our experiment is 107, in the 

case of function words the entire set of features is used. As far as POS tags are 

concerned, the total number of labels is 572, so feature selection removes the 72 

least frequent features. It follows that the percentage reduction for POS tags is 

3For example, among the inter-document similarity measures which has been chosen for this 
thesis experiments x2 does not work properly with features that occur less than 5 times in the 
corpus. 
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always fixed at 12 .593 when K = 500. For all the other feature types, since their 

number is not fixed and dependent on text size (usually much bigger than 572 

words) ,  the percentage feature reduction is always bigger than 133. 

ReduCing the number of features also affects the speed of the computation of doc

ument similarity, since it reduces the number of elements that have to be analysed. 

5.3.2 Reducing corpus profiles 

Feature selection reduces the number of rows in the corpus matrix: from m, the 

total number of features in the corpus, they are reduced to K, the 'K inost frequent 

features in the corpus' .  The reduced corpus matrix is represented in table 5 .3 

T1 T2 Ti Tn 
W1 P1,1 P1,2 Pt,i P1,n 
W2 P2,1 P2,2 P2,i P2,n 
W3 p3,1  P3,2 P3,i P3,n 

w ·  J Pj,1  Pj,2 Pj,i Pj,n 

WK-1 PK-1,1 PK- 1,2 PK-l ,i PK-l,n 
WK PK,1 PK,2 PK,i PK,n 

Table 5 .3 :  Reduced Corpus Matrix 

5.4 Step four: inter-document similarity mea-

sures 

Daille (1995) and Kilgarriff ( 1996) have presented statistical measures that can 

be used to identify the features which differentiate one document from another. 

These are the measures that in the literature have also been used to compare 

corpora and to study corpus homogeneity and similarity. The best candidates -

relative entropy and log-likelihood - are briefly described in this section. Because 

Kilgarriff (2001) has shown that chi square was the measure that outperforms the 

ones he compared, in the thesis experiments the homogeneity and similarity values 

computed using chi square are reported as baseline. Chi square is also presented 

in the following section. 
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5 . 4 . 1  Chi Square 

The Chi Square measure (x2 ) calculates1 for each feature1 how much its value 

differs from the maximum likelihood estimation (MLE) for the frequency based on 

joint dataset. For each feature in the frequency list 1 it calculates the number of 

occurrences in each document that would be expected. 

Suppose the sizes of documents A and B are respectively NA and NB , and feature 

w has observed frequency Ow,A in A and Ow,B in B, then the expected value ew,A 
for A is: 

NA (Ow,A + Ow,B) 
ew,A = --N-A�+_N_B-'--

and likewise for ew,B for document B. Then the X2 value for the entire document

pair is computed as follows: 

5 . 4 . 2  Log-likelihood 

Dunning ( 1993) shows that Log-likelihood ( G2) is a better approximation of the 

binomial distribution than x2 for events with frequencies smaller than 5. Therefore 

Log-likelihood is a measure that works quite well with both large and small feature 

frequencies and allows the comparison of the significance of both common and rare 

events. 

Loglikelihood is calculated by constructing a 'contingency table1 as in table 5 .4:  

Document A Document B 
w a b a+b 
not w c d c+d 

a+c b+d a+c+b+d 

Table 5 .4:  Contingency table 

Note that the values a +  c corresponds to the number of features in document A 

while b+d is the number of features in document B .  Values in each cell of the table 
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(a, b, c and d) are the observed value oi and we need to calculate the expected values 

ei according to the formula in x2. Loglikelihood values are calculated according to 

the formula: 

G! - 2 (a log( a) + b log(b) + c log(c) + d log(d) 

-(a + b) log( a +  b) - (a + c) log( a + c) 
-(b + d) Iog(b + d) - (c + d) log(c + d) 

+(a + b + c + d) Iog(a + b + c + d) 

The higher the G2 value, the greater is the difference between the two distributions. 

5.4.3 Relative entropy 

Relative entropy, also known as Kullback-Leibler divergence, is the standard 

measure for calculating how similar two probability distributions are over the same 

event space. If p( i) and q (  i) are the distributions which represent two documents, 

the relative entropy is calculat�d as follows: 

D(p\ \q) = �p(i) log��g 
Relative entropy is always a non negative quantity, and D(p\ \ q) = 0 when p(i) = 

q(i) . It is not defined for q(i) = 0 for which: 

D(p(i) \ \q(i ) ) = p(i) logp(
(�)
) = xlog� ---+ oo q i  0 

so it is not applicable to probability distributions which contain zero frequencies. 4 

4When p(i) = 0 relative entropy is forced to be 0. 
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5.4.4 Computing inter-document similarity 

Since we want to measure the similarity of every pair of documents in the corpus, 

the measures are applied to each pair of distributions contained in the reduced 

corpus matrix. 

x2, G2 and D(p / lq) are sums over the total of the features in the distributions: 
So for each of the K features, a partial value is computed on the basis of the two 

observed values stored in the matrix, i .e. the probability of the feature occurring 

in the documents. For x2 and G2 the partial values are also calculated on the basis 

of the feature's expected values, computed according to the general formula: 

where ek,i is the expected values of feature k in document i ,  ok,i and ok,j are the 

observed values of the feature k in document i and j, Ni is the size of document i 
and Nj the size of document j .  

When the partial values for each of the K most frequent features in  the corpus have 

been computed, they are added together to represent the inter-document similarity 

value s (Ti, Ti )  which quantifies the similarity of the two documents Ti and Ti .  

This step ends with the production of an inter-document similarity matrix, like 

the one illustrated in table 5 .5 ,  where Ti represents a document of the corpus, n 

the total number of documents in the corpus and ST; ,Tj the similarity between text 

Ti and text Ti .  The inter-document similarity matrix provides the data for the 

subsequent computation of corpus homogeneity. 

Ti T2 Ta Ti Tk 
T1 0 ST2 ,T1 8T3 ,T1 ST; ,T2 8Tk,T2 

T2 8T1 , T2 0 ST3 ,T2 ST;,T3 8Ti.,T3 

Ta ST1,T3 ST2 ,T3 0 
STk ,Ti 

Ti 8Ti ,T; ST2 ,Ti STs ,T; 0 

Tk ST1 ,Tk 8T2 ,Ti. ST3 ,Tk ST;,Tk 0 

Table 5 . 5 :  Inter-document similarity matrix 
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Since x2 , G2 and D(pl l q) are all distance measures - i.e. they achieve their min

imum when the two distributions are maximally similar - the most similar doc

uments are identified by the smallest value, while the biggest value identifies the 

most dissimilar/ distant documents. 

In section 5 .3 .1  we said that not all the feature types are equally affected by the 

feature selection. For function words and POS tags the feature selection method. 

almost leaves the tagset intact; it follows that the distribution similarity is only 

caused by differences in the frequencies of the features which tend to occur in each 

document. By contrast, for other feature types the percentage of tagset reduc

tion after the feature selection phase is relevant. In these cases the distribution 

similarity is caused by differences in the presence/ absence of features, along with 

differences in frequencies. 

Zero probability problem 

The possible presence of zero probabilities in the reduced corpus matrix 5 leads to 

problems in applying some inter-document measures. 

The standard formula for relative entropy is: 

n p(i) D(p l lq) = f;p(i)log q(i) 

where p(i) and q(i) are the distributions (documents) for which we want to measure 

similarity. 

When a feature contained in one of the two distributions has a zero probability, 

we have two possible scenarios . 

If p( i) = 0 the formula becomes: 

D(p(i) l l q(i ) ) = p(i)logp(
(�)
) = OlogQ q i  x 

5The 'K most frequent features' method reduces the presence of zero probabilities but does 
not guarantee their complete removal from the matrix. 
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which is undefined due to the log(O) term. We sidestep the problem simply pre

defining log(O) = O 6 .  

If  q(i) = 0 the formula becomes: 

D(p(i) l lq(i ) ) = p(i) log���� = xlog� -t oo  

which tends to infinity. The problem can be solved by computing the centroid for 

the entire corpus and adding it to each distribution before calculating the inter

document similarity. 7 Centroid can be considered as the 'average document' in the 

corpus. In fact: it is obtained by adding together all the distributions in the matrix 

and dividing the sum by the number of the distributions. The corpus centroid is 

computed for only the N most frequent features in the corpus. Being an average, it 

does not contain any zero probabilities. If c( i) is the corpus centroid: the formula 

for the relative entropy becomes: 

As far as Log-likelihood is concerned, the presence of zero probabilities is prob

lematic since log (O) is undefined. 

n 0 
-2  log >. = 2 L 0 log -

i=l ei 

As with D(pl lq) , we solve this problem by predefining log(O) to be zero. 

6We acknowledge that log(x) -+ -oo as x -+ 0, and we set it to zero for practical reasons. 
7The problem of having zero probabilities in the q distribution has been already experienced 

and reported in the literature. Pereira, Naftali, and Lee (1993) handled it by using a centroid 
clustering tech.n.ique which does not compute similarity between two individual distributions, but 
only between a distribution and the average distribution, the centroid, which is guaranteed not 
to contain any zero features. Centroid cluster is an example of fiat or partitioning clustering: 
it needs a set of initial cluster centres at the beginning. Then it performs several iterations 
during which it assigns each document to the cluster whose centre is closest. When all the 
documents have been assigned, the cluster centroid of each cluster is recomputed and a new 
cycle of assignments is performed. 
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5.4.5  The symmetry of inter-document measures 

None of the three inter-document similarity measures presented (x2 ,  G2 and D(pl l q)) 
is symmetrical. 

D(pl jq) is asymmetrical since its formula is affected by the order of the distribution 

employed: 

n p(i) n q(i) D (pl j q) = '{;p(i) log q(i) # D(ql lp) = '{;q(i)logp(i) 

x2 and G2 are usually computed over counts, and their common formula used for 

calculating expected values is asymmetrical since the quantities NA and Ns are 

different . 

However when x2 and G2 are applied to probability distributions, as in this thesis, 

or to objects of equal size, the measures become symmetrical since NA = .Ns = 1 

l (ow,A + Ow,B)  I (ow,B + Ow,A) ew,A = l + l = ew,B = l + 1 

Symmetry means that we do not distinguish b
_
etween sT, ,Ti and STj ,T, and that 

the inter-document similarity matrix presented in table 5 .5 becomes symmetrical 

along its diagonal (as shown in table 5 .6) .  

T1 T2 T3 Ti Tk 
T1 0 
T2 8T1 ,T2 0 
T3 8T1 ,T3 8 T2,T3 0 

� 8 T1 ,Ti 8T2 ,Ti 8T3 ,Ti 0 

Tk 8 T1 ,T1c 8T2 ,T1c ST3 ,T1c ST;,T1c 0 

Table 5 .6 :  Inter-document similarity matrix when the similarity measure is sym
metrical 
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5 . 5  Summary 

This chapter has described in detail each of the four steps of the general algorithm 

identified in chapter 3 as the consensus way to compute document similarity (sec

tion 5 . 1 ,  5 .2 ,  5.3 and 5 .4) .  For each step various possible techniques have been 

suggested to apply for the realization of the task and among those, the technique 

chosen for this thesis has been described. 

Moreover, the chapter has explained how in the thesis the general algorithm has 

been adapted. Section 6 .2 .1  and 6 .2 .2  will respectively explain how to use the 

data contained in a matrix to compute the homogeneity of each corpus and the 

similarity of the two. 

Further details on the software implemented for the thesis to produce corpus pro

files and calculate inter-document similarity can be found in the CD enclosed with 

the thesis. The software has been entirely implemented in Perl. 
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Chapter 6 

Definitions and methodologies 

Chapter 4 has presented the definitions of corpus homogeneity and similarity in 

terms of language varieties (or linguistic restrictions) that can be derived from the 

literature. It has also shown that the difficulty in determining what a language 

variety is makes such definitions extremely weak. In fact , instead of identifying the 

main characteristic of a prototypical homogeneous corpus and two similar corpora: 

those definitions restrict themselves to identifying the notion represented by those 

particular objects. As a result , both the definitions are circular and, therefore, 

responsible for the lack of proper gold standard judgement developed by humans 

to evaluate corpus homogeneity and similarity measures . 

This chapter proposes two new definitions of corpus homogeneity and similarity in 

terms of performance of NLP applications (section 6.1) . It also proposes two low

tech measures, one for homogeneity (section 6 .2 . 1 ) and one for similarity (section 

6.2 .2) ,  which use the general algorithm identified at the end of chapter 3 and 

applied to corpora in chapter 5. As previously mentioned, the measures proposed 

derive from the work of Kilgarriff (2001) . 

Since they are not affected by circularity, they allow the production of proper gold 

standard judgements. So section 6.3 proposes a methodology for the evaluation 

of corpus homogeneity and similarity measures which compare homogeneity and 

similarity scores against the gold standard judgements that can now be produced 

following the new notions of homogeneity and similarity. As previously mentioned, 

the method for the evaluation derives from Sekine (1997) 's work. 
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6 . 1  Non-circular definitions for corpus homogene

ity and similarity 

Although it has not been previously formalised: the connection between the per

formance of NLP systems and the notions of corpus homogeneity and similarity is 

generally recognised by people who use language technology applications requiring 

corpora as input data 1 (e.g. information extraction and summarization) . If the 

performance of an application, trained on one part of the corpus (training set) and 

tested on the other part (test set) , is almost as good as the performance of the 

same application trained on a larger part of the same corpus, they are inclined to 

considered the corpus as homogeneous. Similarly, if an application trained on cor

pus A performs equally well when run on corpus B ,  corpora A and B are considered 

to be similar. 

The work of Sekine (1997) on corpus similarity: which proposed the use of the 

accuracy of a NLP application as gold standard judgement for the evaluation of 

the similarity measure he was proposing, established a formal link between an 

application performance and the definitions of corpus homogeneity and similarity 

that can be stated as follows: 

• a corpus is homogeneous if an NLP application trained on part of 

a corpus and tested on the remaining parts performs well; 

• corpora A and B are similar if an NLP application trained on corpus 

A and tested on corpus B (or vice versa) performs well. · 

These definitions: unlike the ones in terms of language varieties, make homogeneity 

and similarity both task-specific and application-specific. It follows that a corpus 

is homogeneous, and two corpora are similar, only with respect to a particular NLP 

task performed by an application, and the type of linguistic information considered 

in the task. For example one corpus can in principle be homogeneous in respect 

of a document classification task and lexical information, but heterogeneous in 

respect of a parsing task and grammar. 

1Section 2.6 has presented some works in which authors have pointed out that the performance 
of an NLP application depends directly on the homogeneity of the corpora employed (Biber, 1993; 
Illouz, 2000; Gildea, 2001; Roland and Jurafsky, 1998). 
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The definitions in terms of system performance also make homogeneity and sim

ilarity relative and not absolute quantities. For each task, homogeneity forms a 

scale - and not a set of homogeneous corpora opposed to the set of heterogeneous 

corpora - in which any corpus can be positioned. It follows that a corpus is more 

or less homogeneous than another corpus with respect to an NLP task. The same 

holds for similarity: corpus A is more or less similar to corpus B than corpus C 
with respect to the NLP task. 

6 . 1 . 1  The performance of an NLP application 

Accuracy is a standard measure for quantifying the performance of an NLP ap

plication. It is defined as the proportion of correct answers given by the system on 

the base of the training received, and calculated by comparing the system answers 

against the correct ones. 2 

Since corpus homogeneity and similarity have been defined in terms of the perfor

mance of NLP applications, accuracy represents the most accurate and effective 

measure for corpus homogeneity and similarity. While it is a possibility to use 

the definitions directly to compute homogeneity and similarity, it is useful also to 

consider an indirect approach. 

Although effective, accuracy is also the costlier measure for homogeneity and sim

ilarity and its use is problematic for practical applications. In fact, the method 

for computing the system's accuracy requires a corpus containing the correct out

put of the system. Such corpora are expensive to build since they require that 

the tagging be manually checked. Therefore, the aim of this thesis is to propose 

20ther commonly-used measures are precision, recall and F-measure. Similarly to accuracy 
they can be calculated by constructing a 'contingency table' as follows: 

Predicted 1 Predicted 0 
True 1 a b a + b  
True 0 c d c + d  

a + c  b + d  a + c + b + d  
Note that the value a +  d corresponds to the number of answers returned by the system that 

are correct, while b + c is the number it returns that are wrong. According to the table above 
accuracy (A) is defined as the proportion of correct items A =  (a + d)/(a + b + c + d) ; precision 
(P) is defined as the proportion of selected items the system gets correct P = a/(a + c) ; recall 
(R) is defined as the proportion of target items the system gets correct R = a/ (a + b). F-measure 
is the harmonic mean of precision and recall F = (2 * P * R)/(P + R). 

76 



measures which do not require such heavy contitions for their computation. Neces

sarily, such measures will not be as precise as accuracy, but the use of the accuracy 

values as gold standard judgements in the evaluation of the measures will allow us 

to understand to what degree those measures approximate accuracy. 

The need for corpus homogeneity and similarity measures arises especially among 

the NLP community, which could benefit more from the use of simple and fast 

measures rather than measures that involve the use of language technology appli

cations 3 . In fact NLP researchers could use homogeneity and similarity measures 

in two different ways: directly, by using the measures to predict the performance 

a system could reach on an 'unknown' or 'new' corpus, and, indirectly, by using 

corpora that have been developed using those measures during the design process 

(to decide which documents to insert in the developing corpus) . 

As a result this thesis proposes corpus homogeneity and similarity measures that 

can be implemented easily and quickly using frequency lists of document internal 

features and inter-document similarity measures . 

6 . 2  Corpus homogeneity and similarity mea,sures 

This section describes two low-tech measures for  the quantification of corpus homo

geneity and similarity. The measures are easily and quickly produced for corpora 

of any size. 

The methodology for measuring homogeneity and similarity has four. main steps: 

• the automatic production of corpus profiles as a combination of document 

profiles, i.e. frequency lists of the document-internal features; 

• the computation of the similarity of each pair of documents in the corpus, 

using document profiles, as data, and using inter-document similarity mea-

sures; 

• the computation of a homogeneity value for each corpus on the basis of the 

previously computed inter-document similarity values; 

3NLP applications may be slow, costly, or hard to run. They may require corpora in a fixed 
format, or they may require annotations that are not contained in the corpus as it is distributed. 
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• the computation of a similarity value for each pair of corpora using the 

inter-document similarity measures, but applying them to corpora, not to 

documents. 

The first two steps have been described respectively in section 5.2.3 and 5 .4.4. The 

next two sections present step three (section 6.2 .1)  and four (section 6.2 .2) .  

6.2 . 1  Computing corpus homogeneity 

Once the inter-document similarity of each pair of documents in the corpus has 

been calculated, following the four steps described in chapter 5, corpus homo

geneity can be computed as the average and standard deviation of the inter

document similarity values. The smaller the average distance and standard devia

tion among the documents in a corpus, the greater the homogeneity of the corpus, 

since its documents appear to be quite like each other as far as the distribution of 

their features is concerned. 

Another way to calculate homogeneity is to use the maximum distance among 

documents. By using maximum distance we represent corpus homoge?eity by 

fixing the worst possible case - the two most dissimilar documents. 

Intuitively, the quantification of corpus homogeneity in terms of average and stan

dard deviation is a better descriptor than the maximum distance, which could be 

perceived as a rounded up value. 

6 . 2 . 2  Computing corpus similarity 

The methodology for computing corpus similarity is slightly different from the 

one used for computing corpus homogeneity since it uses entire corpora as objects 

and not corpus documents.  Each corpus is treated as a single object and the 

inter-document measures are applied to each pair of corpora. We briefly describe 

how we vary each of the four steps for producing homogeneity to compute corpus 

similarity. 

The first step - in which we decide the aspect to be analysed and the feature type to 

use for the representation - is unchanged. In the second step1 instead of computing 

a frequency list for each document in the corpus, the corpus is considered as a single 

object - one big document - and a single frequency list is computed. We compute 
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a single frequency list for each of the corpora we want to compare. The frequency 

lists are finally stored in a matrix similar to the one presented in table 5.2 ,  the 

only difference being that each column represents a corpus and not a document. 

In the third step, normalization (MLE) , and optional smoothing (SGTE) , are 

applied without changes to each frequency list previously produced, transforming 

them into probability distributions. 

The reduction of features in step four is still based on feature frequencies. A 

frequency list, computed by summing all the corpus frequency lists, is ordered, 

and only the most frequent K features are kept and used as data. This time, 

the K most frequent features are computed over all the corpora considered in the 

analysis. 

To compute corpus similarity, in contrast to the computation of corpus homogene

ity, the calculation of either D(pl lq) ,  x2 ,  or G2 represents the final step of the 

method. The application of the inter-document similarity measures to each pair of 

corpus distributions directly produces the similarity value for those two corpora. 

Since in the computation of corpus similarity each corpus is considered as a single 

entity) if a corpus is not homogeneous its frequency list may not be representative 

of the corpus. So the quantification of the similarity with another corpus can 

be distorted. For example, a corpus frequency list may contain a feature that is 

particularly frequent in half of the documents, but not present at all in the other 

half. That particular frequency list will not be a good representative of the entire 

corpus because it does not describe the distinction between the two document sets. 

This corresponds to Kilgarriff's intuition (Kilgarriff, 2001) that corpus similarity 

can be calculated only among homogeneous corpora, and that the study of corpus 

homogeneity has to precede the study of corpus similarity. The computation of 

corpus similarity should always be preceded by one of corpus homogeneity, since, 

if corpora are very different in homogeneity, it will not be clear how to interpret 

the similarity score. 

6 . 3  The evaluation method 

As described in section 4.6 Sekine (1997) used parser accuracy values as gold 

standard judgements for evaluating the similarity measure he proposed. Here the 

logic behind this procedure is generalised to any NLP task which is performed by 
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a supervised application and for which a correctly annotated corpus is available. 

Moreover, it is adapted for the evaluation of homogeneity measures as well. The 

method allow us to understand to what degree the measures that do not directly 

derive from the definition of homogeneity and similarity approximate accuracy. 

The method employs the accuracy values of the application as gold standard judge

ments and compares them with the homogeneity and similarity values obtained. 

using the measures proposed. Naturally the same method can be applied for the 

evaluation of any other corpus homogeneity and similarity measures. 

In the next two sections the evaluation method is described step by step, firstly 

in relation to homogeneity measures (section 6.3 . 1 ) ,  and secondly in relation to 

similarity measures (section 6.3 .2) .  

6 . 3 . 1  Producing gold standard judgements for homogene

ity 

The process of computing the accuracy values to use as gold standard judgements 

for homogeneity has to be repeated for each corpus for which we have previously 

calculated the homogeneity score. There are five steps: 

• divide the corpus into n slices of the same size; 

• create two subcorpora, A and B, by randomly allocating m slices to A, with 

0 < m < n, and the remaining slices to B; 

• calculate the application accuracy using subcorpus A as training set for the 

NLP application and subcorpus B as test set; 

• repeat the process with different random allocations of slices to subcorpora 

A and B ;  

• calculate the average and standard deviation over all the iterations of the 

accuracy values. 

The mean and standard deviation of the accuracy scores represent the gold stan

dard judgement for the homogeneity of the corpus. 

The set of gold standard judgements is then compared against the set of homo

geneity values to quantify the degree of correspondence between them. We want 
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to check whether the most homogeneous corpora according to our measures, i.e. 

the corpora with the smallest homogeneity values: are the corpora which scored 

higher accuracy values. 

The most appropriate test for this task is Spearman's rho (Owen and Jones, 

1977) . It ranks the corpora in each set according to their scores. Then it compares 

the two rankings and quantifies the correlation of the two. Spearman's correlation 

is 1 when the two rankings are exactly the same, -1 when one ranking is the 

inverse of the other, and 0 when no relation is found between the two ranked lists. 

6 . 3 . 2  Producing gold standard judgements for similarity 

The process of computing the accuracy values to use gold standard judgements 

for similarity has to be repeated for each pair of corpora, A and B , for which the 

similarity scores have been previously calculated. In this case the steps are: 

• divide corpora A and B into n slices of the same size; 

• train the application using the entire corpus A;  

• test the application on one slice of corpus B ;  

• calculate the application accuracy; 

• repeat the last two steps for each slice of corpus B; 

• calculate the average and standard deviation over all iterations of the accu

racy values; 

• repeat the whole process using corpus B as training set and corpus A as 

testing set. 

The process produces two means with relative standard deviations of the accuracy 

scores, one for corpus pair A - B and the other for corpus pair B - A. They 

represent the gold standard judgements for the similarity of the corpus pairs A - B 

and B - A. 

The set of gold standard judgements is then compared against the set of similarity 

values to quantify the degree of correspondence between them. 

Again, the correlation between the two sets of values is analysed using the Spear

man's rho test. 
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6 . 4  Summary 

This chapter presents the main contribution of the thesis. New definitions of corpus 

homogeneity and similarity are proposed. Homogeneity and similarity are identi

fied in terms of the performance of NLP applications. Unlike the previous notions 

in terms of language variety, which were affected by circularity, these definitions 

are task and application dependent but allow the production of gold standard 

judgements for the evaluation of possible measures for corpus homogeneity and 

similarity. 

The chapter has also presented a method for quantifying both corpus homogeneity 

and similarity using feature frequency lists and inter-document measures that can 

be applied to corpora of any size. The method represents a development of the 

work of Kilgarriff (2001) since it determines a way to compute homogeneity and 

uses several features types. The objects used for the measurement of homogeneity 

are the documents in the corpus, while the objects used for similarity are entire 

corpora, each considered as a single big text. To quantify the homogeneity of a cor

pus, the average inter-document similarity and its relative standard deviation are 

computed among all the possible pairs of documents in a corpus. A homogeneity 

value is computed for each single corpus, and expresses how similar the distribu

tion of the features of a particular type is among the documents in the corpus. To 

quantify the similarity of two or more corpora the inter-document similarity mea

sures are directly applied to each pair of corpora. Therefore, similarity is a value 

computed for each pair of corpora, and identifies how similar the distributions of 

features of a certain type are in the two corpora analysed. 

The last important contribution is represented by the method for evaluating ho

mogeneity and similarity measures. The method, originally proposed by Sekine 

(Sekine, 1997) for evaluating similarity measures using a parser, has been gener

alised for evaluating measures for corpus homogeneity as well using any supervised 

NLP application for which a corpus containing the correct output of the system is 

available. Producing corpus homogeneity and similarity measures is not particu

larly difficult in itself; however, showing whether a measure is valid for a particu

lar task has been a much harder task up to now. This evaluation method should 

overcome the problem, allowing the creation and the comparison of several (new) 
measures for the quantification of corpus homogeneity and similarity. 

Both the methods have been implemented in Perl. 
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The next two chapters describe two experiments which measure the homogeneity 

and similarity of various corpora, and compare the results with two sets of gold 

standard judgements obtained by studying the performance of two NLP applica

tions over the same set of corpora. 

In the first experiment (chapter 7) a text classification system is run on selected 

portions of the British National Corpus (BN C 4) containing sub corpora of different 

subject matters, classified by experts. Each subcorpus is divided into training and 

test sets. Then the accuracy achieved by the system in classifying each subset is 

compared with the degree of homogeneity that each subcorpus scores using the 

proposed measure. The expectation is that the accuracy for more homogeneous 

subcorpora is higher. 

In the second experiment (chapter 8) a supervised POS tagger is run on a set of 

corpora derived from the BNC sampler 5.  Then I compute the accuracy that the 

system achieved on each corpus when trained on part of itself or on other corpora. 

Finally, the homogeneity of each corpus and the similarity of each pair of corpora 

is computed using the proposed measures. For the evaluation of the homogeneity 

measure, the homogeneity values are compared with the POS tagger accuracy 

values, which are obtained using different parts of the same corpus in both the 

training and testing phase. Also for similarity, the similarity values are compared 

with the accuracy values, which are obtained using one corpus during the training 

and another for the testing. The expectation of this second experiment is to find 

that the accuracy of the tagger using more homogeneous or more similar corpora 

is higher. 

4See htt p : //www . natcorp . ox . ac . uk/ 
5 See http : //www . nat corp . ox . ac . uk/gett ing/sampler . html 
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Chapter 7 

Exploring corpus homogeneity 

using a text classificat ion 

application 

The experiment described in this chapter was designed to test the hypothesis that 

a classifier achieved a high level of accuracy when trained and tested on different 

parts of an homogeneous corpus. 

The system used for the first experiment is Rainbow (McCallum, 1996), which 

performs text classification. Rainbow was chosen because it is freely available: 

fast, and does not require any particular annotation or linguistic resource other 

than the corpus itself. To build its model Rainbow performs text analysis using 

either all words or content words. In this experiment, the evaluation of homogeneity 

and similarity measures was restricted to just these two internal feature types. 

The four main steps of the experiment are: 

• collection of a set of corpora for which a reliable classification is available 

(see section 7 .1 ) ;  

• measurement of the homogeneity of each corpus using the measures described 

in chapter 6 (see section 7. 2 ) ;  

• computation of Rainbow accuracy over each corpus to use as a gold standard 

(see section 7.3) ; 

• computation of the correlation between the homogeneity values and Rainbow 
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accuracy values (see section 7.4) . 

Section 7.5 comments on the results of the experiment. 

7 . 1  Data for the Rainbow experiment: the British 

National Corpus 

The corpus used for this first experiment was the British National Corpus (BNC) 
(Aston and Burnard, 1998) . The BNC is a 100 million-word collection of samples 

of written and spoken language, from a wide range of sources, designed to represent 

a wide cross-section of current British English (i .e. it is a monolingual synchronic 

corpus) . Moreover, it is a general corpus which includes many different language 

varieties, and is not limited to any particular subject field, genre or register. There 

is a lot of work on the classification of BNC documents. The BNC Index (Lee, 

2001) is an attempt to combine and consolidate some of these suggestions. The 

result is a resource which provides an accurate classification of the documents in 

the BNC, according to many different kinds of external criteria such as medium, 

domain and genre. Regarding medium, BNC documents can be classified into six 

different classes: spoken, written-to-be-spoken, book, periodical, published miscel

lanea, and unpublished miscellanea. For domain, spoken English can be classified 

into five classes (e.g., transcription of business recordings, spontaneous natural 

conversations) , and written English into nine (e.g. , applied science, arts ,  belief and 

thought) . As far as genres are concerned, there are 24 genres for spoken and 46 

genres for written English. Among the genres for written English there are, for 

example, personal letters, university essays, tabloid newspaper, bibliographies and 

instructional texts. 1 

Because the BNC classes differ in size, to avoid comparing classes whose size is too 

dissimilar in this experiment the following procedure was applied: 

• each BNC document was divided into chunks of a fixed size. For the first 

experiment, chunks of 20 ,000 words were produced. If a document was too 

small, it was discarded. If it was big enough to contain more than one chunk, 

1See http : //www . natcorp . ox . aq . uk/vhat /balance . html for the full classif ication 
of the BNC documents 
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multiple chunks were produced: and considered as individual documents in 

the subsequent analysis; 

• for each BNC class from medium: domain and genre, a corpus was created 

with the same number of chunks. For the experiment, corpora of 20 chunks 

each were developed. If a class did not contain enough documents, it was 

discharged; otherwise 20 chunks were chosen randomly. 

This gave 51  subcorpora with 20 documents of 20,000 words each. Three random 

subcorpora, made of 20 chunks chosen randomly from the BNC: were also created. 

Random subcorpora were expected to be less homogeneous than all the other 

subcorpora. This gave 54 subcorpora in total. 

7 . 2  Measuring homogeneity 

The homogeneity of each of the 54 subcorpora produced for this experiment was 

computed according to the methodology described in section 6 .2 .1 .  In this experi

ment the homogeneity of each corpus was computed as 'maximum distance' among 

its documents and only the normalization technique was applied. 

For each corpus an homogeneity values was computed using a feature type (all

words or content words) , and an inter-document similarity measure (D(p l l q) or x2 

or G2) ,  giving 2 * 3 = 6 different measures. 

This phase ended up having 6 sets with 54 homogeneity values each. Then, for 

each set of values, the corpora were ranked in increasing order according to the 

homogeneity values scored. Therefore more homogeneous corpora, according to 

the measure, appear at the beginning of the list . 

The six sets of homogeneity values are reported in appendix C.l .  Table 7 .1  shows 

a small extract of one set of homogeneity values obtained using "all words" as 

feature type. The value obtained with D(pl jq) ,  x2 and G2 are reported just for the 

first and last five corpora in the ranked lists. 
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Subcorpus D(pl lq) x2 c2 
g-W ...news...script 0.0489 0.0304 0.0663 

g-W ..newsp_tabloid 0.0948 0.0640 0 . 1503 
g-W ..newsp_other ..report 0 .1208 0.0817 0 .1951 
g-W ..newsp_other...sports 0. 1335 0 .0750 0 . 1756 

g-W...hansard 0. 1459 0.0950 0.2283 

d-W _app...science 0 .6165 0.2973 0 .7737 
m-m_unpub 0.6502 0.3711 0 .9649 
g-W...misc 0 .6572 0.2818 0.7040 

g-W..advert 0 .7201 0.2949 0.7519 
random2 0.9434 0.4200 1 .0906 

Table 7. 1 :  Homogeneity scores computed using the 500 most frequent words in 
each corpus 

7.3 Producing the gold standard j udgements us

ing Rainbow 

Rainbow was used for computing the accuracy values that were subsequently used 

as gold standard judgements for the homogeneity measures. 

Firstly, the 54 subcorpora were merged to form one big corpus, made of 1080 

documents (20 documents from each subcorpus) . 

Subcorpus (Class) 10 ( 10) 
g-W ...hansard 97.63 (4.31) 
g-W ...newsp_tabloid 83.43 (7 .98) 
g-W _ac...medicine 85 .43 (8.85) 
g-W ...newsp_other...sports 92.63 (8 .99) 
g-W ..news..script 71.23 (20.06) 

m-periodical 03 (0) 
m-book 0.63 (2 .39) 
random3 0 (0)3 
random2 0 (0)% 
randoml 0.6 (2 .39) 

Table 7.2: Rainbow accuracy values obtained on homogeneous and heterogeneous 
subcorpora, analyzing all words, and using training sets of 10 documents per class. 
Standard deviation values are given in brackets 
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Secondly, Rainbow WM run to see how accurately it could recover each of the 54 

subcorpora. Rainbow WM instigated to classify the new big corpus using all-words 

first and then just content words. The tMk for Rainbow was to rebuild from the 

merged corpus all the corpora it was made of. The set size used was 10  documents 

for each class . So, the tMk for Rainbow WM to recover the other 10  same-class 

documents out of the pot of 1 ,080 documents. 

Finally, for each of the 54 subcorpora, Rainbow was used to compute the accu

racy, the proportion of correctly classified documents, and the standard deviation 

calculated on 50 trials. This phase ended up having two sets of gold standard 

judgements, one for each feature types used, all words and content words. 

According to the initial hypothesis, the classifier achieved a high level of accuracy 

when trained and tested on different parts of an homogeneous corpus. On the con

trary, if a corpus was heterogeneous the classifier achieved worse accuracy values. 

So the accuracy of the categorization of each class was computed and then classes 

were ranked in descending order 2 , so that the homogeneous ones - the corpora 

with a high accuracy value - appear at the beginning of the list. For each of the 

two feature types , a ranked list of Rainbow accuracy values was produced. 

The two ranked lists are presented in appendix C.2. Table 7.2 shows ari extract 

of the Rainbow accuracy values, which were obtained using all-words, for the five 

top- and five bottom-ranked corpora. 

7. 4 Results 

Table 7.2 shows that the accuracy values scored by the random subcorpora were al

ways very low, but not much lower than other subcorpora. This fact confirmed the 

expectation about the heterogeneity of the random subcorpora, but also showed the 

heterogeneity of many other subcorpora that were expected to be more homoge

neous. Also in the ranking of the homogeneity measures, based on inter-document 

distance (presented in table 7. 1 ) ,  random corpora all appear somewhere at the 

bottom of the ranked list. Therefore many of the corpora produced on the basis 

of the BNC classification were not homogeneous with respect to the classification 

2Homogeneity values are distance values, i.e. small values correspond to more homogeneous 
subcorpora, while accuracy values are not distance, so higher accuracy scores indicate more 
homogeneous subcorpora. 
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task. 

The lack of homogeneity of many subcorpora was also pointed out by the generally 

high values of the standard deviation. A high standard deviation value associated 

to a high accuracy value testified the presence in the homogeneous subcorpus of 

one or more outlying documents1 i .e .  documents that considerably differ from the 

subcorpus prototypical document. A high standard deviation value linked to a low 

accuracy value 3 testified that the accuracy figure should be considered to be just 

noise and the subcorpus was extremely heterogeneous. 

As mentioned in section 6.3, Spearman's rho test was used to compare the ranks 

obtained using the homogeneity measures and Rainbow accuracy values and quan

tify the correlation of the two ranks. Each of the three sets of homogeneity values 

obtained using all words was compared against the set of accuracy values obtained 

using the same feature type. Similar comparisons were then performed between 

the ranks obtained for content words. The results1 presented in table 7.3 are al

ways within the significance level of 95% when the all words were used as features. 

In fact the correlation values are greater than 0 .306, the critical value when there 

are more than 30 degrees of freedom (in this case there are 53 degrees of freedom) . 

This did not hold for content words for which the correlation values were smaller 

than the critical value. 

Rainbow Homogeneity Spearman's 
features measure correlation 
all words D(Pl lq) 0.432 
all words x2 0.451 
all words a2 0.451 

content words D(p\ lq) 0.273 
content words x2 0.269 
content words a2 0.281 

Table 7.3: Correlations between Rainbow accuracy values and homogeneity values 

3For some of the corpora in table 7.2, the standard deviation values are even larger than the 
difference between the accuracy value and zero (e.g. the m-book corpus which accuracy is 0.6, 
while the standard deviation is 2.39). 
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7. 5 Discussion 

The correlation between homogeneity and accuracy for all words confirmed the 

initial hypothesis that the classifier performs better when trained and tested on 

homogeneous corpora. 

None of the three document-similarity measures used to compute homogeneity 

produced a ranking which follows exactly the order identified by Rainbow. But 

the constant high values of the standard deviation values (reported in brackets in 

table 7.2) suggested that the rank order identified by Rainbow is not fixed. G2 

and D(pJ Jq) seemed to perform equally well and both outperformed x2 . 

This experiment used chunks of 20,000 words, and set 20 chunks for each subcorpus. 

Assuming the reason for the unclarity of the results was the lack of data, the 

use of chunks of 50,000 words and subcorpora made of 50 chunks each was also 

experimented. But there were few BNC classes containing this much data, and 

they all appeared to be quite heterogeneous. 

Another reason for the unclarity of the results could be due to the use of Rainbow 

as a gold-standard judgment for homogeneity. In fact, for classifying documents 

any system uses a mixture of homogeneity and similarity. The training
. 
set of a 

classifier contains a set of class labels , and for each label a set of documents that 

belong to that particular class . The system classifies all the documents contained 

in the test set according to the classes presented in the training set .  If one or more 

of the documents in the test set do not properly belong to any particular class, the 

classifier forces them to stay in the class that is less dissimilar. It follows that the 

attempt to use text classification applications to evaluate homogeneity measures 

can be misleading. 

7. 6 Conclusions 

The experiment described in this chapter represented the first attempt to use the 

performance of a NLP application for the evaluation of homogeneity measures . 

The hypothesis tested was partially confirmed by the experiment results and the 

problems experienced were probably due to the nature of the application task and 

the corpus available. As general result it is possible to assert that the homogeneity 

measures proposed provide a fair estimate of the homogeneity of corpora in relation 
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to the document classification task. 
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Chapter 8 

Exploring corpus homogeneity 

and similarity using a part of 

speech tagger 

The experiment described in this chapter was designed to test two parallel hy

potheses which are: 

• a tagger performs better when trained and tested on homogeneous corpora; 

• it performs better when trained on corpus A and tested on corpus B,  if A 

and B are similar. 

The NLP application used for this second experiment is a part of speech tagger, 

originally developed by Elworthy (1994) , that is distributed as part of the RASP 

system 1 (Briscoe and Carroll, 2002) .  The RASP tagger was chosen because it 

is freely available for non-commercial use 2 , it is easily trained, and it is capable 

of achieving high levels of accuracy. Also, it is a bigram tagger, so the amount 

of training data needed is less than a trigram tagger. Moreover, it can be easily 

deployed on varied corpora containing different language varieties. 

The RASP tagger implements various algorithms for the stochastic assignment of 

part of speech (POS) labels to text, based on a Hidden Markov Model. The tagger 

uses the Baum-Welch re-estimation algorithm during tagging to assign probabilities 

1 Robust Accurate Statistical Parsing 
2See at http://www.cogs.susx.ac.uk/lab/nlp/rasp/. 
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to tags. I also used the tagger's statistically-based unknown word guessing module 

(Piano, 1997) which improves the accuracy of the tag a.ssignments in the presence 

of words that do not occur in the training corpus. The model collects statistics 

from the lexicon on the orthography of the start and end of the words; unknown 

words are matched against this information. In the experiment the number of 

leading and trailing characters considered wa.s fixed at 3. 

Since a POS tagger is used i� this experiment, the evaluation of the homogeneity 

and similarity measures is restricted to the three feature types more related to 

syntax: function words 3 ,  POS tags and POS tag bigrams. 

The experiment has four main steps: 

• the collection of a set of corpora; each containing a different language variety. 

Each corpus needs to have a manually checked POS tag annotation to allow 

the computation of the accuracy of the tagger (see section 8 . 1) ; 

• the computation of the homogeneity for each corpus (see section 8.2) and the 

similarity for each pair of corpora (see section 8.3) . Both homogeneity and 

similarity were calculated using the measures proposed in chapter 6; 

• the computation of the accuracy of the RASP tagger to use as gold standard 

judgments. The accuracy values employed for the evaluation of the homo

geneity mea.sure were computed using parts of the same corpus for both 

the training and the testing pha.se, while the accuracy values employed for 

validating the similarity measure were computed using an entire corpus for 

training and parts of another for testing (see section 8.4); 

• the comparison of the homogeneity and similarity measures against the rel

ative gold standard judgments, using Spearman's rho test (see sections 8.5 

and 8.6) .  

8 . 1  Data 

Three main requirements governed the decision about the data source for this 

second experiment: first, the availability of a correct part of speech annotation to 

use for training the tagger and testing its performance by computing the system 

3The list of function words used in the experiment is presented in appendix B .  
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accuracy; second, the presence of corpora of different language varieties , which 

could possibly differ in homogeneity and similarity; third, the corpus size, which 

should be big enough so that the tagger has enough training data. 

A data source that fulfils these requirements was the BNC Sampler Corpus, a 

subcorpus of the BNC of approximately two million words. Although relatively 

small, the BNC Sampler - like the whole BNC - contains both written and spoken. 

English and a wide set of language varieties. It was designed to have a more 

equal balance of spoken and written material than the whole BNC, and within 

each broad division the proportion of language variations in the whole BNC was 

maintained. As far as the POS annotation is concerned, the Sampler corpus was 

manually checked, and corrected where necessary. This is in contrast with the 

whole BNC, which was word-class tagged automatically without manual checking. 

The tag set used in the BNC Sampler is presented in appendix D.  The RASP 

tagger was forced to employ the same tagset for this experiment so that it was 

possible to compare the stochastic annotation with the manually checked one for 

computing the accuracy of the system. 

The aim was to build several corpora containing only one language variety each, so 

that it was possible first to measure their homogeneity and, secondly, compare them 

in pairs to measure their similarity. The corpus design process relied entirely on the 

BNC Sampler classification: each corpus was made with documents belonging to 

the same BNC Sampler class. As previously mentioned, both written and spoken 

varieties were considered in this experiment. Among the written English texts nine 

classes were used: imaginative, pure science, applied science, community and social 

science, word affairs, commerce and finance, belief and thought, art and leisure. 

Six classes were also used for spoken English: educational, business, leisure, public 

institutional and demographic. 

Each class had a different size which varies between 29 thousand words of the 

Social Science corpus to the 277 thousand words of World Affairs corpus. 4 Since 

the world affairs class was particularly big and contained a subset of articles from 

"The Guardian" of significant size, the Guardian articles were separated from the 

other 'world affairs' articles, and a further, hopefully highly homogeneous, class 

was created. The aim was to produce a corpus to use in the experiment from each 

class. 

4See http : I / ww .  comp . lanes . ac . uk/ucrel/bnc2sampler/sampler . htm for the full classifi
cation of the documents of the BNC Sampler. 
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POS tagger developers suggested, for a general use and the CLAW tagset, training 

the tagger on a corpus of 150,000 words or more (Carroll, p.c. ) . The size of the 

classes in the BNC Sampler corpus obliged me to slightly reduce this value in order 

to have a sufficient number of corpora to use in the experiment. Balancing the 

number of corpora and corpus size, corpus size was fixed at 140,000 tokens. 

All classes containing less than 140,000 words were discarded. For the other classes 

the following procedure was followed: 

• all documents of the same class were merged in a random order to create one 

big corpus; 

• each big corpus was divided into 10 slices of about 14,000 words, and the 

excess text was discarded. The 10 slices were grouped together, forming a 

new corpus employed in the experiment. 

Since the POS tagger works best on documents made up of complete sentences, 

I made sure each slice started with the first word of a sentence, and ended when 

the sentence containing the 14,000th word finished. As a result , corpus slices were 

not exactly the same size, but usually varied between 14,000 and 14,020 words. 

However, the improvement in the performance of the tagger was more important 

than small differences in corpus size. Moreover, the homogeneity and similarity 

measures can overcome these small size differences. 

The procedure ended up with seven different corpora: Guardian, World-Affairs, 

and Imaginative for written English, and Business, Leisure, Public, and Demo

graphic for spoken English. 

8 . 2  Measuring corpus homogeneity 

The homogeneity of each of the seven corpora was computed according to the 

measures described in chapter 6. This experiment used three different feature 

types (function words, POS tags, and POS tag bigrams) , the three inter-document 

measures (D(pl l q) , x2 , and G2) , and two methods of normalization (with and 

without smoothing) , making 18 conditions in all. 

At the end of this phase, 18  different sets of values for homogeneity were obtained. 

They are all reported in appendix E.1 .  Table 8 .1 presents, as an example, one 
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Corpus Homogeneity Standard 
value deviation 

G 0 .0188 (0.0049) 
WA 0.2026 (0. 1071) 
I 0 . 1208 (0.0547) 
D 0 .0763 (0 .0441) 
B 0.0732 (0.0245) 
L 0 .2280 (0 .2424) 
p 0 .0797 (0.0254) 

Table 8 .1 :  Homogeneity values and standard deviations obtained using POS tags 
and G2• 

of the 18 sets: the homogeneity values were computed using POS tags, the G2 

inter-document measure, and normalization without smoothing. 

Each corpus in table 8 . 1  is identified by its initial, so "G1' stands for Guardian, 

"WN' for World Affairs, "I" for Imaginative, "D" for demographic, "B" for Busi

ness, "L" for Leisure and "P1' for Public. The same abbreviation scheme is used 

through the entire chapter. 

8 . 3  Measuring corpus similarity 

The similarity for each of the 2 1  pairs of corpora was computed using the measures 

described in chapter 6. For each pair, as in the case of homogeneity, there were 18 

combinations of feature type, inter-document measure and normalization method, 

and hence 18 sets of similarity values. All the similarity values are reported in 

appendix E.2. 

As mentioned in section 5.4.5, both x2 and G2 are symmetrical measures, i.e. 

the distance of corpus X from corpus Y computed with these measures is equal 

to the distance of corpus Y from corpus X. It follows that when using x2 and 

G2, each pair of corpora got a single similarity value. Table 8 .2  presents, as an 

example, the accuracy values obtained using POS tags, G2 and normalization 

without smoothing. 

By contrast, relative entropy is asymmetrical, i .e. D(pj j q) produces different results 

from D(q j jp) . So, when relative entropy is employed both D(pj jq) and D(q j jp) have 

to be computed for each pair of corpora. As a result , each corpus pair is associated 
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G WA I B L p D 
G 

WA 0 .0508 
I 0.2159 0.2341 
B 0.3297 0.3124 0 .2559 
L 0.3732 0.3454 0 . 2340 0 .0546 
p 0 .3002 0 .2811  0 .2384 0 .0295 0.0542 
D 0.5857 0 .5752 0 .2832 0 . 1612  0 . 1 168 0 . 1911 

Table 8.2 :  Similarity values obtained using POS tags and G2 

with two different values. These values should be kept separated for reasons that 

will become clear later in the chapter. So, each set of relative entropy similarity 

values is made of two subsets. Table 8.3 presents the similarity values obtained 

using POS tags1 relative entropy and normalization. The values contained in the 

table 8.3 were stored in two subsets called "subset A" and "subset B'' . Subset 

A contained the 2 1  values placed above the diagonal in the table1 while subset B 

contains the remaining 21  values. Each of the 6 sets of similarity values which used 

relative entropy is made of a subset A and a .subset B. 

G WA I B L p D 
G 0 .0248 0 . 1050 0 . 1545 0 . 1820 0 . 1403 0 .2820 

WA 0 .0238 0 . 1126 0 . 1544 0 . 1737 0 .1386 0 .2824 --· 
I 0.0962 0 . 1054 0 .1 130 0 . 1310 0 . 1042 0 .1556 
B 0. 1435 0. 1373 0 . 1174 0 .0264 0 .0141 0.0780 
L 0 . 1614 0 . 1492 0 . 1046 0.0264 0 .0255 0.0568 
p 0.1313 0 . 1232 0 . 1100 0.0142 0 .0264 0.0912 
D 0.2505 0 .2479 0 . 1276 0 .0747 0 .0555 0.0866 

Table 8.3: Similarity values obtained using POS tags and D(p[ [ q) 

8 . 4  Producing the gold standard judgments us

ing the RASP tagger 

Since a correctly annotated corpus was available, the RASP tagger could calculate 

its accuracy by comparing its stochastic assignments to those present in the corpus. 

As previously explained, the evaluation process is based on the hypothesis that the 
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accuracy of a system can be used as gold standard judgment for our homogeneity 

and similarity measures. A corpus is assumed to be homogeneous if the tagger 

trained on part of it achieves good performance when tested on the remaining 

part. Similarly, two corpora are assumed to be similar if the tagger achieves high 

accuracy when trained on one of the two corpora and tested on the other. 

So, in this phase, the accuracy values achieved by the RASP tagger were computed 

on each corpus. Different training sets made from data belonging either to the 

same corpus or to other corpora were used. More precisely, the accuracy values 

scored by the RASP tagger when the training and testing sets belong to the same 

corpus represented the gold standard judgments for evaluating the homogeneity 

measures. The accuracy values scored when the training and testing sets came 

from two different corpora represented the gold standard values to evaluate the 

similarity measures. 

The accuracy values, achieved on each corpus using part of the corpus as training 

and the remaining part for testing, were computed using cross validation, a 

common method for estimating a system's accuracy. This method is based on 

resampling, and is therefore particularly useful when the data sets are small. 

8.4� 1 Using cross-validation for producing gold standard 

judgments 

The 1 0-fold cross validation method was ernployed to produce gold standard 

judgments for homogeneity. It was applied to each of the seven corpora in the 

experiment. For each corpus, the tagger was run 10 times. Each time it was 

trained using nine of the ten slices into which the corpus was divided; the omitted 

slice was employed as a testing set. Each time, the accuracy of the tagger was 

computed. Then, the average and the standard deviation of the 10 accuracy values 

were calculated. The two values (average accuracy and its standard deviation) 
represent the gold standard judgments for the homogeneity measure computed for 

that particular corpus. The same procedure was repeated for each corpus. The 

gold standard judgments for homogeneity are presented in table 8 .4; appendix E.3 

reports extensively the different levels of accuracy computed by the RASP system 

for each corpus. 
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Corpus Accuracy Standard 
value deviation 

G 95 .267% (0.83) 
WA 92.569% (0.86) 
I 92.563% (2.62) 
B 93.397% (0.73) 
L 93.318% ( 1 .47) 
p 93.449% ( 1 .03) 
D 93.646% (0.52) 

Table 8 .4: Accuracy values obtained using the 10-fold cross validation method for 
each of the seven corpora. 

According to the previous hypothesis , corpora with a high accuracy score were ex

pected to be more homogeneous and, conversely, corpora associated with a smaller 

accuracy score to be less homogeneous. Section 8.5 presents the evaluation process, 

and shows to what extent our expectations were confirmed by the results. 

A variant of 2-fold cross validation was used to produce gold standard judg

ments for similarity. The RASP tagger was trained twice. The first time it was 

trained on one whole corpus (using all ten slices to build the model) . Then, using 

the model thus obtained, the tagger was tested ten times. Each time, the testing 

set was made from one of the ten slices in which the other corpus was divided. 

The accuracy was calculated and, finally, the mean accuracy and the standard 

deviation were computed to use as a gold standard for the similarity value. 

Since tagger performance depends on which corpus in each pair was used for train

ing, the same process had to be repeated swapping the training with the testing 

corpus. So, the second time, the tagger was trained using the corpus previously 

employed for the testing phase. Again, the tagger was tested 10 times, each time 

using one of the slices of the corpus previously used for the training. Finally, 

the mean accuracy and standard deviation were calculated. Table 8.5 reports the 

gold standard judgments for similarity, while appendix E.4 reports extensively the 

different levels of accuracy computed by the RASP system. 

The indices ta and te which appear in table 8 .5  identify whether a corpus was used 

for training (ta) or testing (te ) ·  For example, the value that appears in the cell 

(Lte : lta) is the average accuracy scored by the RASP tagger when the Imaginative 

corpus was the training set and the Leisure corpus was the testing set . In each cell 

the accuracy value (with the % sign) and the standard deviation (in brackets) are 
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Gta WAta Ita Bta Lta Pta Dta 
Gte 89.3663 84.643 82.6623 87.0413 83.0773 82.8233 

(0.41) (0.43) (0.39 ) (0.86) (0.68) (0.52) 

WAte 91 .3643 86.0273 83.6453 86.3813 84.7833 82.9213 

(0.81) (2 .66) (3 .7) (1 .61) (3.28) (2 .09) 

fte 90.2713 90.3033 84. 7773 81 .353 82.0153 83.799% 

(2 .25) ( 1 .90) (2 .44) (2.73) (2 .38) (3.06) . 

Bte 86.6743 86.452% 87.202% 92.8443 92.8823 90.6733 

( 1 .43) ( 1 .38) (0.96) (0.75) (0.81) ( 1 .45) 

Lte 85.6143 85. 187% 87. 7843 91 . 286% 92.463% 91 . 8883 

(2 .476) (2 .87) (2 .29) (1 .33) ( 1 .32) ( 1 .20) 

Pte 87.6823 87.9373 88.1833 92. 2883 92.8273 90.692% 

( 1.31)  ( 1 .37) ( 1 . 25) (0 .69)  (0.36) (0 .71) 

Dte 81 .8263 82.0993 86.824% 90.719% 92.1973 90.553% 

( 1 .74) ( 1 .35) (0.78) (0.75) (0. 77) (0 .9) 

Table 8.5: Accuracy values obtained using a variant of 2-fold cross validation 
method for each pair of corpora. 

reported. 

The reason for dividing the table into four quadrants is explained in the next 

section. 

Corpus pairs with high accuracy values were expected to be more similar to each 

other than corpus pairs with low accuracy values. Section 8.6 shows to what extent 

these expectations were confirmed by the data. 

8.4.2 Similarity between written and spoken English 

Similarity values were measured for pairs of individual corpora but the broad 

classification of written vs. spoken English was not considered. 

The analysis of the differences between written and spoken English was the main 

goal of several pieces of work, in linguistics first and in NLP subsequently (see 

Biber ( 1988) for a survey of the main approaches) . Following the outcomes of the 

analysis of variations between written and spoken English, corpora belonging to 

the same class (written or spoken) were assumed to be more similar to one another 

than corpora from different classes. Considering the distinctions between written 

and spoken corpora, table 8.5 was divided into four quadrants so that: 
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• the first quadrant (top left corner of table 8.5) contains the accuracy values 

scored when the tagger was trained and tested on corpora belonging to the 

written classes; 

• the second quadrant (top right corner of table 8.5) contains the accuracy 

values scored when the tagger was trained on spoken corpora and tested on 

written· ones; 

• the third quadrant (bottom left corner of table 8.5) contains the accuracy 

values scored when the tagger was trained on written corpora and tested on 

spoken ones; 

• the fourth quadrant (bottom right corner of table 8.5) contains the accuracy 

values scored when the tagger was trained and tested on corpora belonging 

to the spoken classes. 

The accuracy values in quadrants one and four were expected to be higher than 

values in quadrants two and three, i .e. that tagger performance was higher when 

the corpora used for training and testing belong to the same broad class (and, 

consequently, were more similar to each other) .  

An approximate comparison was made by counting how often the values in quad

rants one and four were bigger than the values in the quadrants two and three. 

The 12 accuracy values in quadrant four (where training and test corpora belong to 

spoken English) were always bigger than the 12 values in quadrants two and three 

(training and test corpora belong to opposite classes) .  This result was as expected. 

By contrast, the 6 accuracy values in quadrant one (training and test belong to 

written English) were not always bigger than the 12  values in quadrants two and 

three. The problem was caused by the Imaginative corpus which, when used during 

the training phase, produced a model that was more robust/reliable for the spoken.

English corpora than for the written-English ones. Since the Imaginative corpus 

was comprised of narrative texts, a possible reason for the unexpected result was 

that the texts contain a lot of dialogue, which make the Imaginative corpus more 

similar to spoken corpora than to written ones. 

During the corpus design phase, described in section 8.1 ,  corpora were created 

considering only corpus size, and relying on the BNC classification, which puts 

Imaginative among the written English classes. So it was checked whether the 

peculiar behaviour of the Imaginative corpus was due to its wrong classification. 
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The frequency of the double-quote characters ( " and " ) were counted in each 

written corpus, and then compared. The ratio between numbers of double quote 

characters and corpus size are presented in table 8.6. 

Corpus Double quote Corpus Percentage 
character size 

G 2024 140106 1 .443 
WA 1422 140253 1 .013 
I 6469 140069 4 .613 

Table 8.6: Ratio of double quote characters in written corpora 

The x2 test was used to compute whether the difference between the proportion 

in the Guardian and Imaginative corpora was a result of chance. The test was 

computed over the data presented in the contingency table 8 .  7. 

Corpus Double quote Rest Corpus size 
G 2024 138082 140106 
I 6469 133600 140069 
Total 8493 271682 280175 

Table 8.7: Contingency table 

With one degree of freedom the probability of obtaining a x2 value of 2401 is 

less than 13. So the number of double quotes in the Imaginative corpus was 

significantly bigger than the number of quotes in the Guardian and the hypothesis 

about the Imaginative corpus being more similar to the spoken corpora than to the 

written was confirmed. Since the result of the comparison between the Guardian 

and the Imaginative corpus was so clear, the test between the World Affairs and 

the Imaginative corpus was not performed. 

8 . 5  Results for homogeneity 

The evaluation process for the homogeneity measure has three steps: 

• ranking each set of homogeneity values in increasing order, so that the corpus 

with the smallest value appears at the beginning of each list. According to 
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the measures described in chapter 6, the highest corpus ranked is the most 

homogeneous, while the lowest ranked is the least homogeneous; 

• ranking the set of RASP accuracy values in decreasing order, so that the 

corpus on which the RASP tagger scored the highest accuracy appears at the 

beginning of the list. According to the hypothesis, the highest ranked corpus 

is the most homogeneous, while the lowest ranked is the least homogeneous; 

• comparing each ranking of homogeneity values against the accuracy value 

ranking. The correlation of the ranked pairs indicated how good our measures 

were. 

Corpus Accuracy Standard 
value deviation 

G 95.267% (0.83) 
D 93.646% (0 .52) 
p 93.449% ( 1 . 03) 
B 93.397% (0.73) 
L 93.318% ( 1 .47) 
WA 92.5693 (0 .86) 
I 92.563% (2.62) 

Table 8.8: Ordered gold standard judgments for homogeneity 

Looking at the ranking of gold standard judgments, presented in table 8.8, the 

Guardian corpus is scored as being the most homogeneous, having the highest 

accuracy and a small standard deviation. The Imaginative corpus seems the least 

homogeneous, having the lowest accuracy value. However, since the standard 

deviations are high, it is difficult to confirm this intuition. For the other corpora, 

it did not seem possible to fix a proper homogeneity scale, since their accuracy 

values were quite similar to one another, while the standard deviation values were 

always relatively large. 

Before attempting a comparison against a list where the order of its elements might 

not be certain, the statistical validity of each gold standard value was studied by 

applying the unrelated t-test to each pair of corpora. The aim is to see whether 

the difference in their POS tagger accuracy values is statistically significant. If this 

is the case, the order of that particular pair is valid, and, consequently, the corpus 

with the higher accuracy is also more homogeneous than the corpus with the lower 

accuracy. If this is not the case, it is not possible to make any assumption about 
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the order of the pairs, which remains unspecified. Consequently, it is not possible 

to make any assumption about the homogeneity of the two corpora either. 

The t-test was computed for each of the 2 1  pairs of corpora. The t-values obtained 

for each pair of corpora are reported in table 8.9.  

Pair of T-value Significance 
corpora 
B D  0.877 N 
B G  5 .325 
B I  0 .967 N 
B L  0 .151  N 
B P  0 . 130 N 
B WA 2.308 
D G  5 . 199 
D I  1 .279 N 
D L  0.661 N 
D P  0.538 N 
D WA 3.363 
G I  3. 103 
G L  3.628 
G P  4.327 
G WA 7.076 
I L  0.792 N 
I P  0.993 N 
I WA 0.006 N 
L P  0 .229 N 
L WA 1.381 N 
P WA 2.063 N 

Table 8.9: T-values for each pair of corpora 

Since the accuracy value was an average over 10  trials, there are 18 degrees of 

freedom for each pair of corpora. With 18 degrees of freedom the t-value have to 

exceeded the critical value 2.101 ,  in order to reach a significance level of 5%. As can 

be seen in the last column of table 8.9,  only 8 values out of 21 are significant, i .e . 

the difference between the POS tagger accuracy values is statistically significant 

just in 8 cases. So it was not possible to completely order the list of gold standard 

judgments. Consequently, the scope of the evaluation had to be limited to the 

values that were significant. Looking at those values, it was possible to produce a 

partial order that could be correctly used for the evaluation. The order consisted 

of the following three statements: 
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• the accuracy of the Guardian corpus was greater than the accuracy of any 

other corpus. This implied that the Guardian corpus was more homogeneous 

than all the other corpora; 

• the accuracy of the Business corpus was greater than the accuracy of the 

World Affairs corpus. Hence, the Business corpus was more homogeneous 

than the World Affairs corpus; 

• the accuracy of the Demographic corpus was greater than the accuracy of 

the World Affairs corpus. Hence, the Demographic corpus was more homo

geneous than the World Affairs corpus. 

The 18 sets of homogeneity values (reported in appendix E.1 )  were manually 

checked to see whether the three statements were confirmed. In details it was 

checked whether: 

• the homogeneity value for Guardian was the smallest in each set of homo

geneity values; 

• the homogeneity values for Business were smaller than the homogeneity val

ues for World Affairs ;  

• the homogeneity values for Demographic were smaller than the homogeneity 

values for World Affairs. 

The three statements were confirmed in each of the 18 sets of homogei:eity values. 

These seemed to be good results but they did not let understand whether there 

was a feature type, or an inter-document measure, or a particular combination 

of the two that performed better than the others. To overcome this impasse the 

Spearman's rho test was used to compare the ranks of each of the 18 sets of 

homogeneity values and the RASP accuracy values. The results , presented in table 

8 .10,  were always positive and within the significance level of 53. In fact, all the 

correlation values were bigger than 0.71 which was the threshold value having 7 

elements in each rank. 

The correlation values between homogeneity and accuracy suggested that D(pl l q) 
was a slightly better inter-document measures for homogeneity than x2 and G2• 
They performed equally well except using bigrams where G2 slightly outperformed 

x2 . They also showed that in this case the feature type which performed better 
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Set Homogeneity Correlation 
number measure value 

1 tag chi 0 .755 
2 tag log 0.755 
3 tag ent 0 .825 
4 fword chi 0 .825 
5 fword log 0 .825 
6 fword ent 0.860 
7 bigram chi 0.751  
8 bigram log 0 .825 
9 bigram ent 0.860 
10  tag chi smo 0 .751 
1 1  tag log smo 0.751  
12  tag ent smo 0.825 
13  fword chi smo 0 .825 
14 fword log smo 0 .825 
1 5  fword ent smo 0 .860 
1 6  bigram chi smo 0.825 
17  bigram log smo 0 .825 
18  bigram ent smo 0 .860 

Table 8.10: Correlations between homogeneity and accuracy 
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was function words and POS tag bigrams tended to outperform POS tags. As 

far as the use of smoothing was concerned, correlation results tended not to be 

affected by the use of smoothing. However, the validity of the correlation values 

was not clear since the rank of the homogeneity value was compared against a rank 

of accuracy values which was not completely determined. 

8 . 6  Results for similarity 

Before starting the main evaluation process, the validity of the gold standard judg

ments, produced in section 8.4 . 1 for similarity, was studied. The accuracy values 

obtained by the tagger, using the same corpus as a testing set, were compared 

using the related t-test. Each value in table 8.5 was compared against any other 

value in the same row. The 105 t-values computed ( 15  comparisons for each of 

the 7 row) are reported in tables 8 . 1 1  and 8.12.  Since each accuracy value was an 

average over 10 trials , there were 9 degrees of freedom in the related T-test , and 

the critical value for assuring a 53 significance level was 2.262. 

Table 8 . 11  reports the T-values computed between cells of the same row that 

also belong to the same quadrant, while table 8 .12  reports the T-values computed 

between cells of the same row but from different quadrants. Cells from quadrant 

one were compared against cells of quadrant two, and cells from quadrant three 

against cells of quadrant four. 

Since corpora belonging to the same class were assumed to be more similar to each 

other than corpora belonging to different classes, the differences between accuracy 

values in the same quadrant were expected to be smaller than the differences be

tween accuracy values in different quadrants. So it was not considered problematic 

that in table 8 . 11  some of the differences were not statistically different (18 t-values 

were not significant , i .e. ,  failed to reject the null hypothesis , being smaller than 

the critical value) . 

There were only two pairs of accuracy values, belonging to different quadrants of 

table 8 .5 ,  for which the difference was not statistically significant: 

• W Atelta and W AteLta i .e. ,  the accuracy values calculated over the World 

Affairs corpus using the Imaginative corpus (86.0273 2.66) and the Leisure 

corpus (86.3813 1 .61)  for training; 
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Quadrant number Compared cells T-value Significance 
1 Gtelta - GteW ,4.ta 31 . 567 
1 W ,4.teGta - W ,4.telta 5 .694 
1 lteGta - lte W Ata 0.2 1 1  N 
2 GteBta - GteLta 24.903 
2 GteBta - GtePta 2.779 
2 GteBta - GteIJta 1 .397 N 
2 GteLta - GtePta 27.759 
2 GteLta - GteIJta 25.900 
2 GtePta - GteIJta 1 .346 N 
2 W ,4.teBta - W AteLta 3.596 
2 W AteBta - W AtePta 4.662 
2 W AteBta - W AteIJta 0.662 N 
2 W AteLta - W AtePta 2.591 
2 W AteLta - W AteIJta 7.306 
2 W AtePta - W AteIJta 1 .952 N 
2 lteBta - lteLta 13.998 
2 lteBta - ltePta 2.062 N 
2 lteBta - lteIJta. 5.880 
2 lteLta - ltePta 8.572 
2 lteLta - lteIJta. 3.318 
2 ltePta - lteIJta. 3.358 
3 BteGta. - BteW Ata 0.837 N 
3 BteGta - Btefta 1 .716 N 
3 BteW Ata - Btefta 1 .849 N 
3 LteGta - LteW Ata 1 . 186 N 
3 LteGta - Ltefta 4.771 
3 Lte W Ata - Ltefta 7.473 
3 PteGta - PteW Ata 3.049 
3 PteGta - Ptefta 2.070 N 
3 Pte W Ata. - Ptelta 1 .234 N 
3 IJteGta. - IJteW Ata 1 .378 N 
3 IJteGta - IJtefta 12. 113 
3 IJte W Ata - IJtelta 18 .395 
4 BteLta - BtePta 0.216 N 
4 BteLta - BteIJta 8.281 
4 BtePta - BteIJta 5.338 
4 LteBta - LtePta. 5.224 
4 LteBta - LteIJta 1 .094 N 
4 LtePta - LteIJta 0.944 N 
4 PteBta - PteLta 2.241 N 
4 PteBta - PteIJta 4.461 
4 PteLta - PteIJta 9 .980 
4 IJteBta - IJteLta 13.465 
4 IJteBta - IJtePta 1 .0160 N 
4 IJteLta - IJtePta 7.334 

Table 8 . 11 :  Related t-values computed between cells of the same quadrant 
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Compared cells t-value Sign. Compared cells t-value Sign. 
GteWAta GteBta 35.736 LteGta. LteBta 6 .702 
GteWAta GteLta 8.531 LteGta LtePta 7.515 
GteWAta GtePta 32.616 LteGta LteDta 5.939 
GteWAta GteDta 29.180 LteWAta LteBta 6.703 
Gtelta GteBta. 9 .579 LteW Ata LtePta 7.898 
Gtelta GteLta 8.095 LteWAta LteDta 5.475 
Gtefta GtePta 5 .969 Ltelta LteBta 5 .405 
Gtelta GteDta 8.878 Ltelta LtePta 7. 1 19 
WAteGta WAteBta 6 .314 Ltefta LteDta 3.969 
WAteGta WAteLta 7.745 PteGta PteBta 8.685 
WAteGta WAtePta 5.988 PteGta PteLta 10.516 
WAteGta WAteDta 10.635 PteGta PteDta 6.901 
WAtelta WAteBta 2.874 PteWAta PteBta 7.889 
WAtelta WAteLta 0 .708 N PteWAta PteLta 9.690 
WAtefta WAtePta 1 .798 N PteWAta PteDta 6 .275 
WAtefta WAteDta 6.917 Ptefta PteBta 7.759 
fteGta fteBta 1 1 .434 Ptefta PteLta 10 .563 
fteGta fteLta 8.686 Ptelta PteDta 7.649 
fteGta ftePta 10.482 DteGta DteBta 17.679 
fteGta fteDta 8 . 1 10 DteGta DteLta 20 .443 
IteWAta lteBta 1 1 .295 DteGta DtePta 19. 143 
IteW Ata lteLta 8.528 DteWAta DteBta 19 .995 
IteWAta ftePta 10 .517 DteWAta DteLta 23.476 
IteWAta fteDta 7.782 DteW Ata DtePta 21 .971 
BteGta BteLta 1 1 .776 Dtelta DteBta 1i . 134 
BteGta BtePta 1 1 .467 Dtefta DteLta 15.513 
BteGta BteDta 5 .938 Dtefta DtePta 11 . 232 
BteWAta BteLta 10.697 
BteWAta BtePta 10 .965 
BteWAta BteDta 5.388 
Btelta BteLta 17.084 
Btefta BtePta 17.984 
Btefta BteDta 6.821 

Table 8.12: Related t-test values computed between cells of the different quadrants 
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• W Atelta and W AtePta i .e. ,  the accuracy values calculated over the World 

Affairs corpus using the Imaginative corpus (86.0273 2 .66) and the Public 

corpus (84. 7833 3.28) for training. 

Since most of the values reported in tables 8.11 and 8.12 were significant, the main 

evaluation process started following the same three steps presented in section 8.6 

for homogeneity. 

Firstly, for each set of similarity values, the pairs of corpora were ranked in in

·creasing order according to their similarity values. So more similar pairs of corpora 

appear at the beginning of the list . Each set of similarity values, computed with 

x2 or G2 ,  produced a single rank, while each set of similarity values, computed 

using relative entropy, produced two rankings, one for each subset ·of values that 

it was composed from (subsets A and B - see section 8.3) . 

Secondly, the set of accuracy values presented in table 8.5 was split into two subsets 

along the table diagonal, as was done for the similarity values calculated using 

relative entropy. Then, each of the two subsets was ranked in descending order 

according to the accuracy values, so that the pair of documents associated with 

the highest accuracy score come first in the list. From now on I refer to the ranking 

list of the accuracy values placed in the upper part of table 8 .5  as "ranking A" , 

while scores positioned below the table diagonal are placed in "ranking B" . 

Finally, the ranking of similarity values were compared against the ranking of 
accuracy values, and the correlation for each pair was computed using Spearman's 

rho test. 

Each ranking of similarity values computed using x2 or G2 was compared against 

both rankings A and B, while the ranking of similarity scores computed with 

relative entropy was compared only against the appropriate ranking of accuracy 

values: i.e. the ranking obtained from the similarity subset A was compared against 

ranking A, while the ranking obtained from subset B was only compared against 

ranking B . 

All the Spearman's correlation values are reported in table 8 .13 .  They are always 

within the significance level of 53; in fact they are always greater than 0.306 which 

is the critical value when the degrees of freedom exceed 30. Moreover, they are 

always within the significance level of 1 %, since they always exceed the critical 

value 0 .432 . 
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Set number Rank Sim. measure Correlation value 
1 A tag chi 0 .690 

B tag chi 0.938 
2 A tag log 0 .701 

B tag log 0.944 
3 A tag ent A 0.701 

B tag ent B 0 .938 
4 A fword chi 0.603 

B fword chi 0 .880 
5 A fword log 0.616 

B fword log 0 .884 
6 A fword ent A 0.625 

B fword ent B 0.880 
7 A bigram chi 0 .613 

B bigram chi 0.860 
8 A bigram log 0.630 

B bigram log 0.869 
9 A bigram ent A 0.659 

B bigram ent B 0.705 
10 A tag chi smo 0.690 

B tag chi smo 0.938 
1 1  A tag log smo 0.701 

B tag log smo 0.944 
12 A tag ent smo A 0.701 

B tag ent smo B 0.938 
13 A fword chi smo 0 .603 

B fword chi smo 0.880 
14 A fword log smo 0.616 

B fword log smo 0.884 
15 A fword ent smo A 0.625 

B fword ent smo B 0 .880 
16 A bigram chi smo 0.613 

B bigram chi smo 0.860 
17 A bigram log smo 0.630 

B bigram log smo 0.869 
18 A bigram ent smo A 0.659 

B bigram ent smo B 0 .705 

Table 8 .13 :  Correlations between similarity and accuracy 
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The correlation values showed that for similarity the best inter-document measures 

were G2 and relative entropy, followed by x2• Regarding feature types, the best 

type was POS tag, followed by function words and POS tag bigrams. The use of 

smoothing did not affect the performance of any measures. 

8. 7 Discussion 

For homogeneity, the Spearman correlation values showed that the original differ

ence between more and less homogeneous corpora was maintained in the RASP 

POS tagger. The Guardian corpus, which has the lowest homogeneity score, for 

averages, and one of the smallest scores, for standard deviations, achieved the 

highest accuracy score in the POS annotation task. Moreover, the Business and 

Demographic corpora, which have lower homogeneity scores than the World Affairs 

corpus, achieved higher accuracy scores than the World Affairs corpus in the POS 

annotation. 

The difference in homogeneity between the Guardian and the other six corpora 

reflects the differences in how they were compiled. The Guardian corpus was built 

with documents coming from the same source (articles from "The Guardian" ) ,  

while all the other corpora were made of documents belonging t o  the same BNC 

Sampler class, but different sources. 

For similarity, the Spearman correlation values showed that the distinction between 

more and less similar corpora was also maintained in the RASP tagger. The RASP 

system achieved high accuracy in the POS tagging task when tested on a corpus 

highly similar to the one used for the training phase. By contrast, it achieved worst 

accuracy when tested on a corpus which differed from the one used for training. 

Among the seven corpora, Leisure, Public and Business were the most similar 

corpora and they all belonged to the spoken-English class. 

Also the distinction between written and spoken English was maintained in the 

RASP tagger: in fact, it achieved high accuracy when tested on a corpus that 

belonged to the same class as the corpus that was used for training. 

D(p\ \q) and G2 performed better than x2 in measuring homogeneity and similarity. 

The use of SGTE did not significantly change any homogeneity and similarity 

measures. The reason was that SGTE affected much more the probabilities of the 
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less frequent features which were then deleted during the feature selection phase. 

SGTE did not significantly change the probabilities of any features that did not 

get deleted during the feature selection phase. In fact SGTE significantly modified 

only the zero-frequency features. As a result , the use of SGTE in our measures 

did not improve the estimation of homogeneity and similarity. 

The generally high accuracy values achieved by the RASP tagger, confirmed the 

domain independence of the tagger. However, the fact that corpus homogene

ity and similarity also affect domain-independent systems shows that it is useful 

to analyse corpus characteristics and perform corpus comparisons by measuring 

corpus homogeneity and similarity. 

The correlation between homogeneity and accuracy which was always around 0.8 

(see table 8. 10) confirs that the tagger performs better when trained and tested 

on corpora voted as homogeneous. 

The correlation between similarity and accuracy which was always between 0.6 

and 0.9 (see table 8. 13) confirms that the tagger performs better when trained on 

corpus A and tested on corpus B, if A and B were voted as similar. 

8.8 Conclusions 

The experiment described in this chapter represented the second attempt to use 

the performance of a NLP application for the evaluation of homogeneity measures. 

The hypothesis tested was confirmed so it is possible to assert that the measures 

proposed provide a fair estimate of the homogeneity and similarity of corpora in 

relation to the POS tagging task. 
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Chapter 9 

Exploring t he homogeneity of 

corpora built from the web 

Chapters 7 and 8 showed that the measures for corpus homogeneity and similarity 

proposed in chapter 6 are effective in relation to a classifier and a part of speech 

tagger. 

This chapter represents a further step in the analysis of corpus hornogen.eity and 

similarity1 since it describes a preliminary exercise that shows the corpus homo

geneity measure "in use" . 

Chapter 2 presented the design of corpora - specifically of homogeneous and bal

anced corpora - as one of the tasks that stands to benefit most from the devel

opment of methods for corpus profiling and measures for corpus homogeneity and 

similarity. Regarding the design of language corpora, homogeneity and similarity 

measures can assist the process in two different ways, depending on the availability 

of a core homogeneous corpus. If there is such a starting corpus, the process of cor

pus design becomes a question of corpus maintenance, since it consists of enlarging 

the pre-existing corpus by choosing which documents can be added without losing 

overall homogeneity. In this case the corpus similarity measure can be employed 

to quantify the similarity between the core corpus and each possible additional 

document. If a document is similar to the core corpus, it follows that the addition 

of that document to the corpus should increase the information present in the re

sulting enlarged corpus but not the level of noise . Otherwise, it is better to discard 

the document. In contrast, when a corpus has to be built from scratch, it is the 

homogeneity measure that can represent an aid to the design process by analysing 
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the resulting corpus. The analysis will give useful suggestions about possible ways 

to change the corpus design process itself like, for example, the need to add some 

dedicated filters to reduce the variance of a particular type of linguistic data. Sup

pose that someone is developing a corpus to use for training a statistical parser on 

a domain different from the one used for development. In such a case; in order to 

guarantee that the parser reaches an acceptable level of accuracy, the documents 

which make up the corpus should be similar as far as syntax is concerned. If the 

corpus is not syntactically homogeneous, the corpus developer might decide to 

add a specific filter which gets rid of documents that present too many syntactic 

differences. 

The aim of the experiment described in this chapter is to test the validity of a 

knowledge-poor process for the development of homogeneous corpora where the 

web is employed as the source of documents. 

Section 9. 1 presents a brief overview of the attempts to automatically create cor

pora from the Web.  The rest of the chapter describes the experiment and presents 

the results. 

9 . 1  The Web as a corpus resource 

Over the last couple of years the Web has become the corpus resource chosen for 

many language studies (e.g., Resnik (1999) , Fujii and Ishikawa (2000) , Kilgarriff 

and Grefenstette (2003)) .  The web contains a huge quantity of text; which varies in 

subject-matter, genre and language (Grefenstette and Nioche, 2000) . Texts from 

the web are available immediately, for free, and can be downloaded without major 

concern for copyright. 1 

Many web documents do not contain only text or do not contain text at all. Many 

documents are duplicates, and some others point at further documents which no 

longer exist . Also; some contain text in formats which require further processing 

before the text is usable, e.g. postscript or pdf files. All these characteristics 

may seem good reasons for not using the web as a linguistic resource. However 

they are all obstacles that can be overcome by applying various linguistic filters 

to downloaded material; and the development of methods for corpus profiling and 

1Copyright laws were established before the development of the Web, so the copyright regu
lation of Web documents is still a grey area. 
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measures for corpus homogeneity and similarity represents a step in this direction. 

Moreover, developing technology that allows the web to be used as an object of 

language or literary study in its own right is also worthwhile since in the near 

future the web may not be the only vast source of text in digital form. In fact, 

as Church (2002) pointed out, as a result of changes in copyright laws, resources 

even bigger than the web can be realised with minimum effort. 

Publishers like www.lexisnexis .com have impressive collections that 

may well surpass the public Internet. Private intranets and telephone 

networks have even larger sources of linguistic data. 

Ghani, Jones, and Mladenic .. (2001) and Baroni and Bernardini (2004) present 

methods for building a corpus using automated search engine queries: the former 

apply it to the creation of minority language corpora, the latter to specialised 

language corpora. An extensive review of the literature in this area is outside 

the scope of this thesis; such a review can be found in the publications referenced 

above. In general, in this area, researchers proceed by first using a web search 

engine to give a set of URLs, then downloading those pages and using them, or 

whatever subset of them meets some criteria, as a corpus. Differences among the 

work in this paradigm are represented by the expressions used as queries (single

words, set of words manually or automatically identified) and the nature of the 

criteria applied tu the downloaded material to identified the texts · that can be 

inserted in the developing corpus. 

The rest of this chapter presents a simple preliminary exercise to investigate how 

corpus homogeneity and similarity measures can contribute to this task. 

9 . 2  The experiment 

When a technical term is used to query a search engine like Alta Vista, Yahoo, or 

Google, we would expect the documents that the search engine finds to be fairly 

homogeneous. For example, we would expect the result for a technical term like 

vowel shift to be predominantly articles and course notes concerning phonology. 

Instead, the use of a general term - i.e. , an arbitrary adjective-noun combination 

such as suitable place - would generate a much more heterogeneous corpus, since 

the term will occur in documents of a very wide range of varieties. 
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The experiment is designed to test the hypothesis that technical terms give rise to 

more homogeneous corpora than general terms. The corpora built from the web 

(made up of web documents) are created using a procedure which relies on the use 

of Google as search engine; a set of queries to identify the documents that might 

form the corpus (sections 9 .3) , a downloading program to gather documents and 

a set of filters to throw out those documents which are likely to contain too much 

noise (sections 9.4) .  The homogeneity of corpora generated using different search 

terms (section 9 .5) is quantified using the measure for homogeneity proposed in 

chapter 6 ,  and the values obtained (section 9.6) are compared to test the hypothesis 

(section 9. 7) . 

Since Google does not permit the running of automated queries without a licence; 

the Google Web API 2 has been used for the experiment. The Google Web API 

imposes a limit of 1 ,000 queries per day. 

As downloading program the wget function is used; which simply downloads the 

source file of a web page. 

9 . 3  Specialist and general terms 

While the goal of comparing the homogeneity of corpora based on specialist terms 

with ones based on general terms seems straightforward; the concept of a general 

term presents difficulties. Terms are most readily understood in relation to special

ist language (or technical discourse) and finding specialist terms, from termbanks; 

did not present difficulties . On the contrary, gathering non specialist terms is more 

complex since the definition of what is to count as a general reference is unclear. 

In this experiment I simply used an arbitrary subset of the noun-noun (N-N) and 

adjective-noun (adj-N) sequences found in the BNC. An interacting concern was 

frequency: general language collocations were likely to be orders of magnitude more 

frequent than specialist terms. So, in order to monitor the relationship between 

frequencies of the specialist and reference expressions, non-specialist expressions 

were chosen on the basis of web frequency. 

2 "API stands for "Application Programming Interface" , a doorway for programmatic access 
to a particular resource or application, in this case the Google index" (Calishain and Dornfest, 
2004) . For details see http : // api . google . com/ 
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9 . 3 . 1  The specialist terms 

Specialist terms were collected from glossaries of different domains found on a 

dedicated website called TermList 3 .  The terms for the experiment were extracted 

from three different domains: chemistry, genetics and metallurgy. Typically, in 

glossaries of specialist discourses, expressions that are highly specific for that par

ticular discourse occur together with expressions that are less specific. The identi-· 

ft.cation of such differences is not easy, especially for a non-specialist . To overcome 

the inability of identifying glossaries with mainly highly specific terms alone, I 

collected expressions from three different domains and chose specialist terms on 

the basis of web frequency. 

The procedure for gathering technical terms started with the extraction of all the 

N-N and adj-N pairs from each of the three glossaries. Then, for each pair, which 

from now on is considered as a unique term (two-word term) , a Google search was 

instigated using the term as query to retrieve the number of web pages containing 

that particular query. The count of Google frequencies is not accurate, nonetheless 

is a useful value as argued in (Keller and Lapata, 2003) . Document frequency is a 

simple indicator of the spread of a term over a corpus, and is more reliable than 

sample frequency. Suppose for example that two terms occur the same nU:mber of 

times in a corpus. If one of the terms occurs in few documents and the other in 

almost all, it is likely that the former is a more specialist term than the latter. 

Terms with a number of hits bigger than 1 ,000,000 were discarded as non-specialist 

terms, while those with a web frequency smaller than 500 were discarded as terms 

for which the web could not provide enough material for building a corpus. Since 

frequency changes the behaviour of words, the remaining set of terms in each 

glossary was also divided into three subsets according to the number of hits: 

• low frequency specialist terms ranging between 500 and 1 ,000 hits; 

• medium frequency specialist terms ranging between 1,001 and 100,000 hits; 

• high frequency specialist terms ranging between 100,001 and 1 ,000,000 hits. 

The terms in each subset were ranked in increasing order according to the number 

of hits so that the more frequent terms appear at the beginning of the list in 

3See http: //wwv . uwas a . fi /comm/termino/termlist . html 
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each subset. The first ten terms in each subset were used as "seed terms" for 

the development of the corpora. The 90 specialist terms - 10 terms for each of 

the three subsets for each of the three domains - are presented in appendix G.l ,  

together with their web frequency. 

9.3.2 The general terms 

As briefly mentioned before, in the experiment an arbitrary subset of the N-N and 

adj-N pairs in the BNC was used as general terms. The simple procedure used to 

obtain a set of general terms consists of: 

• extracting all the N-N and adj-N pairs from the BNC and counting their 

document frequency, i.e. the number of BNC documents in which each pair 

occurs at least once; 

• ranking the list of pairs according to their document frequency so that more 

widespread pairs appear at the beginning of the list 4 ;  

• calculating the number of web pages containing each pair in the list and 

removing those terms with a web frequency smaller than 1 ,000,000 hits 5 .  

The method used for extracting BNC pairs caused the list to contain some highly 

similar terms like insurance companies/insurance company, north east/north west, 

city council/ country council/ district council. To avoid using such similar terms for 

the development of corpora, pairs containing at least one word previously spotted 

in the list were removed from the list. 

Among the pairs obtained at the end of the procedure the first 70 were selected as 

general terms. They are listed in appendix G.l ,  together with their web frequency. 

9.4 Developing corpora 

The main requirement that corpora have to fulfil for the homogeneity measures 

to be applied correctly is to be monolingual corpora. Because of the variety of 

4The likelihood of a term being general is higher for those terms with a greater document 
frequency (see the discussion in the previous section) . 

5 1 ,000,000 hits was the threshold fixed to discard, among the pairs extracted from the glos
saries, those which seemed too frequent to be truly specific terms. Similarly, in this case, it was 
used to discard those pairs which might be too rare to be truly general terms. 
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the documents present on the web, a working definition of what is to count as 

language is needed and the procedure for developing corpora from terms used in 

this experiment has to be based on this definition. 

At one extreme, everything included in the Brown corpus (bar the annotations) is 

clearly language. At the other: images and sounds are clearly not 6. In between 

various problematic points can be identified, including indexes, bibliographies and 

headings. 

Three main considerations led to the definition of what a language is in this ex

periment . First, the document URL gives simple but essential suggestions about 

the nature of the document through the file extension. Second, when a document 

is particularly small: it is hard to determine whether the content of the document 

is a good instance of language. Third, Google provides free and relatively accurate 

technology to identify human languages. 

Therefore: a document contains text in the proper language if and only if: 

• the document URL ends with one of the following patterns: " .html" , ".htm'' , 

"/" and ".txt" ; 

• the document size is greater than 2000 bytes; 

• Google technology considers it a document in English; 

The document dimension in the first condition was fixed on the basis of an empirical 

test, while the third condition was realised by setting to English ( "lang_en" ) the 

language restriction option in each Google Web API search. 

The strategy adopted throughout the experiment was to err towards strictness, 

and to throw out items if there was not enough confidence to consider them as 

good instances of English, on the basis that the web is huge and one can always 

get more data. So there is no need to use data one is not entirely sure of. 

A further problem is represented by HTML markup, which is clearly not English. 

It was my intention from the outset to exclude the markup from the computations 

used to build the corpus profile. The idea of using the semantics of HTML tags to 

guide the identification of language segments within documents is appealing, but 

it was not pursued here. 

6Text may be contained in images but this issue is not addressed here. 
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For the purposes of developing corpora, specialist and general terms were used in 

the same way. The starting point consisted of instigating a Google Web API search 

for each term used as a query. The aim of this first step was to retrieve the term's 

web frequency. When the total number of hits for a term was greater than 10 ,000 7 ,  

the query - made of a single term - was enriched with a word randomly chosen 

from a list of low variance words 8 .  Variance is one of the possible measures that 

can be used to quantify word "burstiness'' , i.e. the word's distribution in a corpus·. 

A word scores a low variance value when it tends to be equally spread across 

the documents in the corpus, i .e. when the word's behaviour is not particularly 

affected by possible differences in style, genre, and domain among documents in the 

corpus. The list of low variance words used in this experiment is a subset of Adam 

Kilgarriff's list of BNC words 9 .  This experiment used words with a variance less 

than or equal to 0 . 1 .  The decision to add low variance words to highly frequent 

terms was taken to prevent the retrieval of pages containing the search term in 

the title. Moreover, augmenting the query size also increases the probability of 

retrieving documents likely to contain text. The procedure of inserting a new low 

variance word in a query was iterated until the number of hits for the updated 

query wM smaller than 10,000. At this stage, each query was made of a single 

term, or a term plus one or more low variance words. 

Before moving to a further step, for the terms belonging to the metallurgical do

main a slightly different exercise was also performed. The term "metallurgy" was 

added to each specialist term to form new "enlarged" specialist terms� Then, for 

each of them, the procedure for calculating web frequency adding, when necessary, 

a low variance word WM performed without further differences. The decision to add 

the term for the field to the queries was taken to test a more specific hypothesis: 

specialist terms enriched with the term for the field give rise to more homogeneous 

corpora than specialist terms alone. 

The second step consisted of instigating a new Google Web API search for each 

query to loop through the results and print the URLs of the pages containing 

the search term. In this experiment, the number of loops wM set to 50 and the 

number of results retrieved for each loop to 10, so that 500 URLs were collected for 

7The threshold of 10,000 occurrences was used in the process for gathering specialist and 
non-specialist terms as well. It was employed to discharge too frequent specialist terms and too 
rare non specialist terms (see section 9.3). 

8The addition in the query of each low variance word was performed through a logical "and" . 
9For the complete list of variances and details on how the scores were calculated see 

http : / /www . lexmasterclas s . com 
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each term. Then: the URLs were parsed: secure pages were discarded along with 

addresses that did not end with one of " .html': , " .htm': , "t and ".txt': . Finally, 

downloads for each of the remaining URLs were attempted using the wget function, 

with most but not all pages successfully retrieved (some pages did not exist any 

more: or could not be found at that specific time) . The source of each retrieved 

page was stored in a different page. The downloading process produced 68 corpora 

based on general terms: and 79 corpora based on specialist terms. 

The corpora obtained in this way were extremely rough. So the third step in the 

creation of experimental data consisted of applying filters to get rid of documents 

that would bring mainly noise into the experiment and the HTML tags. All the 

files containing less than 2000 bytes were discarded. Then all the html tags and 

some selected environments, such as comments, scripts and style definitions were 

filtered out . Also, some special characters were removed or converted 10 (e.g. '&lt ;" 

was converted to "<" ) .  At the end of this third step corpora contained only text 

according to the working definition presented. 

A further issue was represented by corpus size. The developed corpora were all 

different in size. Although the procedure retrieved the same number of URLs, not 

all pages were successfully downloaded. Moreover, web pages were very different 

in size (e.g. few lines or several pages) . So the last step of the procedure consisted 

of fixing a common corpus size, removing small corpora and reducing the size of 

the bigger. For this experiment the corpus size was fixed at 140,000
_
words. This 

corpus size is the same as that used in the experiment in chapter 8. This opens the 

way for direct comparison with the homogeneity scores established there 11 . To 

reduce the size of big corpora all the corpus documents were merged in a random 

order. Then the 140 ,000th word of the corpus was identified and the corpus was 

truncated at the end of the sentence containing that word. At the end of step 

four there were respectively 58 corpora based on general terms and 96 based on 

specialist terms. Among the latter: 26 were derived from chemical terms, 26 from 

genetic terms, 28 from metallurgical terms without adding the term for the field 

and 26 with the addition. 

The part of speech annotation was performed with the RASP system (Briscoe and 

Carroll, 2002) already used in the previous experiment. In this case the RASP 

10The complete list of the characters which were removed or converted can be found in the 
files called "filterl .pl" and "filter2.pl" in the cd containing the software produced for the thesis. 

1 1  Also the type of internal features used for the production of corpus profiles - POS tags - is 
the same as that used in the experiment in chapter 8. 
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tool was run as it is distributed for the annotation of general text; i.e. using the 

resources provided by the developers. 

9.5 Measuring corpus homogeneity 

The homogeneity of each of the 164 corpora was calculated using the measures 

described in chapter 6. This experiment used a unique feature type (POS tags) ,  

a unique normalization method (without smoothing technique) , and two inter

document measures (G2 and D(pl lq) ) . So at the end of this computation two 

different sets of values for homogeneity were produced. Appendix G.2 reports the 

homogeneity values obtained for each corpus. In the appendix there is a table for 

each set of terms (chemistry, genetics; metallurgy and general reference) and each 

inter-document measure employed. In each table, corpora are ranked in increasing 

order according to their homogeneity values so that the most homogeneous corpora 

appear at the beginning of each list. Corpora are named from the term used as a 

query for their development. 

In the experiment in chapter 8 . the homogeneity values obtained on the seven 

BNC subcorpora vary between 0.0188 for the Guardian corpus; which is the most 

homogeneous, and 0.228 for the Leisure corpus; the least homogeneous 12 . The 

homogeneity figures obtained for the web corpora were compared against the fig

ures obtained for the BNC subcorpora. For the corpora based on general terms 

none of them score a value smaller than the homogeneity value of the Guardian 

subcorpus, but almost all (bar one) have a homogeneity value smaller than the 

Leisure subcorpus. For the 96 corpora based on specialist terms just five scored 

a homogeneity value smaller than 0.0188. They are the corpus based on the term 

"centromere interference" from the genetic domain, and four corpora derived from 

terms of the metallurgical domain when the term "metallurgy" was used to enlarge 

the query ( "mill-edge" ; "sinker-steel" , "coil-breaks'' and "long-terne" ) .  21  corpora 

scored a homogeneity value greater than 0 .228. 

Table 9 . 1  shows a small extract of the homogeneity values obtained using G2 as 

inter-document measure. For each of the five sets of terms (chemistry, genetics, 

metallurgy-one, metallurgy-two - enriched with the word "metallurgy''- and gen

eral reference) the homogeneity values are reported just for the first and last four 

12The figures reported were obtained using G2 
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Domain Corpus homogeneity standard dev. 
Chemistry basicity-function 0.0242 0.0193 
Chemistry degenerate-rearrangement 0.0322 0.0261 
Chemistry reaction-mechanism 0.0479 0.0390 
Chemistry stationary-state 0 .0707 0 .0198 
Chemistry valence-isomer 0 .2141 0 . 1474 
Chemistry cation-radical 0 .2226 0.2249 
Chemistry equilibrium-control 0 .2336 0 .1788 
Chemistry specific-catalysis 0 .3068 0.2463 

Genetics ·centromere-interference 0 .0061 0 .0047 
Genetics genome-project 0 .0642 0.0189 
Genetics escherichia-coli 0 .0664 0.0243 
Genetics adaptive-value 0 .0730 0.0271 
Genetics synaptonemal-com plex 0 .2154 0. 1891 
Genetics restriction-site 0.2229 0 .1141 
Genetics recombinant-clone 0 .2278 0.2267 
Genetics gametic-selection 0.2396 0. 1341 

Met. one endurance-limit 0.0714 0.0211 
Met. one specific-gravity 0 .0807 0.0254 
Met. one cold-reduction 0.0922 0 .0439 
Met. one blast-furnace 0 .0927 0 .0397 
Met. one mill-edge 0 .2884 0 . 1727 
Met. one shrinkage-cavity 0 .2899 0. 1492 
Met. one cluster-mill 0 .3047 0 .1934 
Met. one sinker-steel 0 .3916 0.3921 
Met. two mill-edge 0.0008 0.0003 
Met. two sinker-steel 0 .0018 0.0'016 
Met. two coil-breaks 0 .0037 0 .0060 
Met. two long-terne 0.0082 0.0132 
Met. two indentation-hardness 0.3889 0 . 1996 
Met. two alpha-iron 0.4204 0.3259 
Met. two blast-furnace 0 .5131 0.4200 
Met. two tensile-test 0 .5154 0.3838 
Gen. ref. home-secretary 0 .0521 0 .0244 
Gen. ref. way-things 0.0530 0 .0145 
Gen. ref. health-care 0 .0556 0.0108 
Gen. ref. city-centre 0 .0595 0.0143 
Gen. ref. university-college 0. 1749 0.1066 
Gen. ref. world-cup 0. 1914 0.0728 
Gen. ref. health-service 0 .2037 0 .0873 
Gen. ref. building-society 0 .2057 0 . 1140 

Table 9 .1 :  Homogeneity values and standard deviations obtained using POS tags 
and G2 for some of the corpora used in the experiment. 
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corpora in each ranked list. 

The homogeneity figures did not show any particular difference between corpora 

based on specialist and general terms1 so the scores for the corpora based on general 

terms were compared against the homogeneity scores for each set of corpora based 

on specialist terms1 resulting in eight different comparisons. 

9 . 6  Results 

Corpora Measure nl n2 u p Significance 
(one-tailed) at 2 .5% 

C-R G"" 58 26 969 .0  0 .018992* yes 
G-R G"" 58 26 853 .0  0 .170996* no 

Ml-R G"" 58 28 1 183.0 0 .000238* yes 
M2-R a2 58 26 959.0 0.023917* yes 
C-R D(pj j q) 58 26 950.0 0.02936* no 
G-R D(pj j q) 58 26 863.0 0. 147623* no 

Ml-R D(pl Jq )  58 28 1174.0 0.000321 * yes 
M2-R D(pj l q) 58 26 959.0 0.023793* yes 

Table 9.2 :  Mann Whitney U values and level of significance. 

Assuming that specialist terms give rise to more homogeneous corpora. than general 

terms1 the homogeneity values of corpora based on specialist terms were expected 

to be generally smaller than the homogeneity values scored by corpora based on 

general terms. An appropriate test for this task is the Mann-Whitney U test 

(Owen and Jones, 1977) , a non-parametric statistical significance test. It assesses 

whether the degree of overlap between two observed distributions is less than would 

be expected by chance. The null hypothesis is that the two samples are drawn from 

the same population. The test shows whether the differences between the two sets 

of corpora - specialist and general - may have occurred by chance. 

The statistical values necessary for the application of the test were computed using 

freely distributed software 13 . The results are presented in table 9.2 .  

Each set of corpora in table 9 .2  is  identified by its initials, so "C" stands for Chem

istry, "G" for Genetics "Ml" for Metallurgy when the terms are used alone, "M2" 

13 See http : I I eat worms . swmed . edu/ieon/ stats/utest . html 
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for Metallurgy, when the term "metallurgy" is added in the developing process, 

and "Rn for General Reference. 

For three permutations (G-R using G2, C-R and G-R using D(pj l q) ) , the difference 

was not significant at 2.5% level i.e. there was no evidence for a difference in 

homogeneity between corpora developed using specialist and general terms. 

For the other five permutations, for which the difference was significant at 2 .5% 

level the homogeneity values showed that the corpora based on general terms were 

slightly more homogeneous than the corpora based on specialist terms. 

So on each occasion, the hypothesis that specialist terms gave rise to more homo

geneous corpora than general terms was rejected. 

9.  7 Discussion 

The experiment clearly showed that the hypothesis about the genre specificity of 

terms made of N-N or adj-N sequence was generally false. Possible reasons for the 

hypothesis not being confirmed are the following: 

• the definitions of specialist and general terms are incorrect ; 

• the use of short queries - made of single specialist terms - does not succeed 

in clearly identifying the specialist discourse from which similar documents 

can be obtained. 

The last issue was briefly investigated by adding the term for the field (i.e. "met

allurgy" ) to the metallurgical terms and comparing the homogeneity scores of the 

corpora based on metallurgical terms alone (Ml corpora) against the homogeneity 

scores obtained by the corpora developed using those specialist terms plus the term 

for the field (M2 corpora) . For 13 terms the homogeneity score decreased when 

"metallurgy" was added to the query; for other 13,  in contrast, the homogeneity 

value increased. Finally for two terms the addition of the term for the field caused 

the production of too small corpora. The hypothesis that specialist terms enriched 

with the term for the field gave rise to more homogeneous corpora than specialist 

terms alone was rejected as well. 

Because the experiment did not confirm the hypothesis, I inspected some of the 

corpora, and found that in the most homogeneous corpora many documents were 
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duplicates or near-duplicates; conversely, there was a high degree of heterogeneity 

in the other corpora. 

All the corpora with a homogeneity score smaller than 0 ,  04 appeared to be signif

icantly affected by duplication. 

Amongst the web pages for genome project, a specialist term with a low score from 

the genetic domain 14 that did not show any duplication among its documents,· 

there were a biography of an Estonian artist; a list of live music events and a page 

about Oscar predictions. Naturally, the majority of the pages was on genetics, 

but these pages contained a high degree of heterogeneity, with some describing 

academic or national projects, one being the page dedicated to biology and Chris

tian ethic of the Episcopal Church in Florida, and one was a page about biology 

explained to children. The corpus related to city centre, a low scoring corpus based 

on a general term, seemed to get its low score because most of the pages were home 

pages of hotels sited in the city centre of towns all over the world. Equilibrium 

control, a high-scoring corpus based on a specialist term from the chemical domain, 

included a page about the sun and stellar structure, a page on biped locomotion, 

one about adolescent scoliosis, another about the revelation of the "Temple of the 

Sun" and various pages about academic projects (a project for developing and test

ing coordinated control of motorway networks, another about assessing the long 

term contaminant load of mine water discharges, a third about moving robots) .  

The experiment clearly showed that the web contains all sort of documents,  of all 

sort of genres, for specialist and general terms alike and the hypothesis about the 

genre specificity of terms is false. But the qualitative investigation of corpora leads 

to suspect that the underlying intuition might be valid in rather more constrained 

ways than the ones originally imagined. 

As previously mentioned two of the possible reasons for the hypothesis not being 

confirmed were the incorrectness of the definitions of specialist and general terms, 

and the use of too short queries which did not succeed in clearly identifying the 

specialist discourse from which similar documents can be obtained. 

The definition of specialist and general terms used in the experiment assumed a 

difference in document frequency between specialist and geneneral terms which 

seems to be untrue. Specialist terms were N-N and adj-N pairs with a document 

frequency lower than the general terms. This may be true but not always true 

14A low score indicates homogeneity, a high score, heterogeneity. 
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since the document frequency of rare general terms is similar to the document 

frequency of specialist terms (at least to the document frequency of the most 

frequent specialist terms) . 

Regarding the query size issue: it would be interesting to run the experiment using 

the Boot Cat toolkit. The Boot Cat system (Baroni and Bernardini, 2004) which 

was recently distributed, randomly combines the terms to use as initial Google 

queries. Then it applies a term extraction procedure to the downloaded corpus to 

identify other terms by comparing the frequency of occurrences of each term with 

its frequency of occurrence in a reference corpus. Random combination of the new 

terms are then used for a new iteration of the procedure for downloading a corpus. 

9 . 8  Conclusion 

The main purpose of this chapter was to present an example of the homogeneity 

measures proposed in chapter 6 in use. The chapter presented a study into the 

relation between the linguistic characterisation of corpora, and datasets obtainable 

for download from the Web, and the possibilities and difficulties of the interaction 

of the two. It showed how corpus profiling can be used in the design of language 

corpora. 
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Chapter 1 0  

Conclusions 

This final chapter is  organised into three sections: section 10 .1  restates the general 

problem the thesis aims to tackle, section 10.2 summarises the contributions of the 

thesis to corpus profiling and comparison, while section 10.3 outlines directions for 

future research. 

10.1  The thesis research questions 

Nowadays, the predominant methodology in the field of Natural Language Pro

cessing (NLP) is corpus-based. For many languages it is relatively ea.sy to acquire 

raw textual data for creating large corpora, and the technology to analyse the 

language data is growing faster, more robust and more accurate. However, the 

field lacks strategies for describing and comparing corpora. As a result, when an 

interesting finding is obtained using one corpus on a specific task, it is not clear 

for what other corpora the same finding would hold. 

In the thesis the issue has been reformulated and constrained as follows: 

• does an NLP application perform better when trained and tested on corpora 

judged as homogeneous? 

• does it perform better when trained on corpus A and tested on corpus B, if 

A and B are judged to be similar? 

To make progress in these questions this thesis investigates the issue of corpus 

profiling, as a way of capturing relevant linguistic information contained in corpora, 
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and the notion of corpus homogeneity and similarity that are at the basis of a�y 

attempt to compare corpora. 

Up to now corpora have usually been described in terms of external features (e.g., 

the "Wall Street Journal corpus'' , the "Patient Information Leaflet corpus'' ) which 

are not present in the corpus documents but assigned by people on the base of 

social, situational or functional evidence. Therefore corpus profiles based on ex

ternal features may misrepresent the textual and linguistic factors, which are the 

data used by automatic systems. 

In this thesis, the corpus profiles chosen for representing corpora are based on 

document internal features, which are linguistic, more or less directly present in

side corpus documents and countable. It follows that they can be automatically 

produced and the thesis has shown that they can be used in the computation of 

statistics for the quantification of corpus homogeneity and similarity. 

10.2  The contributions of t his thesis 

The main contributions of this thesis are: 

• to give a definition for corpus homogeneity and similarity that is not circu

lar and can provide gold standard judgements for the evaluation of corpus 

homogeneity and similarity; 

• to provide a methodology for estimating corpus homogeneity and similarity, 

based on frequency lists of document internal features and an inter-document 

similarity measure. 

1 0 . 2 . 1  Definitions o f  corpus homogeneity and similarity 

The existing definitions of corpus homogeneity and similarity are as follows: 

• homogeneity: a corpus is homogeneous if and only if all its documents 

belong to the same language variety; 

• similarity: two corpora are similar if and only if they represent the same 

language varieties. 
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These definitions in terms of language varieties are task-independent but circular 

because of the difficulty in determining what a language variety is (see section 4.4) . 

This thesis has provided new definitions of corpus homogeneity and similarity in 

terms of NLP system performance, so avoiding the circularity problem. The two 

new definitions are: 

• homogeneity: a corpus is homogeneous if an NLP application trained on 

part of a corpus and tested on the remaining parts performs well; 

• similarity: corpora A and B are similar if an NLP application trained on 

corpus A and tested on corpus B (or vice versa) performs well. 

These definitions make homogeneity and similarity both task-specific and application

specific. It follows that a corpus is homogeneous, and two corpora are similar, only 

with respect to a particular NLP task performed by an application, and the type 

of linguistic information considered in the task. 

Task-specificity may appear as a limitation of these new definitions. People have 

intuitions about corpus homogeneity and similarity, and a detailed analysis of such 

intuitions may identify possible new task-independent definitions that are not af

fected by circularity. But corpora are complex and multi-dimensional objects that 

are not usually built for human use. People cannot have fine-grained enough 

knowledge of all the different aspects of a corpus to produce complete and accu

rate descriptions of corpora that can be used for their direct comparison. Many 

corpora are built for automatic systems to exploit, and each task performed by a 

system tackles a particular corpus aspect and the corresponding type of linguistic 

information. Therefore it is likely that , to be useful, corpus profiles and definitions 

of homogeneity and similarity will need to be task-specific, and any attempt to 

move to task-independence will be affected by circularity owing to the impossibil

ity of representing the complexity and multi-dimensionality of corpora in a single 

profile. 

The definitions in terms of system performance also make homogeneity and sim

ilarity relative and not absolute quantities. Again this does not seem to be a 

problem since the usefulness of the notions of corpus homogeneity and similarity 

is in relation to corpus comparison. 
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1 0 . 2 . 2  Measures for estimating corpus homogeneity and 

similarity 

The non-circular definitions of homogeneity and similarity suggest that the proper 

measure for calculating corpus homogeneity and similarity is accuracy. However, 

accuracy is a particularly costly measure and its use is problematic for practical 

applications since it assumes the availability of manual annotation. So the second 

aim of the thesis is to produce measures that do not involve the use of language 

technology applications. Necessarily, such measures represent an approximation 

of the accuracy values. However, the use of the accuracy values as gold standard 

judgements in the evaluation of the measures allow us to understand to what degree 

they succeed in approximating accuracy. 

Apart from not having to use a language technology application, there are three 

more constraints a measure for corpus homogeneity or similarity should fulfil to be 

useful. It should be: 

• easy and quick to compute, so that it can be applied to corpora of any size; 

• domain-independent so that it can be applied to corpora of any language 

variety; 

• language-independent so that it can be applied to corpora of any language. 

This thesis has proposed and evaluated two measures, one for corpus homogeneity 

and the other for corpus similarity, which are both based on feature frequency lists 

and an inter-document similarity measure: 

• homogeneity is computed as the average and standard deviation of the inter

document similarity values computed for each pair of frequency lists repre

senting the documents in the corpus; 

• similarity is represented by the inter-document similarity value computed be

tween the two frequency lists that represent the corpora we want to compare. 

The measures (which have been implemented in Perl) can use six different types 

of internal features (all words, content words, function words, lemmas, POS tags 

and POS tag bigrams) and three inter-document similarity measures (x2 ,  G2 and 

D(p\ \q) ) .  
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The experiments described in chapters 7 and 8 show that the measures proposed 

give fair estimates of the homogeneity and similarity of corpora in relation to a 

document classification and a POS tagging task. For the POS tagging task the 

measures succeed in estimating both corpus homogeneity and similarity; for the 

document classification task the success of the measures is limited due to the 

heterogeneity and lack of data available and the particular nature of the task. In 

both cases the measures which use G2 and D(pi !q) outperform the measure based· 

on x2 that in the literature proved to be reliable (Kilgarriff, 2001) .  

In principle, any task that is  performed using a machine-learning algorithm is ap

propriate for the evaluation of the measures . However, there is a major constraint 

in experimenting with other tasks, i .e. the availability of corpora containing the 

correct answers, which are needed for the computation of the accuracy values. 

These corpora are not easily obtain11ble since producing them involves manual an

notation or automatic annotation followed by manual checking. Moreover, these 

corpora are often quite small in size, causing the statistical measures for homo

geneity and similarity not to be reliable. The evaluation method proposed also 

requires evaluation corpora for the same task for distinct text types, and these are 

rarely available. 

The experiment described in chapter 9 presented a preliminary experiment which 

show the measures for homogeneity "in use" . In the experiment the measures were 

used to explore the hypothesis that technical terms give rise to more homogeneous 

corpora than general terms. The hypothesis was not confirmed. 

1 0 . 2 . 3  Constraints o n  measures for computing corpus ho

mogeneity and similarity 

To what extent do the measures proposed in chapter 6 fulfil the three requirements 

for useful homogeneity and similarity measures? Once the features have been 

annotated the frequency list can be computed easily and quickly for the corpora 

nowadays available (i .e. of size of the order of hundreds of millions of words) . In the 

experiments described in this thesis five types of document internal features were 

used: all words, content words, function words, POS tags and POS tag bigrams. 

However, the measures can be easily applied to any type of document feature, such 

as surface features, which are directly present in the corpus, and structural features, 

which can be made explicit during a pre-processing phase. Nevertheless there are 
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obviously great differences between the complexity of computing the various types 

of feature. This complexity depends on how close the feature is to the surface text, 

on the language, and on the availability for that particular language of automatic 

annotation tools. 

Regarding corpus size, on the one hand, the statistical nature of the inter-document 

similarity measures means that estimates for the homogeneity and similarity of 

small corpora can be inaccurate. On the other hand, the computation involved in 

processing frequency lists for very large corpora can adversely affect the speed of 

the calculation of both homogeneity and similarity. 

In the experiments corpora of fixed size were used. They were split into segments 

of the same size without concern for the natural boundaries of documents. The 

use of less artificial corpora and segmentation strategy is something it should be 

addressed in future experiments. 

Regarding domain independence, experiments described in this thesis have involved 

using corpora of various domains taken from the BNC. The BNC is a corpus 

designed according to a specific set of criteria, so corpora built in a less careful 

way may provide a more difficult task for the measures proposed. However the 

experiment in chapter 9 that computed the homogeneity measures for ·corpora 

automatically derived from the web did not point out any major problem in the 

application of the measures to this type of corpora. In the experiment the measures 

for homogeneity were used to explore the hypothesis that technical terms give 

rise to more homogeneous corpora than general terms. The hypothesis was not 

confirmed. 

Regarding language-independence, the experiments have only dealt with English 

texts, owing to their availability and the availability of annotation tools. Testing 

the measures on corpora of other languages should be part of future research. In 

principle, it is possible to say that the measures could be applied to corpora of 

any language. Again the main difficulty resides in availability, accuracy and the 

robustness of annotation tools for a particular language. Moreover, to evaluate the 

measures with respect to other languages, appropriate evaluation corpora for the 

other languages would also be necessary. 
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10. 2.4 Producing other measures 

From the literature reviews presented in chapter 3 and 4 it emerged that each 

of the four steps which make the algorithm behind the measures proposed for 

homogeneity and similarity can be carried out in slightly different ways from the 

ones chosen in this thesis. For example it would be possible to analyse: 

• other features (such as word meaning and document layout 1 ) ; 

• other sequence featlires: with the only exception of the POS tag bigrams, 

homogeneity and similarity were defined here over unigram distributions -

however more complex sequence features could be defined; 

• other inter-document measures (such as Fisher's exact test or cosine) and 

other statistic methods 2 ;  

• other feature selection techniques (such as ones that can cope with zero 

frequencies) . 

10.3  Directions for fut ure research 

There are several directions for future research which may shed further light on 

the issue of corpus homogeneity and similarity and more generally about corpus 

profiling and comparison. They are: 

1In particular, the work described here has not considered how HTML and other ma.rkup 
languages could be used to define surface-level features 

2 An example: chapter 7 has introduced Rainbow, a Naive Bayes classifier, that has been 
used as a black box in the experiment. However, looking at the algorithm used in Naive Bayes 
classification it is possible to recognise a further measure for homogeneity and similarity; a 
measure which is not so different from the ones proposed in chapter 6. In fact, the Naive Bayes 
classifier computes a vector for each class present in the training set, on the basis of the internal 
features which a.re present in all the documents that belong to a particular class. Next the 
probability of each feature being present for each of the classes. The new document is assigned 
the class with highest probaility, computed from the class probability and the feature/class 
probabilities for features present in the new document. When Naive Bayes classifiers are used 
in content classification, the document features commonly used a.re words. But with simple 
changes during the pre-processing phase, documents can be transformed from containing words 
into containing whatever type of features we want to analyse (e.g. POS tags, word senses, layout 
features etc.) .  It follows that corpus homogeneity and similarity computed using a Naive Bayes 
classifier might be studied using many different feature types, and consequently many different 
corpus aspects. 
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• to widen the definition of corpus homogeneity by analysing the relation be

tween homogeneity and size of training data; 

• to widen the scope of the measures for corpus homogeneity and similarity by 

studying the possibility of profiling and directly comparing not only homo

geneous but also balanced corpora; 

• to integrate the measures for corpus homogeneity and similarity in the process 

of corpus design. 

The experiments in this thesis did not fully investigate the relationship between 

corpus homogeneity and the size of the training set required by a system in order 

to achieve high performance in an NLP task. The main reason for this was lack of 

sufficient , appropriate data. The intuition to explore is that a system can achieve 

a certain degree of accuracy using a relatively small training set, when the corpus 

is homogeneous. The same system would require a much bigger training set in 

order to achieve the same accuracy where the corpus used is not so homogeneous. 

A preliminary experiment - based on, but extending, the experiment described 

in chapter 7- was carried out using Rainbow and different sizes of training set. 

The set sizes used were 1, 5 and 10 documents. Appendix F presents an· extract 

of the Rainbow accuracy values, obtained using all-words for the five top-, five 

middle- and five bottom-ranked corpora. The results in table F.1 show that for 

each training size Rainbow achieves high accuracy when the most homogeneous 

corpora are used, lower accuracy values when less homogeneous corpora are used, 

and extremely low accuracy values when heterogeneous corpora are used. Further 

experiments could be run to clarify the relationship between homogeneity and 

training data size. The main constraint in the carrying out this study is again 

represented by the availability of corpora with manually checked tagging containing 

homogeneous subcorpora of relevant size. 

The study of homogeneity has the aim of distinguishing corpora made up of doc

uments that belong to the same language variety (homogeneous corpora) from 

corpora made of text that belong to different language varieties (balanced cor

pora) . This is of interest for its own right since it give useful information about 

the internal characteristic of a corpus. Moreover, it is of interest since it repre

sents the preliminary and necessary step to any quantitative attempt to analyse 

similarity among corpora, as presented by Kilgarriff (2001 ) .  In fact, the validity of 

any measure for corpus similarity may be questioned when a homogeneous corpus 
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is directly compared against a balanced or an heterogeneous corpus. This thesis 

has analysed the similarity among homogeneous corpora. A next step would be 

to address the issue of similarity between a homogeneous and a balanced corpus, 

or between two balanced corpora. The first step in this direction should address 

the problem of profiling balanced corpora. Can frequency lists of internal feature 

successfully represent the various types of documents which made up a balanced 

corpus? The answer to this question represent an interesting challenge and will 

shed further light on the issue of corpus comparison since it will make it possible to 

extend the scope of corpus similarity measures (and the range of possible compar

ison among corpora) . Not only among homogeneous corpora but also between a 

homogeneous and a balanced corpus - to check whether the language variety rep

resented in the homogeneous corpus is among the ones represented in the balanced 

corpus - or two balanced corpora. It seems to be plausible that a single frequency 

list will not be able to adequately represent the characteristics of the different 

components of a balanced corpus is made up. However, if profiles for balanced 

corpora can still be based on frequency lists, at least in principle the measures for 

similarity presented in this thesis could be applied to new, more complex profiles 

without major problems. 

A further aspect that might be worth investigating is the possibility of integrating 

the measures for homogeneity and similarity into the corpus design process, par

ticularly when creating large corpora automatically from text on the Web. The 

BootCat system (Baroni and Bernardini, 2004) for building specialised language 

corpora, and the procedure presented by Santini (2005) for automatically detect

ing genres on the web are examples of corpus design processes which might benefit 

from combining with corp-q.s homogeneity and similarity measures. 
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Appendix A 

Example of a frequency list and a 

probability distribution 

Tables A.l ,  A.2 ,  A.3 and A.4 presents the document profile built according to the 

methodology described in chapter 6 .. The document used is the first of the 10 slices 

into which we have divided the Guardian corpus used in the experiment described 

in chapter 8. We used the POS tag as features and we present the frequency, the 

probability and the smoothed probability of each tag in decreasing order. The size 

of the text is 140,106 words. 
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POS tag Frequency Probability Smoothed prob. 
NNl 17579 0 .125469288 0 .125463576 

JJ 10420 0.074372261 0.07 4368993 
NPl 9263 0.066114228 0.06611 1355 

II 9223 0.06582873 0.06582587 
AT 9221 0.065814455 0.06581 1596 

NN2 7156 0.051075614 0.05107346 
YCOM 6153 0.043916749 0.043914937 

- 5500 0.039255992 0 .039254403 
YSTP 5417 0 .038663583 0 .038662023 

ro 3828 0.02732217  0.027321152 
ATl 3084 0.022011905 0 .022011141 
vvr 3045 0.021733545 0 .021732794 

VVD 3017 0.021533696 0 .021532955 
VVN 2966 0.021169686 0.021168962 

cc 2894 0.020655789 0 .02065509 
RR 2663 0.019007038 0.019006417 
TO 2223 0 .015866558 0.015866088 

YQUO 2024 0.014446205 0.014445803 
NNB 1682 0.012005196 0.01200491 
VVG 1604 0.011448475 0.011448216 

MC 1554 0.011091602 0.01109136 
VM 1403 0 .010013847 0.010013656 

APPGE 1331 0.00949995 0.009499784 
IF 1098 0.007836923 0.007836837 

GE 1070 0.007637075 0.007636998 
CST 1045 0.007458638 0.00745857 
VBZ 998 0.007123178 0.007123126 
vvz 921 0.006573594 0.006573568 

CS 900 0 .006423708 0.006423689 
VBDZ 881 0.006288096 0.006288084 

PPHSl 739 0.005274578 0.005274614 
RT 728 0.005196066 0.005196106 

NNTl 726 0 .005181791  0.005181831 
rw 720 0 .005138966 0.005139009 

PPHl 708 0 .  005053317 0.005053363 
VBI 674 0.004810643 0.004810702 
vvo 669 0.004774956 0.004775016 

RP 628 0.004482321 0 .004482394 
MD 614 0.004382396 0.004382475 

Table A.l :  Example of POS frequency list and probability distribution with and 
without smoothing. Part I: the 50 most frequent tags 
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POS tag Frequency Probability Smoothed prob. 
DDl 581 0.00414686 0 .00414695 

DDQ 564 0.004025524 0.004025619 
VHZ 536 0.003825675 0 .00382578 

xx 529 0.003775713 0.00377582 
CCB 493 0.003518764 0 .003518884 
VBR 488 0.003483077 0 .003483199 

YDSH 427 0.003047692 0.003047835 
NN 383 0.002733645 0 .002733802 

VBN 382 0.002726507 0.002726665 
NNT2 373 0.00266227 0.002662431 
VHD 373 0.00266227 0.002662431 

PNQS 369 0.00263372 0 .002633882 
VBDR 367 0.002619445 0.002619608 

VHO 341 0 .002433871 0.002434043 
PPHS2 336 0.002398184 0 .002398358 

RG 332 0.002369634 0.002369809 
DA 296 0 .002112686 0.002112873 
DD 280 0 .001998487 0 .001998679 

MCl 272 0 .001941387 0.001941582 
CSA 261 0.001862875 0.001863074 

NP Ml 240 0 .001712989 0.001713195 
DB 238 0 .001698714 0.00169892 
RL 226 0 .001613064 0.001613275 

PPIS2 224 0.001598789 0 .001599001 
VHI 204 0 .00145604 0 .001456259 

NNU 194 0.001384666 0 .001384887 
EX 194 0.001384666 0 .001384887 

PPISl 187 0.001334704 0 .001334928 
JJR 185 0.001320429 0.001320653 

NNLl 174 0.001241917 0 .001242145 
DA2 158 0 .001127718 0.001127951 
DD2 156 0.001113443 0.001113677 

YCOL 148 0.001056343 0.00105658 
NPDl 147 0.001049206 0.001049443 

YBL 135 0 .000963556 0.000963798 
YBR 135 0 .000963556 0.000963798 
JJT 131 0.000935006 0.000935249 

NNO 127 0.000906457 0.000906701 
PNl 118  0.000842219 0.000842466 

RGR 104 0 .000742295 0.000742547 

Table A.2: Example of POS frequency list and probability distribution with and 
without smoothing. Part II 
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POS tag Frequency Probability Smoothed prob. 
RRR. 101 0.000720883 0.000721135 

PPHOl 98 0.00069947 0.000699724 
CSN 96 0.000685195 0.00068545 
VBG 94 0.000670921 0.000671175 

PPH02 89 0.000635233 0.00063549 
RRQ 88 0.000628096 0.000628353 
NDl 87 0.000620958 0.000621216 
FW 86 0.000613821 0.000614078 

DAR 85 0.  000606684 0.000606941 
ppy 83 0.000592409 0.000592667 

RA 76 0.000542446 0.000542707 
PPXl 72 0.000513897 0.000514159 

YQUE 71 0.000506759 0 .000507021 
RGT 62 0.000442522 0.000442787 
VDO 60 0 .000428247 0.000428513 

NN02 59 0.000421 1 1  0 .000421376 
DAl 57  0.000406835 0 .000407101 
DAT 57 0.000406835 0.000407101 
VDD 56 0 .000399697 0.000399964 

PPI02 55 0.00039256 0.000392827 
YSCOL 53 0.000378285 0.000378553 
PPIOl 48 0.000342598 0 .000342867 

MC2 45 0.000321 185 0.000321455 
NP2 45 0.000321185 0.000321455 

NNU2 42 0.000299773 0 .000300044 
csw 42 0.000299773 0.000300044 
VDZ 39 0.000278361 0 .000278632 

PPX2 37 0.000264086 0.000264358 
VDI 33 0.000235536 0.000235809 
DB2 32 0 .000228398 0.000228672 

YLIP 29 0.000206986 0.00020726 
JK 28 0.000199849 0.000200123 

DDQGE 27 0 .000192711 0.000192985 
VHG 24 0 .000171299 0.000171574 

FO 24 0.000171299 0.00017157 4 
VVGK 19  0 .000135612 0.000135887 

VBM 19  0 .000135612 0.000135887 
VHN 19  0 .000135612 0.000135887 
VDN 1 8  0 .000128474 0.0001287 49 

PNQO 16  0 .000114199 0.000114474 

Table A.3 :  Example of POS frequency list and probability distribution with and 
without smoothing. Part III 
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POS tag Frequency Probability Smoothed prob. 
NNUl 13  9.27869E-05 9 .30608E-05 

BCL 1 1  7.8512E-05 7.87848E-05 
RGQ 10 7. 13745E-05 7.16466E-05 

UH 10 7. 13745E-05 7 . 16466E-05 
VMK 10 7 . 13745E-05 7.16466E-05 
RRT 9 6.42371E-05 6 .45081E-05 

MCMC 9 6.42371E-05 6.45081E-05 
REX 9 6.42371E-05 6 .45081E-05 
YEX 8 5 .  70996E-05 5. 73693E-05 

PN 8 5 .  70996E-05 5. 73693E-05 
DDQV 8 5 .  70996E-05 5. 73693E-05 

MF 8 5.  70996E-05 5. 73693E-05 
NNL2 7 4.99622E-05 5 .02301E-05 

VVNK 6 4.2824 7E-05 4.30903E-05 
RRQV 5 3.56873E-05 3 .59495E-05 

NP 4 2 .85498E-05 2 .88071E-05 
PPGE 4 2 .85498E-05 2.88071E-05 

VBO 4 2 .85498E-05 2 .88071E-05 
VDG 3 2 .14124E-05 2 . 16617E-05 

ZZl 3 2 . 14124E-05 2 .16617E-05 
RGQV 2 1 .42749E-05 1 .45101E-05 

RPK 2 l .42749E-05 1 .45101E-05 
FU 2 1 .427 49E-05 1 .45101E-05 

NNA 2 1 .427 49E-05 1 .45101E-05 
NPD2 1 7 . 13745E-06 7 .33988E-06 

Table A.4: Example of POS frequency list and probability distribution with and 
without smoothing. Part IV 
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Appendix B 

List of funct ion words 

The funtion words used for the experiments in this thesis are as follow: 

A a a's able about above according accordingly across actually after afterwards 

again against ain't all allow allows almost alone along already also although always 

am among amongst an and another any anybody anyhow anyone anything anyway 

anyways anywhere apart appear appreciate appropriate are aren't around as aside 

ask asking associated at available away awfully 

B b be became because become becomes becoming been before beforehand behind 

being believe below beside besides best better between beyond both brief but by 

C c c'mon c's came can can't cannot cant cause causes certain certainly changes 

clearly co corn come comes concerning consequently consider considering contain 

containing contains corresponding could couldn't course currently 

D d definitely described despite did didn't different do does doesn't doing don't 

done down downwards during 

E e each edu eg eight either else elsewhere enough entirely especially et etc even 

ever every everybody everyone everything everywhere ex exactly example except 

F f far few fifth first five followed following follows for former formerly forth four 

from further furthermore 

G g get gets getting given gives go goes going gone got gotten greetings 

H h had hadn't happens hardly has hasn't have haven't having he he's hello help 

hence her here here's hereafter hereby herein hereupon hers herself hi him himself 

his hither hopefully how howbeit however 
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I i  i'd i'll i 'm i've ie if ignored immediate in inasmuch inc indeed indicate indicated 

indicates inner insofar instead into inward is isn't it it 'd it'll it 's its itself 

J j just 

K k keep keeps kept know knows known 

L l last lately later latter latterly least less lest let let 's like liked likely little look 

looking looks ltd 

M m  mainly many may maybe me mean meanwhile merely might more moreover 

most mostly much must my myself 

N n name namely nd near nearly necessary need needs neither never nevertheless 

new next nine no nobody non none noone nor normally not nothing novel now 

-nowhere n't 

0 o obviously of off often oh ok okay old on once one ones only onto or other 

others otherwise ought our ours ourselves out outside over overall own 

P p particular particularly per perhaps placed please plus possible presumably 

probably provides 

Q q que quite qv 

R r rather rd re really reasonably regarding regardless regards relatively respec

tively right 

S 's s said same saw say saying says second secondly see seeing seem seemed 

seeming seems seen self selves sensible sent serious seriously seven s�veral shall 

she should shouldn't since six so some somebody somehow someone something 

sometime sometimes somewhat somewhere soon sorry specified specify specifying 

still sub such sup sure 

T t t's take taken tell tends th than thank thanks thanx that that's thats the 

their theirs them themselves then thence there there's thereafter thereby therefore 

therein theres thereupon these they they'd they'll they're they've think third this 

thorough thoroughly those though three through throughout thru thus to together 

too took toward towards tried tries truly try trying twice two 

U u un under unfortunately unless unlikely until unto up upon us use used useful 

uses using usually uucp 

V v value various very via viz vs 

1 5 5  



W w want wants was wasn't way we we'd we'll we're we've welcome well went were 

weren't what what's whatever when whence whenever where where's  whereafter 

whereas whereby wherein whereupon wherever whether which while whither who 

who's whoever whole whom whose why will willing wish with within without won't 

wonder would would wouldn't 

X x  

Y y yes yet you you'd you'll you're you've your yours yourself yourselves 

Z z zero 

misc. 're '11 'm 
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App endix C 

Results of t he Rainbow 

experiment 

This appendix presents the complete list of the results obtained in the experiment 

described in chapter 7 

C . 1  Homogeneity scores 

Tables C . 1 ,  C .2  and C .3  present the homogeneity values computed for each of the 

54 subcorpora used. The homogeneity values are computed according the measure 

described in chapter 6 using the 500 most frequent words in each corpus and, 

respectively, x2 ,  G2 and D(pj jq) .  Standard deviation values are given in brackets. 
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N. Corpus x2 c2 D(pl lq) 
1 g-W Jlews...script 0.0233 0.0506 0 .0270 

(0 .0027) (0.0061) (0.0084) 
2 g-W Jlewsp_tabloid 0 .0357 0 .0796 0 .0406 

(0.0143) (0 .0338) (0.0243) 
3 m-to_be...spoken 0.0408 0.0940 0.0574 

(0.0364) (0.0906)
. 

(0 .0645) 
4 g-W Jlewsp_other ..report 0.0413 0 .0935 0.0465 

(0.0137) (0.0337) (0.0254) 
5 g-W Jlewsp_other ..sports 0 .0447 0 . 1012 0 .0576 

(0.0121) (0 .0289) (0.0318) 
6 g-W Jlewsp_other_commerce 0.0540 0 . 1247 0 .0765 

(0.0156) (0 .0383) (0.0328) 
7 g-W Jlewsp_brdshtJlatJUisc (0.0192) (0.0476) (0.0405) 

0.0192) (0.0476) (0.0405) 
8 g-W Jlewsp .. other ..social 0 .0556 0 . 1283 0.0766 

(0.0196) (0.0473) (0.0489) 
9 g-W...b.ansard 0.0561 0 . 1287 0 .0739 

(0.0138) (0.0328) (0 .0269) 
10 g-S .. brdcastJlews 0.0659 0 .1524 0 .0803 

(0.0275)  (0.0668) (0.0606) 
1 1  g-W _pop-1ore 0.0692 0 .1609 0 . 11 14 . 

(0.0206) (0.0503) (0.0545) 
12 g-S .. conv 0.0727 0 . 1631 0 .0801 

(0.0148) (0.0347) (0.0230) 
13 d-S..Demog_C 1 0.0750 0 .1719  0.0888 

(0.0224) (0.0568) (0.0284) 
14 d-W_arts 0.0825 0 .1946 0 .1 186 

(0.0241) (0.0592) (0.0631)  
15 d-S..Demog .. AB 0.0852 0 . 1926 0 . 1 1 10 

(0.0272) (0.0629) (0.0489) 
16 g-W Jlon_ac..nat...science 0.0856 0.2041 0. 1442 

(0.0423) (0 .1059) (0. 1 137) 
17 d-S..Demog .. C2 0.0857 0. 1967 0.0989 

- (0.0255) (0.0628) (0 .0408) 
18 d-W J.magina.tive 0.0881 0.2047 0. 1020 

(0 .0226) (0.0547) (0.0482) 
19 d-S .. cg-1eisure 0.0887 0 .2070 0 . 1059 

(0.0410) (0.0996) (0.0837) 
20 g-W JicLprose 0 .0897 0.2089 0. 1210 

(0.0263) (0.0662) (0.0612) 

Table C . 1 : Homogeneity scores for subcorpora 1-20 
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N. Corpus x:l Q:l D(pi lq) 
21 m-periodical 0.0961 0.2311  0 .1380 

(0.0447) (0. 1 149) (0.0830) 
22 g-W ...religion 0 .0966 0 .2253 0. 1356 

(0.0268) (0.0665) (0.0615) 
23 d-S_cg_education 0. 1002 0.2325 0 . 1529 

(0.0372) (0.0888) (0 .0766) 
24 d-S...Demog..DE 0 . 1011  0.2371 0.1088 

(0.0363) (0.0895) (0.0441 )  
25 g-W _biography 0. 1030 0 .2427 0. 1470 

(0.0426) (0. 1050) (0 . 1019) 
26 g-W _ac..medicine 0 . 1037 0.2502 0 .1629 

(0 .0371) (0.0951) (0.0827) 
27 d-W _belieLthought 0 .1042 0.2444 0 . 1381 

(0 .0302) (0.0746) (0 .0718) 
28 d-WJeisure 0 . 1050 0.2499 0. 1363 

(0 .0529) (0 . 1338) (0.0964) 
29 d-W _world_affairs 0. 1051 0.2504 0. 1662 

(0.0336) (0.0833) (0.0724) 
30 g-W ...non_ac...humanities_arts 0 . 1072 0 .2565 0 .1670 

(0 .0252) (0.0630) (0 .0614) 
31  m- 0. 1093 0 .2522 0 . 1459 ' 

(0.0474) (0 . 1 155) (0.0955) 
32 d-W _commerce 0 . 1096 0.2621 0 . 1641 

(0.0303) (0.0765) (0.0766) 
33 g-w jnstructional 0 . 1109 0.2696 0 .2054 

(0.0420) (0. 1084) (0. 1029) 
34 g-W ...non_ac_politJaw _edu 0 . 1136 0.2753 0 . 1602 

(0.0523) (0. 1339) (0.0925) 
35 g-W _non_ac_medicine 0 . 1139 0 .2726 0 .1668 

(0 .0339) (0 .0862) (0.0841)  
36 g-S_pub_debate 0 . 1139 0.2673 0 . 1738 

(0 .0396) (0.0957) (0.0801 )  
37 g-W _commerce 0 . 1147 0.2754 0. 1808 

(0.0393) (0 .1013) (0.0894) 
38 g-W _ac...soc..science 0 . 1 150 0.2776 0.1874 

(0.0223) (0.0568) (0.0621) 
39 randoml 0 . 1183 0 .2826 0 .1629 

(0.0423) (0. 1061) (0 . 1044) 
40 g-w _ac_politJaw _edu 0. 1226 0.2980 0. 1929 

(0.0295) (0.0770) (0.0730) 

Table C.2:  Homogeneity scores for subcorpora 21-40 
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N. Corpus x:.i c2 D(pl lq) 
41 g-w _ac..nat..science 0 .1250 0.3070 0 . 1853 

(0 .0339) (0.0879) (0.0869) 
42 g-W ..ac.humanities..arts 0. 1281 0.3102 0.2047 

(0.0497) (0 .1255) (0 .1053) 
43 g-W..advert 0 . 1292 0.3145 0.1983 

(0 .0608) (0 .1565) (0 .1682) 
44 g-W _non..ac..soc..science 0. 1316 0 .3166 0.2160 

(0.0455) (0. 1 162) (0 . 1 139) 
45 d-W _nat..science 0. 1319 0.3253 0 .2523 

(0.0443) (0. 1 1 56)  (0 .1 106) 
46 m-book 0 .1337 0.3208 0 .2157 

(0 .0417) (0. 1060) (0 .1096) 
47 d-W ..soc..science 0 . 1350 0.3288 0.2170 

(0.0527) (0.1348) (0 .1 131)  
48 d-W ..app...science 0 . 1378 0.3390 0.2118 

(0.0554) (0 . 1449) (0 . 1070) 
49 random3 0. 1396 0.3407 0.2194 

(0.0526) (0 . 1369) (0.1099) 
50 g-W _ac_tech_engin 0. 1407 0 .3472 0.2410 

(0.0395) (0. 1037) (0.1026) 
51 g-W..misc 0. 1439 0.3520 0.2410 

(0.0469) (0. 1224) (0 .1358) 
52 random2 0 . 1597 0.3870 0 .2558 

(0.0711)  (0. 1831 )  (0. 1807) 
53 m-m_pub 0. 1614 0.4007 0 .2595 

(0.0685) (0 .1770) (0.1230) 
54 m-m_unpub 0. 1719 0.4245 0 .2431 

(0.0689) (0 . 1807) (0.1257) 

Table C.3: Homogeneity scores for subcorpora 41-54 
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C . 2  Accuracy scores 

Tables C.4 and C .5  contain the complete list of the Raibow accuracy values for 

the 54 subcorpora used in the experiment described in chapter 7. The accuracy 

values are obtained by Rainbow on each subcorpus using all words and a training 

set of 10  document per class. Standard deviation values are given in brackets. 

N. Class Accuracy value 
1 g-W ..hansard 97.6% (4-31) 
2 g-W _newsp_other ...sports 92.6% (8.99) 
3 g-W _ac...medicine 85.4% (8.85) 
4 g-W ...newsp_tabloid 83.43 (7.98) 
5 g-W ...non..ac...medicine 80.4% ( 1 1 .59) 
6 g-W _ac_tech_engin 78.43 ( 15 .69) 
7 g-W ...newsp_other .i-eport 74.23 (9 .49) 
8 g-W ...news...script 71 .23 (20.06) 
9 g-8_pu b-debate 68.6% (12 .93) 

10 g-W _non_ac...nat...science 64.23 (12 .  79) 
1 1  g-W _biography 59.23 ( 15 .75) 
12 d-8-Demog.DE 58 .2% (16.37) 
13 g-w Jnstructional 57.6% (13.48) 
14 g-W ..religion 56 .8% ( 12.02) 
15 d-8.Demog_C2 56.2% ( 18.39) 
16 G-W ...non-ac_politJaw _edu 54.83 ( 13 .43) 
17 g-W _newsp_other_commerce 53 .8% ( 17.48) 
18 g-W _ac...soc...science 53 .2% ( 15 . 17) 
19 g-W_advert 52 .8% ( 16 .41) 
20 g-W _ficLprose 52.43 ( 15 .46) 
21 g-W ...newsp_other...social 47.8% (16 .44) 
22 g-W _ac_politJaw _edu 44.2% ( 14.58) 
23 g-W _ac...nat...science 43.63 (14. 10) 
24 g-W _commerce 37.8% (19 . 19) 
25 g-W _newsp_brdsht...nat...misc 35.4% ( 14.59) 
26 d-W Jmaginative 33.8% (17.36) 
27 d-8.Demog...AB 31 .0% (12 .65) 
28 d-S_cgJeisure 30.2% (16.59) 
29 d-W _commerce 29.2% (13.06) 

Table C .4: The accuracy values for subcorpora 1-29 
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N. Class Accuracy value 
30 d-W _belieLthought 27.23 ( 13 .25) 
31  g-W _ac..humanities.:.a.rts 24.83 ( 12 .16) 
32 d-S_cg_education 24.63 (12 .96) 
33 d-W_arts 22.43 ( 13.02) 
34 g-W Jlon....ac....soc....science 21 .83 (8.49) 
35 g-S_brdcastJle-ws 21 .23 ( 14.09) 
36 d-W ....soc....science· 21.03 ( 11 . 1 1) 
37 m-m_pub 20.63 (9.77) 
38 m-to_be....spoken 18.43 (15 .16)  
39 d-8..Demog_Cl 18% (11 . 95)  
40 d-W _app....science 16.43 (10 .45) 
41 g-W _popJore 16.0% (9.89) 
42 d-W _nat....science 15.23 (12 .65) 
43 m-m_unpub 12 .6% ( 10.65) 
44 g-S_conv 10.63 (10 .95) 
45 d-W _-world_affairs 9.4% (8.66) 
46 g-W _non...ac..humanities..arts 9 .0% (6.77) 
47 d-WJeisure 7.4% (6 .64) 
48 m- 5 .23 (6.77) 
49 g-W...misc 1 .0% (3 .03) 
50 randoml 0.6% (2.39) 
51 m-book 0 .6% (2 .39) 
52 random3 0.0% (0) 
53 m-periodical 0 .0% (0) 
54 random2 0 .03 (0)  

Table C.5 :  The accuracy values for subcorpora 30-54 
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Appendix D 

List of Tags in the BNC Sampler 

For the RASP experiment described in chapter 8 we made the RASP tagger employ 

the same tagset used in the BNC Sampler, so that it was possible to compare the 

stochastic annotation with the manually checked one and compute the accuracy 

of the RASP tagger. The tag list 1 is presented here together with the list of 

puntuation tags and the list of the tags that in the experiment have been considered 

closed classes. 

Word-class list 

APPGE Possessive determiner, pre-nominal (e.g. my, your, her, his, their) 

AT Article, neutral for number (e.g. the, no) 

ATl Singular article (e.g. a, an, every) 

BCS "Before-conjunction" (e.g. in order preceding that, even preceding if) 

BTO "Before-infinitive-marker" (e.g. in order or so as preceding to) 

CC Coordinating conjunction, general (e.g. and, or) 

CCB Coordinating conjunction but 

CS Subordinating conjunction, general (e.g. if, when, while, because) 

CSA As as conjunction 

CSN Than as conjunction 

CST That as conjunction 

1 Available at http://www.natcorp.ox.ac.uk/what/c7spec.html 
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CSW The conjunction whether, or if when it is equivalent in function to whether. 

DA "After-determiner" (or postdeterminer) ,  neutral for number, e.g. such, former, 

same. 

DAl Singular "after-determiner" (or postdeterminer) ,  e.g. little, much 

DA2 Plural "after-determiner" (or postdeterminer) , e.g. few, many, several 

DA2R Plural "after-determiner" , comparative form (e.g. fewer) 

DA2T Plural "after-determiner" , superlative form (e.g. fewest) 

DAR Comparative "after-determiner11 , neutral for number (e.g. more, less) 

DAT Superlative "after-determiner" , neutral for number (e.g. most, least) 

DB "Before-determiner" (or predeterminer) , neutral for number (e.g. all, half) 

DB2 Plural "before-determiner" (or predeterminer) , e.g. both 

DD Central determiner, neutral for number (e.g. some, any, enough) 

DDl Singular central determiner (e.g. this, that, another) 

DD2 Plural central determiner (e.g. these, those) 

DDQ Wh-determiner (e.g. which, what) 

DDQGE Wh-determiner, possessive (e.g. whose) 

DDQV Wh-ever determiner (e.g. whichever, whatever) 

EX Existential there 

IF For as a preposition 

II Preposition (general class: e.g. at, by, in, to, instead of) 

10 Of as a preposition 

IW With and without as prepositions 

JJ Adjective (general or positive) (e.g. good, old, beautiful) 

JJR General comparative adjective (e.g. better, older) 

JJT General superlative adjectives (e.g. best, oldest) 
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JK Catenative adjective (with a quasi-auxiliary function, e.g. able in 'be able to'; 

willing in 'be willing to') 

LE "Leading coordinator'' : a word introducing correlative coordination (e.g. both 

in both . . . and, either in either . . . or) 

MC Cardinal number, neutral for number (e.g. two, three, four, 98, 1066) 

MC-MC Two numbers linked by a hyphen or dash (e.g. 40-50, 1 770-1827) 

MCl Singular cardinal number (e.g. one, 1) . 

MC2 Plural cardinal number (e.g. tens, twenties, 1900s) 

MD Ordinal number (e.g. first , sixth, 77th, last) 

MF Fractional number, neutral for m1mber (e.g. quarter, three-fourths, two

thirds) 

NDl Singular noun of direction (e.g. north, east, southwest, NNW) 

NN Common noun, neutral for number (e.g. sheep, cod, group, people) . 

NNl Singular common noun (e.g. bath, powder, disgrace, sister) 

NN2 Plural common noun (e.g. baths, powders, sisters) 

NNJ Human organization noun (e.g. council, orchestra, corporation, Company) 

NNJ2 Plural human organization noun (e.g. councils, orchestras, corporations) 

NNL Locative noun, neutral for number (e .g. Is. as an abbreviation for Island(s) )  

NNLl Singular locative noun (e.g. island, street) .  

NNL2 Plural locative noun (e.g. islands, streets) 

NNO Numeral noun, neutral for number (cf. MC above) : e.g. hundred, thousand, 

dozen 

NN02 Plural numeral noun (e.g. hundreds, thousands, dozens) 

NNSA Noun of style or title, following a name (e.g. PhD, J .P. , Bart when follow

ing a person's name) 

NNSB Noun of style or title, preceding a name (e.g. Sir, Queen, Ms, Mr when 

occurring as the first part of a person's name) 

NNTl Singular temporal noun (e.g. day, week, year, Easter) 
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NNT2 Plural temporal nouns (e.g. days, weeks, years) 

NNU Unit-of-measurement noun, neutral for number (e.g. the abbreviations in. ,  

ft , cc) 

NNUl Singular unit-of-measurement noun (e.g. inch, litre, hectare) 

NNU2 Plural unit-of-measurement noun (e.g. inches, litres, hectares) 

NP Proper noun, neutral for number (e.g. acronymic names of companies and 

organizations, such as IBM, NATO, BBC). 

NPl Singular proper noun (e .g .  Vivian, Clinton, Mexico) 

NP2 Plural proper noun (e.g. Kennedys, Pyrenees, Cyclades) 

NPDl Singular weekday noun (e.g. Saturday, Wednesday) 

NPD2 Plural weekday noun (e.g. Sundays, Fridays) 

NPMl Singular month noun (e.g. April, October) 

NPM2 Plural month noun (e.g. Junes, Januaries) 

PN Indefinite pronoun, neutral for number (e.g. noun) 

PNl Singular indefinite pronoun (e.g. one, somebody, no one, everything) 

PNQO Wh-pronoun, objective case (whom) 

PNQS Wh-pronoun, subjective case (who) 

PNQVS Wh-ever pronoun, subjective case (whoever) 

PNXl Reflexive indefinite pronoun, singular (oneself) 

PP$ Nominal possessive pronoun (e.g. mine, yours, his, ours) 

�PHl Singular personal pronoun, third person (it) 

PPHOl Singular personal pronoun, third person, objective case (him, her) 

PPH02 Plural personal pronoun, third person, objective case (them) 

PPHSl Singular personal pronoun, third person, subjective case (he, she) 

PPHS2 Plural personal pronoun, third person, subjective case (they) 

PPIOl Singular personal pronoun, first person, objective case (me) 
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PPI02 Plural personal pronoun, first person, objective case (us) 

PPISl Singular personal pronoun, first person, subjective case (I) 

PPIS2 Plural personal pronoun, first person, subjective case (we) 

PPXl Singular reflexive pronoun (e.g. myself, yourself, herself) 

PPX2 Plural reflexive pronoun (ourselves, yourselves, themselves) 

PPY Second person personal pronoun (you) 

RA Adverb, after nominal bead (e.g. else, galore) 

REX Adverb introducing appositional constructions (e.g. i .e . ,  e.g. , viz) 

RG Positive degree adverb (e.g. very, so, too) 

RGA Post-modifying positive degree adverb (e.g. enough, indeed) 

RGQ Wb- degree adverb (e.g. how when modifying a gradable adjective, adverb, 

etc. )  

RGQV Wh-ever degree adverb (however when modifying a gradable adjective, 

adverb etc. )  

RGR Comparative degree adverb (e.g. more, less) 

RGT Superlative degree adverb (e.g. most, least) 

RL Locative adverb (e.g. forward, alongside, there) 

RP Adverbial particle (e.g. about, in, out, up) 

RPK Catenative adverbial particle (about in be about to) 

RR General positive adverb (e.g. often, well, long, easily) 

RRQ Wh- general adverb (e.g. how, when, where, why) 

RRQV Wh-ever general adverb (e.g. however, whenever, wherever) 

RRR Comparative general adverb (e.g. more, oftener, longer, further) 

RRT Superlative general adverb (e.g. most, oftenest, longest, furthest) 

RT Nominal adverb of time (e.g. now, tomorrow, yesterday) 

TO The infinitive marker to 
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UH Interjection, or other isolate (e.g. oh, yes, wow) 

VBO be as a finite form (in declarative and imperative clauses) 

VBDR were 

VBDZ was 

VBG being 

VBI be as an infinitive form 

VBM am, 'm 

VBN been 

VBR are, 're 

VBZ is, 's 

VDO do as a finite form (in declarative and imperative clauses) 

VDD did 

VDG doing 

VDI do as an infinitive form 

VDN done 

VDZ does, 's 

VHO have, 've as a finite form (in declarative and imperative clauses) 

VHD bad, 'd as a past tense form 

VHG doing 

VHI have as an infinitive form 

VHN had as a past participle 

VHZ has, 's 

VM Modal auxiliary verb (e.g. can, could, will, would, must) 

VMK Catenative modal auxiliary (i.e. ought and used when followed by the 

infinitive marker to) 
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VVO The base form of the lexical verb as a finite form (in declarative and imper

ative clauses) (e.g. give, find, look, receive) 

VVD The past tense form of the lexical verb (e.g. gave, found, looked, received) 

VVG The -ing form of the lexical verb (e.g. giving, finding, looking, receiving) 

VVGK The -ing form as a catenative verb (e.g. going in be going to) 

VVI The base form of the lexical verb as an infinitive (e.g. give, find, look, receive) 

VVN The past participle form of the lexical verb (e.g. given, found, looked, 

received) 

VVNK The past participle as a catenative verb (e.g. bound in be bound to) VVZ 

The -s form of the lexical verb (e.g. gives , finds, looks, receives) 

XX not, -n't . 

ZZl Singular letter of the alphabet (a, b, S, etc.) 

ZZ2 Plural letter of the alphabet (a's, b's, Ss etc . )  

Punctuation-tag list 

! punctuation tag - exclamation mark 

" punctuation tag - quotation marks 

( punctuation tag - left bracket 

) punctuation tag - right bracket 

, punctuation tag - comma 

- punctuation tag - dash 

. punctuation tag - full-stop 

.. . punctuation tag - ellipsis 

: punctuation tag - colon 

; punctuation tag - semi-colon 

? punctuation tag - question-mark 

Closed word-class list 

APPGE, AT, ATl, BCL, CC, CCB, CS, CSA, CSN, CST, CSW, DA, DAl ,  DA2, 
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DAR, DAT, DB, DB2, DD, DDl, DD2, DDQ, DDQGE, DDQV, EX, FO, FU, FW, 

GE, IF, II, 10, IW, JK, PN, PNl, PNQO, PNQS, PNQV, PNXl, PPGE, PPHl, 

PPHOl,  PPH02, PPHSl ,  PPHS2, PPIOl ,  PPI02, PPISl ,  PPIS2, PPXl, PPX2, 

PPY, REX, RG, RGQ, RGQV, RGR, RGT, RL, RP, RPK , TO, UH, VBO ,  VBDR, 

VBDZ, VBG, VBI, VBM, VBN ,  VBR, VBZ,  VDO, VDD, VDG, VDI, VDN, VDZ, 

VHO, VHD, VHG, VHI, VHN, VHZ, VM, VMK, XX, YEX, YQUO, YBL, YBR, 

YCOM, YDSH, YSTP, YLIP, YCOL, YSCOL, YQUE, ZZl; ZZ2 
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Appendix E 

Results of the RASP experiment 

This appendix presents the complete list of the results obtained in the experiment 

described in chapter 8 

E. 1 Homogeneity scores 

For the RASP experiment the homogeneity of each of the seven corpora has been 

measured using three different feature types (function words: POS tags, and POS 

tag bigrams) , the three inter-document measures (D(pl l q) , x2 , and G2) ,  and two 

methods of normalization (with and without smoothing technique) , making 18  

conditions in all. Tables E .1 ,  E.2, E.3 , E.4, E .5  and E.6 present the 18 sets of 

values for homogeneity. 
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Corpus x2 c2 D(pl l q) 
G 0 .0087 0.0188 0 .0097 

(0 .0022) (0.0049) (0.0027) 
WA 0.0880 0.2026 0 .0989 

(0.0445) (0. 1071) (0.0526) 
I 0 .0555 0 .1208 0 .0623 

(0.0248) (0.0547) (0.0297) 
D 0.0351 0.0763 0.0363 

(0.0197) (0.0441) (0.0198) 
B 0 .0338 0.0732 0.0371 

(0.0112) (0.0245) (0 .01 18) 
L 0.0981 0 .2280 0 .1123 

(0.0978) (0.2424) (0 .1172) 
p 0.0369 0.0797 0 .0395 

(0 .0116) (0 .0254) (0 .0126) 

Table E.l :  Homogeneity values obtained using POS tags 

Corpus x2 c2 D(pj jq) 
G 0 .0388 0.0895 0 .0495 

(0.0053) (0 .0122) (0.0073) 
WA 0 . 1502 0.3608 0. 1979 

(0 .0614) (0 .1534) (0.085) 
I 0 . 1 161 0 .2661 0. 1420 

(0.0392) (0.0934) (0.0494) 
D 0 .0624 0 .1397 0 .0748 

(0.0167) (0 .0370) (0.0198) 
B 0.0755 0 . 1724 0 .0936 

(0.0159) (0.0367) (0.0202) 
L 0.1564 0 .3703 0 . 1933 

(0.1321) (0.3317) (0.1648) 
p 0.0829 0 .1887 0 . 1034 

(0.01670) (0 .0378) (0.0204) 

Table E.2 :  Homogeneity values obtained using function words 
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Corpus x2 c2 D(pJ J q) 
G 0.0244 0.0513 0.0295 

(0.0031) (0.0067) (0.0154) 
WA 0. 1350 0.3146 0 .2080 

(0.0545) (0.1348) (0.0969) 
I 0 . 1070 0.2387 0 .1348 

(0.0412) (0 .0960) (0.0782) 
D 0.0662 0. 1430 0.0649 

(0.0264) (0.0604) (0.0387) 
B 0.0660 0. 1437 0.0656 

(0.0154) (0.0350) (0.0207) 
L 0 .1618 0.3860 0 .1857 

(0. 1491) (0 .3863) (0.1857) 
p 0.0681 0.1486 0.0906 

(0.0138) (0.03130) (0.0332) 

Table E.3: Homogeneity values obtained using POS tag brigrams 

Corpus x2 c2 D(p j Jq) 
G 0.0087 0 .0188 0 .0096 

(0.0022) (0.0049) (0.0028) 
WA 0.0882 0 .2032 0 .0989 

(0.0445) (0. 1072) (0 .0526) 
I 0.0555 0 .1211 0 .0624 

(0.0248) (0.0548) (0.0298) 
D 0.0351 0.0762 0.0363 

(0.0196) (0.0441)  (0.0198) 
B 0.0338 0.0732 0.0372 

(0 .0112) (0 .0245) (0.0117) 
L 0.0981 0 .2280 0 . 1124 

(0.0979) (0.2427) (0. 1 172)  
p 0.0369 0.0797 0.0394 

(0 .0116) (0.0254) (0.0126) 

Table E.4: Homogeneity values obtained using POS tags and normalization with 
smoothing 
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Corpus x� a� D(Pl l q) 
G 0.0387 0.0896 0.04963 

(0.0055) (0.0129) (0.0091)  
WA 0 . 1495 0.3588 0. 1950 

(0.0615) (0.1539) (0.0855) 
I 0. 1 160 0.2654 0. 1410 

(0.0394) (0 .0939) (0.0496) 
D 0.0622 0.1388 0 .0753 

(0.0167) (0.0371) (0 .0196) 
-

B 0.0753 0 .1716 0.0934 
(0.0160) (0.0371) (0.0206) 

L 0 . 1554 0.3676 0. 1926 
(0 .1304) (0.3277) (0. 1638) 

p 0.0829 0. 1885 0. 1022 
(0.0167) (0.03809) (0.0204) 

Table E.5: Homogeneity values obtained using function words and normalization 
with smoothing 

Corpus ,� x a� D(pl i q) 
G 0.0256 0.0541 0.0291 

(0 .0032) (0.0070) (0.01675) 
WA 0. 1367 0.3194 0 .2101 

(0.0548) (0. 1363) (0.0961) 
I 0 . 1102 0.2471 0. 1419 

(0.0424) (0.0994) (0.0799) 
D 0 .0688 0 . 1490 0.0692 

(0 .0269) (0.0619) (0 .0402) 
B 0 .0694 0. 1520 0.0724 

(0.0158) (0.0361)  (0.0215) 
L 0. 1653 0.3957 0. 1899 

(0. 1481 )  (0.3856) (0. 1 857) 
p 0 .0711 0.1559 0.0970 

(0 .0143) (0.0326) (0.0347) 

Table E.6: Homogeneity values obtained using POS tag bigrams and normalization 
with smoothing 
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Corpus x'.l Q'.l D(pl jq) D(pl lq) 
pair (A = B) (A = B) A B 

G-WA 0.0237 0.0508 0.0248 0 .0238 
G-I 0.0974 0 .2159 0.1051  0 .0962 
G-B 0.1398 0 .3297 0 .1545 0. 1435 
G-L 0. 1579 0.3732 0 .1820 0. 1614 
G-P 0 .1271 0.3002 0 .1313 0. 1403 
G-D 0.2476 0.5857 0.2821 0.25053 
WA-I 0. 1052 0 .2341 0 .1126 0 .1054 
WA-B 0. 1345 0.3124 0.1544 0. 1373 
WA-L 0. 1467 0.3454 0 . 1737 0.1492 
WA-P 0.1 199 0.2811 0 .1386 0.1232 
WA-D 0.2451 0.5752 0.2824 0.2479 

I-B 0. 1066 0 .2559 0 . 1130 0 .1174 
1-L 0.0967 0 .2340 0 .1311  0. 1046 
1-P 0 .0991 0.2384 0 .1042 0 .1101 
1-D 0: 1208 0 .2832 0 .1556 0. 1276 
B-L 0.0258 0 .0546 0.0265 0.0264 
B-P 0.0139 0.0295 0.0141 0.0142 
B-D 0.0745 0 .1612 0.0780 0.0747 
L-P 0 .0255 0 .0542 0.0255 0.0264 
L-D 0.0551 0 .1 168 0.0568 0.0555 
P-D 0.0865 0 .1911 0.0912 0.0866 

Table E.7: Similarity values obtained using POS tags 

E.2 Similarity scores 

Tables E. 7, E.8, E.9, E.10, E .11  and E.12 contain the 18 sets of values for simi

larity computed for each of the 21 pairs of corpora used in the RASP experiment 

described in chapter 8. 
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Corpus x2 Q"I. D(pj lq) D(pl lq) 
pair (A = B) (A = B)  A B 

G-WA 0.0408 0 .0883 0.0422 0.0440 
G-I 0 . 1429 0.3227 0 . 1580 0. 1427 
G-B 0 .1784 0.4095 0. 1971 0. 1892 
G-L 0 .1956 0.4486 0.2147 0 .2025 
G-P 0.1472 0.3343 0 .1629 0.1513 
G-D 0.31471 0 .7393 0.3455 0.3323 

WA-I 0. 1321 0.2965 0 . 1457 0. 1324 
WA-B 0. 1721  0 .3900 0. 1885 0.1761 
WA-L 0 .1787 0.4071 0.1972 0 . 1815 
WA-P 0. 1382 0 .311 0 .1522 0 . 1391 
WA-D 0 .3092 0.7211  0 .3395 0.3178 

I-B 0 .1 174 0 . 2677 0 .1221 0 .1315 
I-L 0.0825 0. 1812 0.0858 0.0891 
I-P 0.0849 0 . 1895 0 .08731 0.0937 
I-D 0. 1264 0.2748 0.1332 0. 1302 
B-L 0.0463 0.0984 0.0475 0.0481 
B-P 0 .0257 0.0542 0.0266 0 .0268 
B-D 0. 1089 0.2363 0 . 1147 0. 1122 
L-P 0 .0376 0.0792 0 .0387 0 .0389 
L-D 0 .0652 0. 1380 0.0675 0.0666 
P-D 0 . 1114 0 .2427 0 . 1176 0. 1141 

Table E.8: Similarity values obtained using function words 
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Corpus x:t. G"I. D(pl lq) D(pl lq) 
pair (A = B) (A = B) A B 

G-WA 0.0512 0 . 1120 0 .0507 0 .0567 
G-I 0 . 1633 0.3695 0 .1242 0.2216 
G-B 0 .1771 0.4190 0.1083 0.2968 
G-L 0.2073 0.4924 0 . 1317  0.3481 
G-P 0. 1613 0.3803 0.0893 0;2779 
G-D 0.3121 0 .7510 0.2446 0 .4597 

WA-I 0. 1873 0.4322 0 . 1620 0.2330 
WA-B 0.1694 0 .3985 0 .1121  0.2670 
WA-L 0 .2044 0 .4835 0 . 1377 0.3234 
WA-P 0 . 1507 0.3547 0.0908 0.2494 
WA-D 0.3173 0 .7601 0.2526 0.4443 

I-B 0. 1472 0 .3554 0. 1452 0 .2174 
I-L 0 . 1412 0.3438 0. 1363 0.2163 
I-P 0 . 1411  0.3436 0.1261 0.2098 
I-D 0 .1781 0.4192 0 .1671 0.2545 
B-L 0.0376 0 .0791 0.0301 0.0466 
B-P 0.0224 0 .0467 0.0228 0.0225 
B-D 0.0943 0 .2028 0.0823 0 . 1119  
L-P 0.0453 0 .0951 0 .0568 0.0355 
L-D 0.0705 0. 1494 0.0677 0.0766 
P-D 0 .1218 0 .2679 0 .1154 0.1407 

Table E.9: Similarity values obtained using POS tag bigrarns 

177 



Corpus x.2 c2 D(p! lq) D(pl lq) 
pair (A = B) (A = B) A B 

G-WA 0.0237 0.0508 0 .0248 0.0238 
G-I 0 .0974 0.2159 0 . 1050 0.0962 
G-B 0.1397 0.3297 0 .1545 0. 1435 
G-L 0. 1578 0.3731 0 . 1820 0 . 1614 
G-P 0.1271 0.3002 0.1402 0.1313 
G-D 0.2475 0 .5856 0.2820 0.2504 

WA-I 0. 1052 0.2341 0 . 1126 0.1054 
WA-B 0.1345 0.3124 0 .1544 0.1373 
WA-L 0.1467 0.3453 0 .1736 0 . 1492 
WA-P 0. 1 199 0.2811 0 .1386 0 . 1232 
WA-D 0.2449 0.5751 0.282 0 .2479 

I-B 0.1066 0.2558 0 . 1130 0 . 1174 
I-L 0.0967 0.2340 0.1310 0 .1046 
I-P 0 .0991 0.2383 0 .1041 0 .1100 
I-D 0.1208 0 .2832 0.1276 0 .1556 
B-L 0.0258 0.0546 0 .0265 0 .0264 
B-P 0.0139 0.0295 0 .0141 0.0142 
B-D 0.0745 0.1612 0.0746 0.0780 
L-P 0.0255 0.0542 0.0255 0.0263 
L-D 0.0551 0 .1168 0.0555 0 .0568 
P-D 0.0864 0 .1911 0.0866 0.0912 

Table E.10: Similarity values obtained using POS tags and smoothing 
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Corpus x2 a2 D(pl lq) D(pl iq) 
pair (A = B) (A = B) A B 

G-WA 0.0407 0 .0880 0.0421 0.0439 
G-I 0. 1431 0.3232 0 .1581 0 . 1431 
G-B 0 .1786 0 .4098 0 .1974 0. 1891 
G-L 0.1958 0.4493 0.2151 0.2027 
G-P 0. 1473 0.3346 0.1632 0.1511 
G-D 0.3150 0 .7402 0 .3460 0.3324 

WA-I 0. 1322 0 .2967 0.1457 0.1325 
WA-B 0.1726 0.3912 0.1892 0.1763 
WA-L 0 .1791 0.4082 0 .1978 0.1818 
WA-P 0. 1387 0.3131 0 . 1531 0.1393 
WA-D 0.3097 0 .7225 0 .3401 0.3181 

I-B 0 .1174 0.2677 0 . 1223 0.1313 
I-L 0.0825 0 .1812 0 .0860 0 .0889 
I-P 0.0849 0.1894 0.0875 0.0934 
I-D 0.1264 0.2749 0 . 1334 0. 1974 
B-L 0.0464 0.0986 0.0475 0 .0482 
B-P 0 .0258 0.0543 0.0267 0.0268 
B-D 0. 1091 0.2365 0 .1147 0.1123 
L-P 0.0377 0.0794 0.0389 0.0388 
L-D 0.0652 0. 1381 0 .0675 0.0665 
P-D 0 .1115 0.2429 0 .1176 0 .1143 

Table E.11 :  Similarity values obtained using function words and smoothing 
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Corpus x2 02 D(pl iq) D(p l lq) 
pair (A =  B) (A = B) A B 

G-WA 0.0514 0 .1123 0.0501 0.0576 
G-I 0. 1637 0.3705 0 . 1247 0.2221 
G-B 0. 1775 0 .4199 0 . 1082 0.2978 
G-L 0.2078 0.4935 0.1314 0.3494 
G-P 0.1617 0.3813 0.0894 0.2786 
G-D 0.3128 0.7529 0.2451 0.4610 

WA-I 0 .1877 0 .4331 0. 1633 0.2325 
WA-B 0. 1697 0.3992 0 . 1 126 0.2671 
WA-L 0.2047 0.4843 0 . 1381 0 .3238 
WA-P 0.1509 0 .3553 0.0916 0.2492 
WA-D 0.3178 0.7614 0.2535 0.4445 

I-B 0. 1475 0.3562 0. 1450 0.2184 
I-L 0 .1415 0.3446 0 .1359 0.2175 
I-P 0. 1414 0.3445 0 .1261 0.2106 
I-D 0. 1785 0 .4203 0. 1672 0.2554 
B-L 0.0377 0.0792 0.0300 0.0469 
B-P 0.0224 0.0468 0.0232 0 .0223 
B-D 0 .0945 0 .2033 0.0827 0 . 1119  
L-P 0.0454 0.0954 0.0574 0.0351 
L-D 0.0706 0. 1497 0.06832 0.0764 
P-D 0.1221 0.2685 0 . 1156 0. 1411 

Table E.12: Similarity values obtained using POS tag bigram and smoothing 
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E .3 Accuracy values for homogeneity 

Tables E.13 and E.14 report extensively the different levels of accuracy computed 

by the RASP system for each corpus. The values computed for all words are used 

as gold standard judgrnents for homogeneity. 

G WA I 
All words: 95 .26% 92.563 92.563 
Known words: 96 . 283 95 .273 95.013 
Unknown words: 5 .793 9 .003 6.963 

78.663 65.713 60.963 
All ambiguous words: 47.023 50.883 48.253 

92 .733 89.713 89.933 
Known ambiguous words: 93.823 92.663 91 .45% 
Standard deviation: 0.83 0.86 2.62 

Table E.13:  Accuracy values computed using the 10 fold cross validation method 
for each written English corpus 

B L p D 

All words: 93.393 93.313 93.443 93. 643 
Known words: 95 .08% 95. 173 95 .00% 95.043 
Unknown words: 4.63% 5.92% 4.953 4.22% 

59.263 63.843 65.163 61 .793 
All ambiguous words: 5 1 .833 49.223 55.033 48.673 

91 . 123 91 .063 91 .753 90.22% 
Known ambiguous words: 92.043 92.073 92.523 91 .0�% 
Standard deviation: 0 .730 1 .47 1 .03 0.52 

Table E.14: Accuracy values computed using the 10  fold cross validation method 
for each spoken English corpus 
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Guardian WA I B L p D 

All words: 91 .363 90.273 86.673 85.613 87.683 81 .82% 
Known words: 94.403 93 .293 91 .56% 91 .233 91 .713 88.573 
Unknown words: 14.00% 1 1 .643 10.363 1 1 .583 9 .313 12.43% 

72 .443 67.843 44.453 41 .503 48.553 34.50% 
All ambiguous words: 49.283 46.583 51 .53% 50.713 52.983 51 . 27% 

88.00% 85.753 80.57% 78.763 81 . 333 74.29% 
Known ambiguous words: 91 .92% 89.083 86.58% 85.563 86.713 80.06% 
Standard deviation: 0 .81 2.25 1 .43 2 .47 1 .31  1 . 74 

Table E.15:  Accuracy values using the Guardian corpus for training 

World Affairs G I B L p D 

All words: 89.363 90.303 86.45% 85 . 18% 87.933 82.09% 
Known words: 94. 153 93.37% 90.49% 90.573 91 .573 88.34% 
Unknown words: 13.73% 9 .82% 8.20% 9 .873 7.64% 10 .493 

59.31%  62.37% 4 1 .343 36. 173 44. 12% 28.78% 
All ambiguous words: 51 .40% 48.92% 53.46% 52.62% 54.823 52.35% 

87.56% 85 .29% 79.86% 76.70% 81 .59% 73 .05% 
Known ambiguous words: 9 1 .86% 88.92% 84.75% 84.01% 86.553 79 .57% 
Standard deviation: 0.41 1 .90 1 .38 2.87 1 .37 1 .35 

Table E.16: Accuracy values using the World Affairs corpus for training 

E.4 Accuracy values for similarity 

Tables E.15 - E.21 report extensively the different levels of accuracy computed by 

the RASP system for each corpus. The values computed for all words are used as 

gold standard judgments for similarity. 
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Imaginative G WA B L p D 

All words: 84.64% 86.023 87.20% 87.783 88. 183 86.823 
Known words: 92.663 92.513 91 .583 91 .563 91 .333 90.703 
Unknown words: 2 1.683 19 .703 12.073 8.843 10 .053 6.933 

55 .653 59.243 54.693 48.36% 60.383 34.883 
All ambiguous words: 50.483 51 .233 50.563 48.903 51 .653 50.493 

85 .033 85 .833 84.353 83.833 84.773 82J23 
Known ambiguous words: 90.443 89.993 86.733 85.703 86.353 83.613 
Standard deviation: 0.43 2.66 0.96 2 .29 1 .25 0.78 

Table E. 17: Accuracy values using the Imaginative corpus for training 

Business G WA I L p D 

All words: 82 .663 83.643 81 .353 91 .283 92.283 90.713 
Known words: 93.423 93.203 92.883 94.653 94.603 93.793 
Unknown words: 20.973 19. 173 19.963 7.003 5 .933 5.903 

42. 103 44.073 34.653 46.373 55.863 41 .913 
All ambiguous words: 48.033 50.373 46.843 50.413 54.093 50.913 

85 .093 85 .243 85.463 89. 143 90.383 87.943 
Known ambiguous words: 90.553 90.313 89.613 90.963 91 .653 89.263 
Standard deviation: 0.39 3 .70 2.73 1 .33 0 .69 0.75 

Table E.18:  Accuracy values using the Business corpus for training 

Leisure G WA I B p D 

All words: 87.043 86.383 84.773 92.843 92.823 92.19% 
Known words: 93.813 93.633 93.913 94.593 94.313 94. 113 
Unknown words: 22.193 21 .07% 18.423 7.953 7.083 5.263 

63 .333 59.163 43.363 72.483 73.443 57.853 
All ambiguous words: 44.263 46 .413 45.673 52.083 53.903 52.743 

89.023 88.113 88.473 90.823 90.583 89.383 
Known ambiguous words: 91 .853 9 1 .773 91 .253 91 .893 91 .593 90 .243 
Standard deviation: 0.86 1 .6 1  2 .44 0.75 0 .36 0.77 

Table E.19 :  Accuracy values using the Leisure corpus for training 
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Public G WA I B L D 

All words: 83.073 84.783 82.013 92.883 92.463 90.553 

Known words: 93.463 93.953 93.273 95.023 95. 123 93.563 

Unknown words: 21 .023 19 .193 18.813 6 .193 6.563 5 .943 
44. 063 46.813 32.443 60.293 54.783 43.253 

All ambiguous words: 49.263 50.933 48.46% 53.89% 51 .85% 52.41% 
86.65% 87.353 86.50% 91 .24% 90.293 87.813 

Known ambiguous words: 91 .26% 92.093 90.223 92.323 92.02% 89.203 

Standard deviation: 0.68 3.28 2.38 0.81 1 .32 0.90 

Table E.20: Accuracy values using the Public corpus for training 

Demographic G WA I B L p 

All words: 82.82% 82.92% 83.79% 90.67% 91 .88% 90.693 

Known words: 91 .68% 91 .583 93.373 93. 733 94.093 93.40% 

Unknown words: 30.40% 26.343 18.44% 11 .383 7.853 10.75% 
62.543 58.36% 40.26% 66.94% 65.94% 67.92% 

All ambiguous words: 48.38% 48.14% 45.81% 50. 10% 49.32% 52.35% 
83 .18% 83.44% 86.57% . 88.19% 88.35% 88.01% 

Known ambiguous words: 88.89% 88.76% 89.903 90.27% 89.763 90. 1 13 

Standard deviation: 0 .52 2.09 3.06 1 .45 1 .20 0 .71 

Table E.21 :  Accuracy values using the Demographic corpus for training 
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Appendix F 

Homogeneity and training size : 

results of a preliminary 

experiment 

In this preliminary experiment we set for analyzing the relation between corpus 

homogeneity and size of training set, we repeat the experiment described in chapter 

7 using Rainbow and different sizes of training set. The set sizes used are 1 ,  5 and 10 

documents. Table F.l  shows an extract of the Rainbow accuracy values, obtained 

using all-words for five top-, five middle- and five bottom-ranked corpora. Results 

in table F .1  show that for each training size Rainbow achieves high accuracy when 

the most homogeneous corpora are used, lower accuracy when less homogeneous 

corpora are used and extremely low accuracy when heterogeneous corpora are used. 

Future experiments will clarify the relation between homogeneity and training size. 
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N. Subcorpus(Class) 1 ( 19)  5 ( 15) 10(10)  
1 g-W ..hansard 73.053 (32 .61)  97.23 (6 .74) 97.63 (4.31) 
2 g-W ..newsp_tabloid 70.523 (25.62) 89.463 (5 .05) 83.43 (7.98) 
3 g-W _ac....medicine 58.633 (26.75) 85.063 (9.67) 85.43 (8.85) 
4 g-W ..newsp_other...sports 56.313 (21 .24) 88.263 (13.57) 92.63 (8.99) 
5 g-W ..news...script 53.573 (30.64) 63.733 (24.32)' 71 .23 (20.06) 
20 g-W ..newsp_other...social 24. 103 (9 .15) 40 .39% ( 13.76) 47.83 ( 16 .44) 
2 1  d-W ..imaginative 23.993 (21 .27) 37.193 ( 18.42) 33.83 ( 17.36) 
22 g-W ..newsp_other_commerce 23.573 (13 .62) 463 (18 .47) 53.8 ( 17.48) 
23 g-W _biography 22.313 ( 15 .68) 49.333 (15 .23) 59.23 ( 15 .75) 
24 d-S_cgJeisure 21 .893 (15 .34) 32.43 (16 .98) 30.23 ( 16 .59) 
25 g-W ..newsp_brdsht..nat...misc 2 1 .363 ( 10 .91)  29.863 (15 .89) 35 .43 ( 14.59) 
50 m-periodical 3 .263 ( 4.36) 03 (0) 0% (0) 
51 m-book 2.523 (5.12) 1 .863 (3.31) 0 .63 (2.39) 
52 random3 2.423 ( 4.28) 0.133 (0.94) 03 (0) 
53 random2 2 .213 (3.84) 0.263 ( 1 .32) 03 (0) 
54 random! 1 . 053 (2. 12) 0. 133 (0.94) 0 .63 (2.39) 

Table F.1 :  The accuracy obtained by Rainbow on homogeneous and heterogeneous 
subcorpora: analyzing all words: and using training sets of different sizes: 1 ,  5 and 
10  documents per class. Standard deviation values are given in brackets 
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Appendix G 

Results of the experiment using 

the Web 

This appendix presents the complete list of the results obtained in the experiment 

described in chapter 9 

G . 1  List of technical and non-technical terms used 

in the WEB experiment 

The 164 terms used in the experiment are presented toghether with their web fre

quency. Table G.1 presents the technical terns from the chemical domain: table G.2 

the terms from the genetic domain and table G.3 from teh metallurgical domain. 

In each table there are 10 terms for each of the three subsets in which the web 

frequencies have been divided. The terms are ranked in decreasing order accordin 

gwith the web frequency. 

Table G.4 and G.5 present the 60 general reference terms. Again the terms are 

ranked in decreasing order according to their web frequency. 
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I Technical term I web frequency I 
mean lifetime 768,000 
reaction mechanism 701 ,000 
electron density 662,000 
inclusion complex 638,000 
activation energy 600,000 
molecular metal 586,000 
lewis acid 572,000 
stationary state 503,000 
chemical shift 456,000 
equilibrium control 406,000 
selectivity factor 70,300 
condensation reaction 67,200 
intrinsic barrier 66,700 
hydrophobic interaction 63,600 
solvent parameter 57,100 
specific catalysis 56,300 
polar solvent 54,600 
isotope exchange 54,100 
acceptor number 49,900 
cation radical 48,700 
autocatalytic reaction 6,900 
additivity principle 6,820 
degenerate rearrangement 4,740 
valence isomer 4,580 
migratory insertion 4,420 
spin adduct 4,330 
basicity function 4,220 
bifunctional catalysis 4)60 
isokinetic relationship 4,030 
hildebrand parameter 3,900 

Table G. l :  Technical terms and their web frequency from the chemical domain 
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I Technical term j web frequency I 
gene library 941,000 
genetic material 903,000 
genome project 812,000 
restriction site 681 ,000 
parallel evolution 574,000 
founder effect 486,000 
adaptive value 478,000 
point mutation 466,000 
regulatory sequence 393,000 
escherichia coli 367,000 

central dogma 98,000 
complementary ma 97,000 
allele frequency 94,900 
chromosomal address 88,300 
clone bank 85,300 
tata box 82,700 
quantitative trait 81 ,900 
reverse transcriptase 78,200 
recombinant clone 74,900 
homologous chromosome 66,500 

heteroduplex dna 9660 
giemsa stain 9,000 
polygenic disorders 5,910 
compound heterozygote 5,530 
synaptonemal complex 3,730 
multiple allelism 2,890 
somaclonal variation 2 ,660 
gametic selection 2,590 
dihybrid cross 2,240 
centromere interference 2 ,200 

Table G.2 :  Technical terms and their web frequency from the genetic domain 
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I Technical term I web frequency I 
carbon steel 762,000 
hot dip 736,000 
cold reduction 595,000 
alpha iron 526,000 
light metals 508,000 
strip steel 500,000 
guide scratch 499,000 
grain growth 446,000 
specific gravity 443,000 
mill edge 369,000 

drill rod 95 ,600 
tensile test 92,400 
endurance limit 79,300 
blast furnace 77,200 
coke plate 74,900 
coil breaks 35 ,400 
continuous furnace 69,200 
plastic deformation 67,200 
cluster mill 59,900 
tungsten carbide 49,100 

long terne 9,840 
ternary alloy 9,410 
hydrogen embrittlement 8,970 
indentation hardness 8,650 
shrinkage cavity 8,500 
roentgen rays 8,390 
brass shim 7,930 
aisi steels 7,280 
silver solders 6,980 
sinker steel 6,620 

Table G.3:  Technical terms and their web frequency from the metallurgical domain 
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I Non technical term I web frequency I 
telephone number 7,560,000 
mail order 7,200,000 
training courses 7,000,000 
phone call 6,730 ,000 
information technology 5 ,940,000 
way things 5 ,920,000 
family life 5,900,000 
credit card 5 ,790,000 
health service 5,720,000 
city centre 5,670,000 
computer systems 5,420,000 
end result 5 ,290,000 
south east 5 ,260,000 
market place 5 ,110,000 
west country 4,980 ,000 
government policy 4,940,000 
management team 4,880,000 
insurance company 4,850,000 
art gallery 4,730,000 
subject ma.tter 4,500,000 
member states 4,420,000 
local government 4,280,000 
starting point 4,170,000 
world war 4,170,000 
stock market 4,160,000 
working conditions 4 ,130,000 
interest rates 3,960,000 
age group 3,950,000 
car park 3,820,000 
water supply 3,750,000 

Table G.4: General reference terms and their web frequency: from 1 to 30 
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west coast 3,680,000 
post office 3,630,000 
air force 3,610,000 
home secretary 3,470,000 
christmas day 3,450,000 
track record 3,390,000 
public opinion 3,320,000 
income tax 3,190,000 
press conference 3 ,160,000 
executive committee 3 ,040,000 
back seat 2,890,000 
building society 2,880,000 
dining room 2,870,000 
stock exchange 2 ,820,000 
university college 2,720,000 
blood pressure 2 ,640,000 
world cup 2,560,000 
ground floor 2,560,000 
football club 2,480,000 
heart attack 2,400,000 
government departments 2 ,380,000 
swimming pool 2,300,000 
ice cream 2 ,230,000 
town hall 2 , 170,000 
cash flow 2 , 1 10,000 
election campaign 2,040,000 
living standards 2 ,000,000 
police officers 1 ,990,000 
balance sheet 1 ,900,000 
county council 1 ,850,000 

Table G.5 :  General reference terms and their web frequency: from 31 to 60 
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G . 2  Homogeneity scores 

The homogeneity values are computed according the measures described in chapter 

6 using POS tags as features and G2 and D(pl lq) as inter-document measures. 

The homogeneity values for the corpora based on specialistic terms are presented 

in tables G .6  and G.7(corpora based on chemical terms using G2 and D(pl lq)) ) , 
tables G.8 and G.9 (corpora derived from the genetic domain) , tables G .10  and 

G.1 1 (corpora based on metallurgical terms) , tables G .12  and G.13(corpora based 

on metallurgical terms plus the term "metallurgy': ) . 

Tables G.14, G.15 ,  G.16 and G.17 present the homogeneity values for the corpora 

based on general reference terms. 
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Corpus homogeneity standard dev. 
basicity-function 0.0242 0 .0193 

degenerate-rearrangement 0 .0322 0.02615 
reaction-mechanism 0.0479 0.0390 

stationary-state 0.0707 0.0198 
electron-density 0.0714 0 .0184 

lewis-acid 0 .0758 0.0271 
isotope-exchange 0 .0828 0.0337 

inclusion-complex 0 .0946 0.0316 
condensation-reaction 0 .0973 0.0599 

hydrophobic-interaction 0. 1028 0 .0542 
autocatalytic-reaction 0 .1252 0 .0539 

spin-adduct 0. 1470 0.0841 
selectivity-factor 0. 1477 0.0764 

mean-lifetime 0 .1563 0.0807 
polar-solvent 0 .1644 0.1548 

migratory-insertion 0.1671 0. 1226 
intrinsic-barrier 0. 1757 0. 1000 
molecular-metal 0 .1921 0.0817 

solvent-parameter 0. 1961 0.1587 
chemical-shift 0.2090 0. 1459 

bifunctional-catalysis 0 .2135 0 . 1092 
valence-isomer 0.2141 0. 1474 
cation-radical 0 .2226 0.2249 

equilibrium-control 0 .2336 0 . 1788 
specific-catalysis 0 .3068 0.2463 

additivity-principle 0.3069 0.2145 

Table G.6: Homogeneity values obtained using POS tags and G2 for the corpora 
developed from chemical terms 

· 
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Corpus homogeneity standard dev. 
basici ty-function 0.0109 0.0085 

degenerate-rearrangement 0.0188 0 .0173 
reaction-mechanism 0.0260 0 .0229 

stationary-state 0 .0353 0 .0097 
lewis-acid 0.0384 0.0136 

electron-density 0 .0396 0.0107 
isotope-exchange 0.0424 0 .0172 

inclusion-complex 0.0478 0.0152 
condensation-reaction 0.0499 0.0295 

hydrophobic-interaction 0 .05144 0.0265 
autocatalytic-reaction 0.0620 0.0275 

spin-adduct 0.0727 0.0394 
selectivity-factor 0.0752 0 .0384 

polar-solvent 0 .0781 0.0704 
mean-lifetime 0 .0793 0.0402 

migratory-insertion 0 .0835 0.0611 
intrinsic-barrier 0 .0899 0 .0527 
valence-isomer 0 .0983 0 .0664 

molecular-metal 0 .0986 0.0421 
solvent-parameter 0.0988 0.0756 

chemical-shift 0 . 1043 0.0640 
bifunctional-catalysis 0 .1095 0 .0537 

cation-radical 0 .1120 0.1173 
equilibrium-control 0 . 1151  0.0890 

specific-catalysis 0 . 1478 0 . 1 166 
additivity-principle 0 .1580 0 .0975 

Table G.7: Homogeneity values obtained using POS tags and D(pJ Jq) for the cor
pora developed from chemical terms 
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Corpus homogeneity standard dev. 
centromere-interference 0.0061 0.0047 

genome-project 0 .0642 0.0189 
escherichia-coli 0 .0664 0.0243 
adaptive-value 0 .0730 0 .0271 
founder-effect 0.0773 0.0261 

chromosomal-address 0 .0799 0.0311 
homologous-chromosome 0.0854 0 .0352 

regulatory-sequence 0 .0856 0 .0310 
dihybrid-cross 0 .0884 0.0400 

polygenic-disorders 0 .0951 0.0569 
allele-frequency 0.0987 0.0541 
genetic-material 0 . 1092 0.0747 

somaclonal-variation 0 . 1097 0 .0680 
clone-bank 0 . 1131  0 .0543 

point-mutation 0 . 1 193 0. 1019 
complementary-rna 0 .1223 0.0745 

parallel-evolution 0 .1715 0. 1364 
multiple-allelism 0 .1722 0 .0812 

tata-box 0 . 1781 0.1677 
quantitative-trait 0 .2004 0. 1649 

central-dogma 0.2102 0 .1279 
synaptonemal-complex 0 .2154 0 . 1891 

restriction-site 0.2229 0.1 141 
recombinant-clone 0.2278 0 .2267 

gametic-selection 0.2396 0 .1341 
reverse-transcriptase 0 .3004 0. 1967 

Table G.8: Homogeneity values obtained using POS tags and G2 for the corpora 
developed from genetic terms 
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Corpus homogeneity standard dev. 
centromere-interference 0.0027 0.0021 

genome-project 0.0341 0.0103 
escherichia-coli 0.0351 0.0128 
adaptive-value 0.0373 0.0130 
founder-effect 0.0405 0.0143 

chromosomal-address 0.0410 0.0163 
dihybrid-cross 0.0445 0.0196 

homologous-chromosome 0.0447 0.0193 
regulatory-sequence 0.0472 0.0221 
polygenic-disorders 0.0485 0.0287 

allele-frequency 0.0495 0.0260 
genetic-material 0.0568 0 .0374 

somaclonal-variation 0.0570 0.0351 
clone-bank 0 .0578 0.0314 

complementary-ma 0 .0600 0.0344 
point-mutation 0.0646 0.0567 

parallel-evolution 0.0866 0.0691 
multiple-allelism 0.0868 0.0401 

tata-box 0.0965 0 .0928 
quantitative-trait 0 .0992 0.0816 

central-dogma 0 .1017 0.0637 
recombinant-clone 0. 1059 0.0920 

synaptonemal-complex 0 .1114 0. 1056 
restriction-site 0 .1 125 0 .0558 

gametic-selection 0 .1151 0.0590 
reverse-transcri ptase 0 .1534 0 . 1039 

Table G.9: Homogeneity values obtained using POS tags and D(p/ lq) for the cor
pora developed from generic terms 
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Corpus homogeneity standard dev. 
endurance-limit 0 .0714 0.0211 
specific-gravity 0 .0807 0 .0254 
cold-reduction 0.0922 0 .0439 

blast-furnace 0.0927 0 .0397 
strip-steel 0 .0984 0.0568 

grain-growth 0.0989 0 .0518 
carbon-steel 0 .1031 0.0395 

indentation-hardness 0 .1063 0.0586 
silver-solders 0.1073 0.0323 

coil-breaks 0 .1 163 0.0494 
light-metals 0. 1228 0.0626 

drill-rod 0.1244 0.0737 
roentgen-rays 0. 1256 0.0488 

hot-dip 0 .1327 0 .0445 
tensile-test 0.1437 0.0757 
brass-shim 0 .1534 0 . 1243 

continuous-furnace 0 .1577 0 .0897 
tungsten-carbide 0.1693 0.0897 

guide-scratch 0. 1896 0.2509 
ternary-alloy 0 .2179 0 .1198 

alpha-iron 0.2407 0.1328 
plastic-deformation 0 .2571 0.1850 

aisi-steels 0.2746 0 . 1950 
mill-edge 0.2884 0 .1727 

shrinkage-cavity 0.2899 0 . 1492 
cluster-mill 0.3047 0 . 1934 
sinker-steel 0.3916 0.3921 
long-terne 0.4755 0 .2617 

Table G. 10: Homogeneity values obtained using POS tags and G2 for the corpora 
developed from metallurgical terms 
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Corpus homogeneity standard dev . 
endurance-limit 0 .0398 0.0109 
specific-gravity 0 .0413 0.0141 
cold-reduction 0.0465 0.0223 

blast-furnace 0.0465 0.0195 
strip-steel 0 .0509 0 .03 14 

grain-growth 0.0510 0.0264 
indentation-hardness 0.0531 0.0287 

carbon-steel 0 .0537 0.0196 
silver-solders 0 .0552 0.0171 

coil-breaks 0 .0598 0 .0255 
light-metals 0 .0606 0.0305 

drill-rod 0 .0614 0.0345 
roentgen-rays 0 .0637 0.0249 

hot-dip 0 .0689 0.0223 
tensile-test 0 .0758 0.0401 

continuous-furnace 0 .0763 0.0406 
brass-shim 0.0789 0.0585 

tungsten-carbide 0.0852 0.0479 
guide-scratch 0.0975 0.1276 
ternary-alloy 0 .1 194 0.0719 

alpha-iron 0 .1259 0.0719 
aisi-steels 0 .1322 0 .0935 

plastic-deformation 0 .1328 0.0908 
mill-edge 0 . 1388 0.0726 

shrinkage-cavity 0 .1455 0.0736 
cluster-mill 0 .1458 0.0851 
sinker-steel 0 .1845 0.1915 
long-terne 0 .2233 0 .1224 

Table G .11 :  Homogeneity values obtained using POS tags and D(pl l q) for the 
corpora developed from metallirgical terms 
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Corpus homogeneity standard dev. 
mill-edge 0.0008 0.0003 

sinker-steel 0.0018 0.0016 
coil-breaks 0.0037 0.0060 
long-terne 0.0082 0.0132 

continuous-furnace 0.0303 0.0190 
tungsten-car bide 0.0689 0 .0275 

grain-growth 0.0934 0.0449 
cluster-mill 0.0955 0.0687 

carbon-steel 0. 1012 0 .0414 
silver-solders 0.1 157 0. 1809 

cold-reduction 0.1 168 0 .1 133 
light-metals 0.1 177 0 .0352 

ternary-alloy 0 .1412 0.0784 
specific-gravity 0 . 1441 0.0603 

plastic-deformation 0. 1577 0.0676 
shrinkage-cavity 0 . 1646 0 .1312 

hot-dip 0. 1699 0 .0958 
strip-steel 0 . 1986 0.0891 

roentgen-rays 0 .2501 0 .1229 
aisi-steels 0 .2659 0 .1940 

drill-rod 0.3308 0.3139 
brass-shim 0.3603 0 .5219 

indentation-hardness 0.3889 0 .1996 
alpha-iron 0.4204 0.3259 

blast-furnace 0.5131 0 .4200 
tensile-test 0 .5154 0 .3838 

Table G.12 :  Homogeneity values obtained using POS tags and G2 for the corpora 
developed from metallurgical terms 
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Corpus homogeneity standard dev. 
mill-edge 0.0004 0.0001 

sinker-steel 0.0010 0.0010 
coil-breaks 0.0020 0.0034 
long-terne 0.0040 0.0064 

continuous-furnace 0.0142 0 .0090 
tungsten-carbide 0.0355 0 .0144 

cluster-mill 0 .0432 0.0316 
grain-growth 0 .0491 0 .0259 
carbon-steel 0 .0510 0 .0202 

silver-solders 0 .0531 0.0815 
light-metals 0.0615 0.0197 

cold-reduction 0.0639 0.0640 
specific-gravity 0 .0734 0 .0319 

ternary-alloy 0.0742 0 .0394 
shrinkage-cavity 0.0786 0 .0627 

plastic-deformation 0.0832 0 .0380 
hot-dip 0.0896 0 .0538 

strip-steel 0 . 1010 0.0444 
roentgen-rays 0 .1239 0.0617 

aisi-steels 0 . 1266 0.0966 
drill-rod 0 .1538 0. 1453 

brass-shim 0. 1898 0 .3040 
indentation-hardness 0.2032 0 . 1068 

alpha-iron 0.2062 0 .1609 
blast-furnace 0 .2 263 0 .1750 

tensile-test 0 .2350 0 .1696 

Table G.13:  Homogeneity values obtained using POS tags and D(pj jq) for the 
corpora developed from metallurgical terms 
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Corpus homogeneity standard dev. 
home-secretary 0.0521 0.0244 

way-things 0.0530 0.0145 
health-care 0.0556 0.0108 
city-centre 0 .0595 0.0143 

dining-room 0.0641 0.0176 
subject-matter 0 .0673 0.0209 

interest-rates 0 .0680 0.0234 
police-station 0.0729 0.0230 
police-officers 0.0758 0 .0279 

home-town 0.0765 0 .0279 
working-conditions 0.0784 0.0256 

trade-unions 0.0803 0 .0417 
mail-order 0.0804 0.0218  

information-technology 0.08126 0.0287 
end-result 0.0813 0.02 19 

executive-committee 0.0819 0.0298 
ground-floor 0.0856 0.0407 

stock-market 0 .0864 0.0543 
income-true 0 .0875 0.0345 

planning-permission 0.0878 0 .0505 
football-club 0 .0880 0.0284 

government-policy 0.0899 0.0445 
south-east 0.0911 0 .0403 

government-departments 0.0921 0 .0807 
management-team 0.0938 0 .0439 

post-office 0.0939 0.0375 
telephone-number 0.0955 0 .0360 

starting-point 0.0957 0.0362 
health-authority 0.0970 0 .0372 

blood-pressure 0.0971 0.0324 

Table G.14: Homogeneity values obtained using POS tags and G2 for the general 
reference corpora: from 1 to 30 
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Corpus homogeneity standard dev. 
ice-cream 0 .0986 0.0385 

west-coast 0.0998 0.0414 
county-council 0 . 1015 0.0332 
balance-sheet 0. 1016 0 .0516 

local-government 0 .1018 0.0718 
west-country 0.1023 0 .0620 

press-conference 0. 1092 0.0914 
christmas-day 0 .1106 0.0488 

back-seat 0 . 1115  0 .0424 
heart-attack 0 . 1117  0.0523 

grammar-school 0 .1119  0.0609 
living-standards 0 . 1121 0.0554 

election-campaign 0 . 1 139 0.0671 
training-courses 0 . 1140 0.0505 

insurance-company 0 .1150 0.0932 
parish-church 0 .1178 0.0681 
water-supply 0 .1 193 0.0494 

air-force 0 . 1194 0 .0625 
age-group 0 .1247 0.0529 

public-opinion 0.1253 0.0756 
family-life 0 .1279 0 .0715 

credit-card 0.1312 0.0707 
cash-flow 0 .1372 0.0639 

computer-systems 0. 1423 0. 1412 
town-hall 0. 1436 0.0795 

art-gallery 0. 1447 0.0774 
car-park 0. 1466 0 .0828 

swimming-pool 0.1527 0.0549 
crown-court 0.1531  0.0687 

estate-agents 0 .1590 0 .1560 
carbon-dioxide 0. 1642 0 .1 173 

track-record 0 . 1731  0 .1139 
phone-call 0 .1749 0 .0899 

university-college 0.1749 0. 1066 
world-cup 0.1914 0.0728 

health-service 0 .2037 0 .0873 
building-society 0 .2057 0 .1140 

member-states 0.2454 0 .1565 

Table G.15:  Homogeneity values obtained using POS tags and G2 for the general 
reference corpora: from 31  to 58 
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Corpus homogeneity standard dev. 
home-secretary 0.0260 0.0121 

way-things 0.0275 0 .0079 
health-care 0.0288 0.0068 
city-centre 0.0303 0 .0079 

dining-room 0.0333 0.0089 
subject-matter 0.0347 0.0108 

interest-rates 0.0363 0.0152 
police-station 0 .0368 0.0121 

home-town 0.0397 0.0155 
police-officers 0 .0399 0 .0160 

working-conditions 0.0404 0.0138 
information-technology 0.0407 0.01472 

trade-unions 0 .0413 0 .0221 
mail-order 0.0417 0.0116 
end-result 0 .0423 0.0124 

executive-committee 0 .0430 0 .0155 
income-tax 0 .0438 0 .0170 

foot ball-dub 0 .0439 0.0135 
ground-floor 0.0444 0.0200 

stock-market 0 .0455 0 .0300 
planning-permission 0.0463 0 .0278 

government-policy 0 .0467 0.0242 
south-east 0.0472 0.0210 
post-office 0 .0476 0.0191 

starting-point 0.0488 0.0197 
west-coast 0.0488 0.0203 

management-team 0.0491 0 .0242 
health-authority 0 .0491 0.0191 

telephone-number 0 .0491 0.0198 
local-government 0.0501 0.0332 

Table G.16: Homogeneity values obtained using POS tags and D(pj jq) for the 
general reference corpora: from 1 to 30 

204 



Corpus homogeneity standard dev. 
balance-sheet 0.0505 0.0259 

ice-cream 0 .0511 0 .0196 
blood-pressure 0.0511  0.0179 
county-council 0 .0516 0 .0167 

west-country 0 .0526 0.0313 
press-conference 0 .0533 0 .0441 

government-departments 0 .0536 0 .0558 
christmas-day 0 .0560 0 .0258 

living-standards 0 .0568 0 .0293 
back-seat 0 .0575 0.0222 

election-campaign 0.0575 0.0340 
training-courses 0 .0579 0.0266 

heart-attack 0.0584 0.0287 
grammar-school 0 .0596 0.0355 

insurance-company 0.0608 0.0524 
parish-church 0.0609 0 .0356 

public-opinion 0.0620 0.0375 
water-supply 0.0624 0.0278 

family-life 0 .0626 0.0355 
age-group 0.0635 0.0259 

air-force 0.0636 0.0388 
credit-card 0.0640 0.0344 
art-gallery 0.0698 0 .0375 
cash-flow 0 .0704 0.0337 
year-olds 0 .0709 0 .0283 
town-hall 0.0718 0.0394 
car-park 0.0725 0.0372 

computer-systems 0.0729 0.0738 
swimming-pool 0.0786 0 .0290 

crown-court 0.0789 0.0377 
carbon-dioxide 0.0811 0.0595 

estate-agents 0.0819 0.0831 
track-record 0.0830 0.0497 

university-college 0.0870 0.0510 
phone-call 0.0930 0.0515 
world-cup 0 .1019 0.0390 

health-service 0 .1037 0.0434 
building-society 0 .1048 0.0589 
member-states 0.1373 0 .0970 

Table G. 17: Homogeneity values obtained using POS tags and D(pl l q) for the 
general reference corpora: from 31 to 58 
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Appendix H 

Published Papers 

This appendix contains: 

• a copy of the paper describing the Rainbow experiment discussed in chapter 

7; 

• a copy of the paper describing a preliminary exercise to the experiment dis

cussed in chapter 9 ;  

Gabriela Cavaglia, " Measuring corpus homogeneity using a range of measures for 

inter-document distance" in Proceedings of LREC 2002. Third International Con

ference on Language Resources and Evaluation, Las Palmas de Gran Canaria: 
Spain: 2002 , II; pp. 426-431 .  

Gabriela Cavaglia and Adam Kilgarriff: " Corpora from the Web" in Proceedings 

of the Fourth Annual CLUK Colloquium, University of Sheffield, 2001 .  
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Measuring corpus homogeneity 
using a range of measures for inter-document distance 

Gabriela Cavaglia 

I1RI, University of Brighton 
Lewes Road, Brighton 

BN2 4GJ, United Kingdom 
Gabriela.Cavaglia@itri.brighton.ac.uk 

Abstract 
With the ever more widespread use of corpora in language research, it is becoming increasingly important to be able to describe and 
compare corpora. The analysis of corpus homogeneity is preliminary to any quantitative approach to corpora comparison. We describe 
a method for text analysis based only on document-internal linguistic features, and a set of related homogeneity measures based on 
inter-docu�ent distance. We present a preliminary experiment to validate the hypothesis that in the presence of a. homogeneous corpus 
the subcorpus that is necessary to train an NLP system is smaller than the one required if a heterogeneous corpus is used. 

1. Introduction 

Corpora are collections of documents, generally in elec
tronic form, used mainly as a source of different kinds of 
linguistic information. In the last decade, the availabil
ity of many texts in machine-readable form and the devel
opment of powerful tools for exploiting them make cor
pora the basic resource for many areas of language re
search (Lexicography, Linguistics, Psycholinguistics, Nat
ural Language Processing). When a study performed on a 
particular corpus obtains interesting results, the possibility 
of extending them to a larger population is very tempting. 
But only corpora built according to explicit design crite
ria, which constitute a representative sample of a defined 
language variety, can allow the result of the study to be ex
tended without major bias errors. It follows that character
izations of existing corpora and the design of new ones are 
now receiving more attention: it becomes essential to be 
able to describe a corpus, compare it with others, and pro
duce new corpora that are representative samples of partic
ular language varieties . 

The criteria that one might use to describe or design 
a corpus can be external or internal. External criteria are 
essentially non-linguistic, and therefore not present in the 
document itself; they cover the document's topic, genre and 
socio-cultural aspects (e.g . ,  age and occupation of the au
thor) and are standardly assigned by people. By contrast, 
internal criteria are based on linguistic features, which are 
more or less directly present inside a text (e.g., words are 
directly present in a text, while POS tags can be exploited 
only after further analysis). 

Corpus descriptions and corpus design techniques are 
usually based on external criteria (e.g. ,  the 'Wall Street 
Journal corpus' ) .  The main problem with external features 
is that they are not always available and, when they are, not 
always reliable (e.g., you can not always use the title of a 
text to identify its topic). Moreover, corpora produced us
ing external features can contain wide variations in internal 
features, which can cause problems when used by an NLP 
system. The decision to classify texts only on the basis of 
external criteria is motivated when the users are human be
ings, who can cope without any problem with differences 

in linguistic features. But when the user is a system, as in 
NLP, the performance of any task can be degraded by the 
presence of different linguistic features, as shown in (Biber, 
1 993; Sekine, 1997; Roland and Jurafsky, 1 998; Folch et 
al., 2000). 

2. Corpus profiling: homogeneity and 
similarity 

The problem of describing and comparing corpora in 
relation to their internal features is becoming important. 
Work on corpora comparison started in the early '80s 
(Hofland and Johansson, 1982) with the study of the dif
ferences between British and American English and then 
extended to the opposition between spoken and written 
English (Biber, 1 988) and later to differences in register 
(Biber, 1 993; Kessler et al., 1997; Dewdney et al., 2001) .  

More recent developments focus on corpus homogene
ity and similarity. Both homogeneity and similarity are 
complex and multi-dimensional issues: a corpus can be ho
mogeneous, and two or more corpora can be similar, in re
lation to aspects such as lexis, syntax, semantics but also in 
relation to the structure of the texts or the presence of extra
textual information. Because we are mainly interested in 
textual information, we restrict our analysis to lexical, se
mantic and syntactic aspects, and we label the corpus pro
filing we are interested in as "linguistic". We call a corpus 
"homogeneous" when it does not contain major differences 
in internal features among its documents. 

Kilgarriff (2001 )  defines corpus similarity as the "like
hood that linguistic findings based on one corpus apply to 
another". He presents corpus homogeneity as the prelimi
nary step to any quantitative study of corpus similarity: his 
claim is that without knowledge of corpus homogeneity it 
is not clear if it would be appropriate to measure similar
ity between, for example, a homogeneous corpus like the 
PILLs corpus of Patient Information Leaflets (Scott et al., 
2001 )  and a balanced one like the Brown. He also states that 
ideally the measure used for corpus�similarity can be used 
for corpus homogeneity, and presents an analysis based on 
word frequency lists. Illouz et al. (2000) present a method
ology for text profiling that aims to produce measures for 
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corpus homogeneity within the different parts of a corpus . 
Their supervised approach is similar to Biber's work on text 
classification, but they use a tagger/parser to analyze syn
tactic features. 

We present a technique for corpus analysis strictly 
based on internal features and unsupervised learning tech
niques, together with a set of measures for corpus homo
geneity and similarity. 

3. The methodology 

We propose a stochastic method to describe and com
pare corpora, which is based only on their internal features. 
This method can be computed for any corpus, and is inde
pendent of any particular theory of language: it uses all the 
linguistic features of the documents, and not just a special 
sub-set as for example in Biber's work. The method has 
four steps: 

1.  choose the aspect you want to study and the type of 
feature you want to use; 

2. collect data for each document in the corpus; 

3. calculate the similarity between each pair of docu
ments; 

4. quantify the characteristics of the corpus: we produce 
both a description of the corpus and measures of its 
homogeneity and its similarity in relation to other cor
pora. 

3.1. Deciding aspect and feature types 

Corpus profiling can be studied from different perspec
tives . As has been said, we restrict our interest to linguistic 
analysis and in particular to the lexical, syntactic and se
mantic aspects. Each aspect can be studied using different 
feature types (i.e. words or POS tags). At the moment just 
the lexical and syntactic aspects have been investigated. 

Lexical analysis is ps:rformed to detect possible restric
tions in the vocabulary. 

·
As feature types for lexical analy

sis, either all-words or content words or lemmas are used. 
To identify restrictions at the syntactic level, either function 
words. or POS tags or POS bi-grams are used. To detect 
function words a list of function words is needed, while to 
produce POS tag and POS bi-gram frequency lists a POS 
tagger is required. 

3.2. Collecting the data 

The objects employed to study corpus profiling are the 
texts that make up the corpus. Each text is represented by 
a vector of features (attributes) or afrequency list. A fre
quency list is a list of pairs < x, f(x) > in which x is a fea
ture instance, e.g., the function word "with" or the lemma 
"to cut", and f(x) is the frequency of the feature x in the 
document (the number of occurrences of "with" or "to cut" 
in the document). Instead of using the sample frequency 
f (x) direcly, we compute the estimate of the probability 
p(x) . 

This step yields a matrix which represents a corpus by 
the frequency lists of its documents. 

3.3. Computing similarity 

Probability lists representing texts in the corpus can also 
be seen as distributions. Two documents are considered 
similar if their probability distributions are similar. We ex
plored the use of three different text-similarity measures. 

Relative entropy, also know as Kullback-Leibler diver
gence, is a well-known measure for calculating how sim
ilar two probability distributions are (over the same event 
space). If p( i) and q( i) are the distributions which represent 
two documents, the relative entropy, D(pl \q) , is calculated 
as follow: 

D(pl \q) = �p(i) log���� 
Because it is not defined for q(i) = 0, for which 

D(p\ \q) = oo, we compute the centroid, the average prob
ability distribution of the corpus, and then add it to each 
distribution before calculating the similarity. The formula 
for relative entropy becomes: 

D'(p\ \q) = t(p(i) + c(i))log
p

(

(
�
)
) + c(

(
�
)

) 

i=l q i  + c i 

with c(i) the centroid of the entire corpus. 
We also tested two other similarity measures based on 

the divergence from the null hypothesis that the two docu
ments are random samples from the same distribution: Chi 
Squared and Log-likelihood. 

Chi Square measure (x2): for each feature in the fre
quency list, we calculate the number of occurrences in each 
document that would be expected. Suppose the sizes of 
documents A and B are respectively NA and NB and fea
ture w has observed frequency ow,A in A and Ow,B in B, 
then the expected value ew,A for A is: 

NA (Ow,A + Ow,B) e A - -----� w
, 

- NA + NB . 

and likewise for ew,B for document B. Then the x 2  value 
for the document pair, A and B, is computed as follows: 

2 
� (oi - e'i)2 

x = � 
i=l ei 

with the sum over all the features . 
Log-likelihood (G2): Dunning ( 1993) showed that G2 

is  a much better approximation of the binomial distribution 
than x2 especially for events with frequencies smaller than 
5. It is a measure that works quite well with both large and 
small documents and allows the comparison of the signif
icance of both common and rare events. A Contingency 

table, as presented in table 1, helps us to understand the 
formula for G2 •  

02 = w 
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2(a log(a) + b log(b) + c log(c) + dlog(d) 
- (a +  b) log( a +  b) - (d + c) log( a + c) 

-(b + d) log(b + d) - (c + d) log(c + d) 
+ (a + b + c + d) log( a + b + c + r},) 



I Doc. A Doc. B 

w I a b 
..., w c d 

Table 1 :  Contingency table 

This step yields a similarity matrix: to each pair of doc
uments a distance is associated. Relative entropy, x2 and 
G2 are all distance measures, so in the matrix the more siln
ilar text couples appear with a small value assigned. 

3.4. Quantify homogeneity 

The similarity values calculated in the previous step for 
each pair of documents in a corpus are now employed to 
produce information to help in describing the corpus and in 
quantifying its homogeneity and its similarity in relation to 
other corpora. The information we provide for the corpus 
is: 

• a homogeneity measure which quantifies the variabil
ity of the features inside the corpus . The homogeneity 
measure corresponds to the maximum distance among 
its documents;  

• the corpus prototypical element, to give the user an 
idea of what kind of text he/she can find in the corpus . 
In clustering, such an object is called "the medoid", 
the cluster element which is the nearest to the centroid; 

• a similarity measure which describes the relative posi
tion of the corpus in relation to the others. The simi
larity of corpus A and B is the distance between their 
centroids. 

The usefulness of a prototypical element and the valid
ity of a similarity measure depend directly on the homo
geneity of the corpora analyzed. The more a corpus is ho
mogeneous the better its prototypical element can describe 
the corpus documents, because there is a smaller variance 
between it and the other documents of the corpus. The in
terpretation of a similarity measure computed between a 
homogeneous corpus and a heterogeneous one, or between 
two heterogeneous corpora, is not clear, and needs further 
analysis. In this paper we focus only on the evaluation of 
the homogeneity measures. 

4. Evaluation 

The aim of our first experiment is to understand which 
text-similarity measure is most reliable, among the three 
currently used (D(pl lq) ,  x2 and G2 ). 

To evaluate the homogeneity of a corpus is difficult ow
ing to the lack of gold-standard judgments with which the 
measures can be compared. The hypothesis at the base of 
homogeneity is that a NLP system can reach better results 
when it uses an homogeneous corpus rather than an het
erogeneous one. In the experiment we run an NLP system 

using homogeneous and heterogeneous corpora. Then we 
compare the accuracy that the system achieved on each cor
pus, with the degree of homogeneity that the corpus scores. 
We expect to find that the accuracy for the homogeneous 
corpora is higher. 

The NLP system we use for the evaluation is Rainbow 
(McCallum, 1 996), which performs text classification . We 
choose Rainbow because it is freely available, fast, and 
does not require any particular annotation or linguistic re
source other than the corpus itself. Because Rainbow per
forms text analysis (builds its model) using all words or 
content words, we have to restrict the evaluation to just 
these two internal features in this experiment. We collect 
a set of corpora for which we have a reliable classificatio11, 
and compute the homogeneity measure for each corpus . For 
each corpus we measure homogeneity using the three inter
document similarity measures. Then, for each similarity 
measure, we rank the corpora according to their homogene
ity value in increasing order, so that homogeneous corpora 
appear at the beginning of the list. For each of the two 
features, three ranked lists of homogeneity values are pro
duced. 

We then use Rainbow to produce similar ranked lists ; 
using both all-words and content words, to use as a gold 
standard. All the corpora for which we measure the homo
geneity are merged to form a single big corpus. We then 
use Rainbow to classify the new big corpus using different 
sizes of training corpus . The task for Rainbow is to rebuild 
from the merged corpus all the corpora it was made of. Ac
cording to our hypothesis, in order to achieve the same level 
of accuracy, homogeneous corpora need to be trained on a 
smaller subcorpus than heterogeneous corpora. The accu
racy of the classification of each class is computed. Classes 
are then ranked in a descending order, so that the homo
geneous ones appear at the beginning of the list. For each 
of the two features, a rank list of Rainbow accuracy values 
is produced. Finally, the Spearman's rho test is employed 
to identify the correlation between the homogeneity values 
and Rainbow accuracy values. 

5. Experiment 

The corpus we used for this first experiment is the 
British National Corpus (BNC). The BNC is a 100 million
word collection of samples of written and spoken language, 
from a wide range of sources, designed to represent a wide 
cross-section of current British English (monolingual syn
chronic corpus). Moreover, it is a general corpus which 
includes many different language varieties, and is not lim
ited to any particular subject field, genre or register. There 
has been a lot of work on the classification of BNC docu
ments. The BNC Index (Lee, 2001)  is an attempt to com
bine and consolidate some of these suggestions. The re
sult is a resource which provides an accurate classification 
of the documents in the BNC, according to many differ
ent kinds of external criteria such as medium, domain and 
genre. According to the medium, BNC documents can be 
classified into six different classes: .spoken, written-to�be
spoken, book, periodical, published miscellanea, and un
published miscellanea. For domain, spoken English can be 
classified into five classes (e.g., transcription of business 
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recordings, spontaneous natural conversations), and writ
ten English into nine (e.g., applied science, arts, belief and 
thought). There are 24 genres for spoken and 46 genres for 
written English (among the genres for written English there 
are for example personal letters, university essays, tabloid 
newspaper, bibliographies and instructional texts) .  

To avoid comparing classes whose size i s  too dissimilar: 

• each BNC document is divided into chunks of a fixed 
size. For the first experiment, chunks of 20,000 words 
were produced. If a document is too small it is dis
charged. If it is big enough to contain more than one 
chunk, multiple chunks are produced, and considered 
as individual documents in the analysis; 

• for each BNC classes from medium, domain and 
genre, a corpus is created with the same number of 
chunks. For the experiment we produced corpora of 
20 chunks each. If a class does not contains enough 
documents it is discharged; otherwise 20 chunks are 
chosen randomly. 

This gives 5 1  corpora with 20 documents of 20,000 
words each. Three random corpora made of 20 chunks cho
sen randomly from the BNC are also created. We expected 
random corpora to be less homogeneous than all the other 
corpora. 

The three homogeneity measures (using D(pl jq) ,  x2 
and G2) for each corpus are calculated, and the corpora are 
ranked according to their homogeneity score: corpora with 
a lower score are considered more homogeneous than ones 
with a higher score. Then the 54 corpora are merged to 
form one big corpus, and Rainbow is used to see how accu
rately it can recover each of the 54 corpora, using training 
sets of different sizes. The sizes used were 1, 5, 10, 15; e.g., 
when the training set size was 5, the task for Rainbow was 
to recover the other 1 5  same-class documents out of the pot 
of 1080 documents. For each corpus, we compute the accu
racy, the proportion of �,orrectly classified documents, and 
the standard deviation cii.lculated on 50 trials.  

6. Results 

Tables 2 and 3 list the homogeneity measures for the 
five corpora at the beginning and end of the lists ranked by 
homogeneity and Rainbow accuracy values, using all words 
as features. Using Rainbow, the three random corpora ap
pear to be less homogeneous than all the other corpora, 
as expected. The homogeneity measures based on inter
document distance instead partially failed; in fact, although 
they all appear somewhere at the bottom of the rank list, 
just one of them turns up after all the non-random corpora. 

We use Spearman's rho test (Owen and Jones, 1 977) to 
compare the ranks obtained using the homogeneity measure 
and Rainbow. Spearman's correlation is 1 when the two 
ranks are exacly the same, and 0 when no correlation is 
found between the two ranked lists. The results, presented 
in table 4 for all words and in table 5 for content words, are 
always positive and usually within the significance level of 
53.  

Corpus D(pl lq) x:l 02 
g-W ..11ews..script 0.0489 0.0304 0.0663 

g-W ..11ewsp...tabloid 0.0948 0 .0640 0.1503 
g-W ..newsp_other _report 0.1208 0 .08 17 0 . 1951 
g-W ..newsp_other ..sports 0. 1 335 0.0750 0. 1756 

g-W ..hansard 0.1459 0.0950 0.2283 
d-W ....app..science 0.6165 0.2973 0.7737 

m-m.nnpub 0.6502 0.37 1 1  0.9649 
g-W Jnisc 0.6572 0.28 1 8  0.7040 

g-W...advert 0.7201 0.2949 0.751 9  
random2 0.94344 0.4200 1 .0906 

Table 2: Homogeneity scores computed using the 500 most 
frequent words in each corpus 

Rainbow Homogeneity Spearman's 
correlation 

1 doc per class D(pj jq) 0.526 
1 doc per class x2 0.527 
1 doc per class 02 0.530 
5 doc per class D(pl l q) 0 .447 
5 doc per class x2 0.473 
5 doc per class 02 0.474 
10 doc per class D(pj j q) 0.432 
10 doc per class x2 0.451 
1 0  doc per class 02 0.451 
1 5  doc per class D(pj j q) 0.387 
1 5  doc per class x2 0.4 1 3  
1 5  doc per class 02 0.4 1 5  

Table 4 :  Spearman's correlation between Rainbow accu
racy values and Homogeneity values using words 

7. Conclusion and future work 

The Spearman correlation values show that the original 
distinction between homogeneous and heterogeneous cor
pora is maintained in Rainbow: corpora with a low homo
geneity score need a small training set to achieve a high ac
curacy in the classification ta,sk. By contrast; heterogeneous 
and random corpora need a bigger training set to achieve an 
accuracy which, however, is smaller than the one obtained 
by the homogeneous corpora. 

None of the three text-similarity measures used to com
pute homogeneity produces a rank which follows exactly 
the same order identified with Rainbow, even if the constant 
high values of the standard deviation suggest that the rank 
order identify by Rainbow is not fixed. Among the three 
measures, 02 provides the closest rank, expecially wben 
all words are used. 

Various reasons may be responsible for the unclarity of 
the results : 

• lack of data: chunks, in which we divide the docu
ments, and the number of chunks, we set for each cor
pus, are not big enough. For this experiment we pro
duce chunks of 20,000 words- and we use corpora of 
20 chunks each. We also try to use chunks of 50,000 
words and corpora made of 50 chunks each, but the 
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Class 1 5 10 15 

g-W ..hansard 73.05 (32.6 1 )  97 .2 (6.74) 97.6 (4.3 1 )  94.8 (8 .86) 
g-W Jiewsp..tabloid 70.52 (25.62) 89.46 (5.05) 83.4 (7.98) 85.6 ( 1 6 . 1 8) 
g-W ...ac_medicine 58.63 (26.75) 85.06 (9.67) 85.4 (8 .85) 80.4 ( 16.89) 
g-W Jiewsp_other ....sports 56.31  (21 .24) 88.26 (13 .57) 92.6 (8 .99) 96.8 (7 .40) 
g-W Jiews....script 53.57 (30.64) 63.73 (24.32) 71 .2 (20.06) 66.4 (1 9.56) 
m-periodical 3.26 (4.36) 0 (0) 0 (0) 0 (0) 
m-book 2.52 (5. 12) 1 .86 (3.31 )  0.6 (2.39) 0.8 (3 . 95) 
random3 2.42 (4.28) 0. 1 3  (0.94) 0 (0) 0 (0) 
randorn2 2.21 (3.84) 0.26 (1 .32) 0 (0) 0 (0) 
randoml 1 .05 (2. 12) 0. 13  (0.94) 0.6 (2.39) 0 (0) 

Table 3: The accuracy obtained by Rainbow analyzing all words for homogeneous and heterogeneous subcorpora using 
training set of different size: 1 ,  5, 10 and 15 document per class respectively 

Rainbow Homogeneity Spearman's 
correlation 

1 doc per class D(pl lq) 0.445 
1 doc per class x2 0.383 
1 doc per class a2 0.389 
5 doc per class D(pJJq) 0.29 1 
5 doc per class x2 0.277 
5 doc per class G2 0.286 
1 0  doc per class D(pl Jq) 0.273 
10 doc per class x2 0.269 
10 doc per class a2 0.28 1 
1 5  doc per class D(pJ Jq) 0.240 
15 doc per class x2 0.232 
15 doc per class a2 0.245 

Table 5: Spearman's correlation between Rainbow accu
racy values and Homogeneity values using content words 

number of BNC classes which contain these amounts 
of data are few and appear to be all quite heteroge
neous; 

• presence of noise in the data: at the moment we use 
the N most frequent internal features present in each 
corpus, and for this experiment we set N equal to 500. 
We would like to consider ways of identifying the fea
tures that seem more likely to show differences among 
the documents, and of filtering out those which instead 
can only create noise; 

• the use of Rainbow as a gold-standard judgment for 
homogeneity: to classify texts any system uses a mix 
of homogeneity and similarity, so the attempt to use its 
classification to evaluate a homogeneity measure can 
be misleading ; 

• the three text similarity measures used may not be the 
best for studying corpus homogeneity and similarity. 

The results obtained from this first attempt to evaluate 
the homogeneity measure confirm the hypothesis that ho
mogeneous corp0ra need a smaller training set than hetero
geneous corpora to achieve a certain degree of accuracy. 

But the methodology we have used is still too unrefined to 
produce clear results. 

As far as the methodology is concerned, the aspect re
quiring further attention is the use of some kind of feature 
selection in order to analyze just the more distinctive fea
tures. At the moment we are considering different types 
of feature selection. We also want to use a fourth text
similarity measure - perplexity. 

As far as evaluation is concerned, other experiments to 
study the validity and reliability of the measures proposed 
to quantify homogeneity and similarity are needed. Be
cause the main applications of the two measures are in NLP, 
they should still be tested in relation to a NLP task. We 
would like to consider a different system from text classi
fication and also possible ways of combining the two mea
sures. 
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Abstract 

We investigate the potential of using the web as 
a huge corpus for language studies. We test the 
hypothesis that corpora produced by gathering 
web pages found when searching on a techni
cal term are homogeneous whereas corpora pro
duced using a general term are heterogeneous. 

1 Introduction 

Over the last couple of years the Web has be
come the corpus resource of choice for many 
language studies (e.g. , Resnik (1999), Fujii and 
Ishikawa (2000) ) .  It contains a huge quantity of 
text , of any number of varieties, for a very wide 
range of languages ( Grefenstette and Nioche, 
2000) . Moreover text is available immediately, 
for free, and can be downloaded without con
cern for copyright. 

Many web documents do not contain only 
text or do not contain text at all. Many are du
plicates. Some others point at documents which 
do not exist any more. All these characteristics 
can sound like good reasons for not using the 
web as a linguistic resource. However they are 
all obstacles that can be overcome by judicious, 
linguistically-aware filtering of downloaded ma
terial . The prize of vast, accessible corpora will 
make effort spent on developing filters a good 
investment . 

In this paper we propose a method for cre
ating corpora built from the web (made up of 
web documents) using a search engine, a simple 
query and a downloading program. We then 
compare the homogeneity of corpora generated 
using different search terms. 

When we use a search engine ( Altavista, Ya
hoo, Google, . . .  ) to search on a technical term, 
we would expect the texts that the search engine 
finds to be fairly homogeneous. For example, we 
would expect the result for the technical term 

as vowel shift to be predominantly articles and 
course notes concerning phonology. Instead if 
we use a general term - an arbitrary adjective
noun combination such as suitable place - we 
would expect the corpus generated to be much 
more heterogeneous, as the term will occur in 
texts of a very wide range of varieties. In this 
paper we describe an experiment designed to 
test the hypothesis that technical terms give 
rise to more homogeneous corpora than general 
terms. 

2 Method 

91 technical terms and 59 general terms were 
identified. The technical terms were drawn 
from the index of a phonology book, the gen
eral terms from a novel. For each, an Altavista 
search was instigated. The Altavista search re
sults were parsed and the URLs of pages con
taining the search term were identified. Al
tavista gave at least 200 hits for 43 of the tech
nical terms and 47 of the general terms. Down
loads of the first 200 pages for each of these 
were attempted, with most but. not all pages 
successfully retrieved. This gave 43 technical
term corpora and 47 general-term corpora for 
further experimentation. 

The next question was, which of these pages 
comprised text of the relevant human language 
(in these experiments, English)? To answer 
this, we need a working defintion of what is to 
count as language. At the one extreme, every
thing included in the Brown corpus clearly is 
language. At the other, images clearly are not . 
Problematic points in between include: 

• timetables 

• computer language code 

• indexes 
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• bibiliographies 

• headings 

There is also HTML markup. This was 
clearly not English, and it was our intention 
from the outset to exclude the markup from the 
computations used to determine language-like
ness or document similarity. We would like to 
use our knowledge of the semantics of HTML 
tags to guide the identification of language seg
ments within documents, noting, for example, 
that data in HTML tables are less likely to be 
linguistic than data in HTML paragraphs, but 
this is future work. 

Our strategy throughout was to err towards 
strictness, and to aim to throw out items if we 
were not confident they were good instances of 
language, on the basis that the web is huge and 
one can always get more data, so there is no 
need to use data one is not sure of. 

Where pages do not contain many words, it 
is harder to determine algorithmically whether 
they are good instances of language. We re
jected all pages containing less than 2000 non
markup words. 

2 . 1  A unigram model of 
language-like-ness 

We used a simple unigrarn model to identify 
whether a web page was predominantly linguis
tic and in English. 1 We took relative frequencies 
of twenty high-frequency words from a reference 
corpus, the British National Corpus2 {BNC) . 
For each page, we compared the frequencies of 
these twenty words with their BNC frequencies, 
and rejected the page if the score was above a 
threshold. The . score for document d was com
puted as 

i=20 (BNC d )2 
S (d) = � i - 0Cd,i core w BNC-i=l i 

where B NCi is the relative frequency of the ith 
word in the BNC, and docd,i is its relative fre
quency in document d. We considered various 

1 Fujii and Ishikawa. (2000) faced similar problems of 
identifying fragments which were Japanese text, and 
used a trigram language model to filter out text frag
ments with perplexity above a threshold. We expect 
both techniques would lead to similar results. 

2http : //inf o . ox . ac . uk/bnc 

measures, and selected this one because a sim
ilar measure had proved effective in (Kilga.rriff, 
2001) . 

The words used for the comparison were ide
ally words which were both very frequent and 
had a relatively stable frequency across genres. 
We used a BNC frequency list indicating, for 
each word, the variance in its frequency across 
a set of same-length samples from the BNC.3 
We took the first twenty items in the list for 
which the variance was less than ten times the 
mean frequency per sample. These were: 

the of and to a in it for be with on that 
by at not this but they from which 

Items excluded because the variance was too 
great were: 

is was I you he are his had she 

Following some experimentation, the thresh
old was set at 0.1 .  Documents d for which 
Score(d) > 0.1 were rejected. 

Once short documents and high-scoring docu
ments had been filtered out, for some of the orig
inal search terms, there were less than twenty 
web pages remaining. In these cases, the en
tire corpus was set aside. After this process, 
there were corpora remaining for just seventy
four of the search terms ( 40 technical, 34 gen
eral) . These terms and the associated corpora 
were the ones used used for the homogeneity 
experiment. 

2.2 A unigram model of homogeneity 

Following Kilgarriff (2001) , we expect simple 
word frequencies, or unigrams, to provide am
ple information to assess the homogeneity of a 
corpus. Grammatical features (as lised in Biber 
(1988) amongst others) ,  type-token ratios and 
average sentence length are amongst the fea
tures that other researchers have focussed on, 
and we are happy to accept that no individual 
word-frequency may be as useful a feature for 
discriminating between text types as, for exam
ple, the type-token ratio. However, there is, we 
believe, more discriminating information in the 
frequencies of a large number of the highest
frequency words than in any short list of hand-

3For details and list, see 
http : //ftp . itri . bton . ac . uk/ldarn. Kilgarriff/bnc
readme . html#variances 
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selected features. Word frequencies have �he ad
vantage that they are easy to count, and the 
counts are (almost) theory-free. 

For each corpus, a measure of homogeneity 
was calculated as follows. 

First, the word frequencies for the entire cor
pus were calculated; this served to identify the 
n most frequent words, and their relative fre
quencies, in the corpus as a whole. 

Then, a document's similarity to the norm for 
the corpus was calculated as follows: 

SimToNorm(d) =I: (corpi - docd,i)2  
-

i=l COTPi 

where corpi is the relative frequency of the ith 
word in the corpus as a whole, and docd,i is its 
relative frequency in the first m words of doc
ument d. We experimented with values of n 
-the number of high-frequency words used as 
features- of 100, 200 and 500, and with val
ues of m -the size of each document- of 1000, 
2000 and 5000. 

Then, the corpus homogeneity was defined 
as (1 )  the mean or (2) the median of the 
SimToNorm scores for its component docu
ments. 

The homogeneity figures for the general-term 
corpora and the technical-term corpora were 
then compared. 

3 Results 

In Table 1 we present the results for 74 search 
terms and corpora, ordered according to homo
geneity. 

These results __ were produced using the first 
2000 words of each document, with the 100 
highest-frequency words as features, and using 
the mean (rather than the mode) as the measure 
of homogeneity. However we note that other 
permutations produced very similar results. 

On each occasion, counter to our hypothesis, 
the results suggested that the general-term cor
pora were slightly more homogeneous than our 
technical-term corpora. Significance was exam
ined using the Wilcoxon rank sums test (also 
known as the Mann-Whitney U test) . For some 
permutations, the difference was significant at 
the 953 or 97.53 level, for others, it was not sig
nificant at either level. For the instance shown 
in the table, the sum of ranks for the smaller 

set of general-term corpora is 1092, which gives 
a z-score is 1 .98,  so is (just) significant at a 953 
level, using a two-tailed test.4 

4 Discussion and future work 

Counter to our expectations, the experiment 
does not confirm the hypothesis. We manually 
investigated some of the corpora and found high 
degrees of heterogeneity in the web pages wher
ever we looked. Amongst the web pages for word 
formation, a technical term with a low score,5 
were a philosophical article on Gadamer, a bible 
studies piece and a page on programming along� 
side assorted pages on language study but these 
pages also formed a mixed bag, with some de
scribing courses, one being the home page of 
the Lithuanian Language Club, and one a FAQ 
for an Estonian culture newsgroup. Military pa
rade, a low scoring general term, included some 
tourists' pages where the military parade was an 
event to see, documents about films and archeo
logical projects, and news pages. Upstairs win
dow, another low-scoring general term, seemed 
to get its low score because most of the pages 
were narrative - diaries, novels, stories, legends 
- though some were about housing (renting or 
maintaining) , and a couple about cinema. 

For technical and general terms alike, the web 
contains all sorts of documents, of all sorts of 
genres, and it is not evident whether . the ten
dency of technical terms to occur more nar
rowly will ever show through the tendency, on 
the web, for all sorts of terms to appear in all 
sorts of genres. 

Thus our qualitative investigation of the cor
pora leads us to suspect the underlying intuition 
will only be valid in rather more constrained 
ways that we had originally imagined. 

There are many other considerations which 
may have contributed to the hypothesis not be-

4Where there are more than 20 instances in each 
of the two datasets, it is appropriate to use a normal 
approximation to the distribution of Mann-Whitney U. 
This is calculated as 

z = _2-;:R=-=N=1 ('=N=+=l }= 
JN1N2 (N +. 1)/3 

where R is the sum of ranks for the category with fewer 
items, N1 is the number of items in the category with 
fewer items, N2 is the number of items in the category 
with more items, and N is the total number of items. 

5 A low score indicates homogeneity, a high score, het
erogeneity. 
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g/t Search term Homog g/t Search term Homog 
g rear door 0.55 t vowel shift 1 .01  
g piercing pain 0.59 t modal verb 1 .04 
t native speaker 0.60 t rising tone 1 .04 
g soft soil 0.61 t vowel reduction 1 .07 
g dead leaves 0.61 t pitch accent 1 .08 
g medical attention 0.62 t initial consonant 1 .09 
g military parade 0.62 g imminent arrival 1 .09 
g personal effects 0.64 t glottal stop 1 .09 
g personal identification 0.65 t surface representation 1 . 10  
t word formation 0.65 t loan words 1 . 1 1  
g complete record 0.65 g important connection 1 . 12  
g little patience 0.68 g leather suitcase 1 . 13 
t generative phonology 0.69 . t subordinate clause 1 . 16  
g elevator entrance 0.72 g strong defence 1 . 16  
g parked car 0.74 g tv image 1 . 17  
t connected speech 0.74 t parallel distribution 1 . 18  
g television program 0.74 t regional variation 1 . 1 9  
t compensatory changes 0.74 t local peak 1 . 19  
g upstairs window 0.75 t minimal pair 1 . 19 
t error analysis 0.75 t local accent 1 . 19  
t vocal cords 0.76 t double articulation 1 . 19 
t full forms 0.76 t immature forms 1 .21 
g long corridor 0.79 t complementary distribution 1 .21  
g congested streets 0.81 t continuous variation 1 .21 
t tone language 0.81 t stressed syllable 1 .22 
g green hose 0.82 g strange accent 1 .22 
g keen interest 0.83 g suitable place 1 .22 
t citation form 0.84 t free variation 1 .26 
t tone group 0.87 t qualitative assessment 1 .33 
t formal style 0.88 g excellent metaphor 1 .33 
g basic freedom 0.90 t consonant cluster 1 .37 
t reduced forms 0.92 t phonological process 1 .45 
g excellent judgment 0.93 g former existence 1 .46 
t redundant features 0.93 g bank officials 1 .48 
g dark liquid 0.95 t substantive evidence 1 .53 
t sound change 0.95 g excessive taxation 1 .55 
g narrow space 0.97 g essential properties 1 .70 

Table 1 :  Homogeneity scores for 74 downloaded corpora. g indicates the search term was '·general',  
t that it was technical. 

gin confirmed, and over the coming months they 
will be explored in greater detail. They include 
the following. 

• Altavista's ranking of search hits returns 
an ordered list of search hits, with items 
where the search terms was highly salient 
at the top. Where there were many more 
than 200 hits , our downloading strategy re
trieved only high-salience items, which will 

not be representative of documents con
taining the search term in general. 

• Web pages frequently contain a mix of text 
and other material; to get a good text cor
pus, an analysis at a finer-grained level 
than the complete web page is required. 
HTML markup should be used to guide de
cisions about which parts of web pages are 
text and which are not . 
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• The samp]e sizes ( eg, 2000 words or 5000 
words from the beginning of the document) 
were too short . 

• The arbitrary cutting-off of documents af
ter 2000 or 5000 words undermined the in
tegrity of the documents, thereby increas
ing the level of noise until it obscured the 
lingusitic effect. 

• First, a classification according to genre 
must be undertaken; the hypthesis will only 
be confirmed within a genre. 

• Word frequencies are not appropriate fea
tures. 

• Not enough word frequency figures were 
used. 

• The formulae used for calculating homo
geneity (and language-like-ness) were inap
propriate. 

This was an early foray into the relation 
between the linguistic characterisation of cor
pora, and datasets obtainable by downloading. 
Some of the possibilities a.nd difficulties of the 
interaction have been sketched, and we shall 
continue exploring further methods so that, in 
due course, language corpora of all kinds, -
homogeneous, heterogenerous, of specified lan
guage varieties- can be specified according to 
the interests of the researcher and downloaded 
from the web. 
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